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Concussions are common cognitive impairments, but their effects on task performance in general, and on 
driving in particular, are not well understood. To better understand the effects of concussion on driving, we 
investigated previously gathered data on twenty-two people with a concussion, driving in a virtual-reality 
driving simulator (VRDS), and twenty-two non-concussed matched drivers. Participants were asked to per-
form a behavioral task (either coin sorting or a verbal memory task) while driving. In this study, we chose a 
few common metrics from the VRDS and tracked their changes through time for each participant. Our pro-
posed method—namely, the use of convolutional neural networks for classification and analysis—can accu-
rately classify concussed driving and extract local features on driving sequences that translate to behavioral 
driving signatures. Overall, our method improves identification and understanding of clinically relevant driv-
ing behaviors for concussed individuals and should generalize well to other types of impairments. 
 
 

INTRODUCTION 

Driving is an integral part of many people’s lives, and driv-
ing while impaired—by alcohol, drugs, fatigue, distraction, 
medical conditions, etc.—is a critical concern in today’s soci-
ety. One common and important potential impairment arises for 
drivers who have experienced a mild traumatic brain injury 
(MTBI), commonly known as a concussion. Concussions are 
the most common form of acquired brain injury, with an inci-
dence rate between 100 to 300 concussions per 100,000 people 
annually (Preece et al., 2010). Although concussion symptoms 
often resolve in the week after the injury, this resolution does 
not necessarily mean that the individual has completely recov-
ered from his/her injury (Schmidt et al., 2017). These individu-
als may be unaware of potential impairments, and thus return-
ing to driving—a complex task requiring motor coordination, 
visual perception as well as attention, planning, and decision 
making—could potentially be inadvisable or even dangerous. 
While a straightforward solution would be restricting or reduc-
ing driving permission following a concussion, less than half of 
individuals intend to reduce their driving following their injury 
(Preece et al., 2013). 

In the past decade, researchers have increasingly turned 
their attention to understanding the effects of concussions on 
driving performance. Preece et al. (2010) showed that partici-
pants with MTBI are significantly delayed in responding to traf-
fic hazards. They investigated the drivers’ ability to search the 
road ahead by completing a computerized hazard perception 
test. They measured individuals’ reaction time in identifying 
potentially dangerous traffic situations ahead using a computer 
mouse while watching videos of traffic scenes. In another study, 
Preece et al. (2013) asked the participants to fill a questionnaire 
measuring their expectations regarding recovery from injury 
and especially related to returning to driving. Their results 
showed that only 48% of participants intended to reduce their 
driving after the injury, which was correlated to previous head 

injury experience or interaction between pain and previous ex-
periences. 

Schmidt et al. (2016) compared the performance of a con-
cussed group after the resolution of symptoms with a healthy 
group and stated that individuals with a concussion perform 
worse than non-concussed matched on a driving test. Individu-
als in their study performed three different tests: these individ-
uals (1) completed a graded symptom checklist, (2) took a brief 
neuropsychological exam, and (3) drove a 20.5 km simulation. 
Schmidt et al. performed a one-way analysis on the variance of 
the total number of crashes, tickets, lane excursions, the stand-
ard deviation of lateral position, and the standard deviation of 
speed per individuals’ group. They noticed that the neuropsy-
chological recorded data correlated well with the driving simu-
lation. They also found a correlation between both verbal 
memory and motor speed values and the frequent lane excur-
sions in the concussed group.  

Along the same lines, Neyens et al. (2015) investigated the 
effects of driving distractions on the driving performance of in-
dividuals with MTBI using Bayesian statistical methods. They 
asked participants with MTBI and a healthy control group to 
perform simulated and on-road driving while doing a simple 
secondary task—namely, selecting a CD from a set of CDs, tun-
ing to a specific radio station, or selecting a monetary amount 
from an array of coins. Their findings show that compared to a 
healthy control group, individuals with MTBI had significantly 
more glances toward the tasks. 

Although there are many studies targeted toward under-
standing and evaluating driving behaviors in general, with a few 
exceptions like those noted above, driving with concussion has 
not been well studied. Most of the available studies on con-
cussed driving, including the previously mentioned studies, rely 
on statistical analysis and self-report questionnaires, which may 
not reflect the whole truth (Wojtowicz et al., 2017). Further-
more, healthcare professionals might be hesitant to advise pa-
tients to restrict their driving due to their mental and financial 
well-being. Moreover, clinicians may lack the knowledge or 



 

training in making decisions related to return-to-drive situations 
(Brooks, et al., 2011).  

In this paper, we take a novel approach to analyzing and 
studying the behavior of drivers after concussion, namely by 
using artificial neural networks. Neural networks represent a 
class of machine-learning algorithms that learn patterns from 
data (see Zhang, 2000). While there is currently a wide variety 
of such networks, one very common method uses convolutional 
neural networks (CNNs) to capture smaller patterns in the data 
in the early layers of the network, then allowing later layers to 
combine these patterns and further disambiguate the data into 
the relevant classes. One main benefit of using CNNs is their 
ability to extract patterns from raw input, in contrast to tradi-
tional neural networks that require a separate feature extraction 
phase. Although most often used on two-dimensional image 
data, CNNs and related networks can also be used to analyze 
temporal sequences of data. By representing driver behavior as 
temporal sequences of standard data collected from the driver, 
vehicle, and environment, we aim to apply neural networks in a 
way that elucidates the underlying aspects of driver behavior. 

More specifically, to better understand the driving behavior 
of participants, we used a dataset gathered from another study 
(Schultheis et al., 2012) that captured driving of a concussed 
group while performing behavioral tasks and is matched with a 
healthy control driving and performing the same tasks 
(Guinosso et al., 2016). In this study, we employ a model that 
uses sequences of several measures captured in the simulation 
environment and apply a deep convolutional neural network 
both to extract features and to classify the data. In doing so, we 
can achieve a reasonable classification accuracy using the net-
work, but more importantly, we also show that the extracted 
features are fairly interpretable. Such a machine learning 
method can improve the identification of clinically relevant 
driving behaviors in individuals with a concussion and may be 
a viable tool for early driving rehabilitation. Furthermore, in 
contrast to statistical approaches, our model allows as to cate-
gorize a new/unseen driving record, which can also be applied 
in return-to-driving situations. Moreover, compared to existing 
methods, the proposed model results in significantly less human 
work, time, and better accuracy. 

The remainder of this paper is organized as follows. The 
next section provides details on the original experiment and the 
resulting data set, especially the features used in our analysis 
here. The next section presents the proposed deep-learning ap-
proach, the preprocessing method, the model architecture, and 
the overall results, including a preliminary interpretation of 
learned features. The final section provides a general discussion 
in which we discuss the potential implications for this work. 

EXPERIMENTAL DATA 

This study is a part of a broader research effort examining 
driving performance across several different groups of partici-
pants and was measured with a virtual reality driving simulator 
(VRDS) developed by Digital MediaWorks Inc. (see Schultheis 
et al., 2012). In our study, we used the dataset analyzed in pre-
vious work (Guinosso et al., 2016; Schultheis et al., 2012) 
which examines the driving records of twenty-two individuals 

1-4 days after a concussion, and twenty-two age and gender-
matched healthy controls who completed the same driving task. 
Table 1 provides a detailed breakdown of the participants in the 
two studies. 

Table 1: Demographics of Individuals with 
Concussion (N=22) and Healthy Controls (N=22) 

 
The driving simulator outputs a stream of time-stamped 

data that includes a variety of measures related to driver, vehi-
cle, and environment information. We chose to focus on three 
measures among them which were well-supported by the liter-
ature as being most informative about driver behavior, namely: 

• Steering angle: the rotation of the steering wheel relative 
to full-scale deflection (+/- 1.0), where positive values rep-
resent turns to the right and negative values represent turns 
to the left. 

• Speed: vehicle speed as indicated on the simulated dash-
board, measured in miles per hour (mph).  

• Center lane deviation (CLD): vehicle position with respect 
to the lane center, measured in inches. 

The sampling interval between data points over time averaged 
to approximately 60 ms. 

Before each driving session, participants were asked to at-
tend training sessions for better handling the speed and lane po-
sition, which included mentor feedback. Subjects drove on dif-
ferent subsections of rural areas, with a 40-mph speed limit, on 
a two-lane road. In addition to the standard driving component 
of the task, participants had to perform a behavioral task—ei-
ther coin sorting or a verbal-memory task (counterbalanced 
among participants)—while driving on a section of the rural 
road. 

ANALYSIS OF DRIVER BEHAVIORS 

Learning with Convolutional Neural Networks 

When applying neural networks to learn driver behaviors, 
we borrow a number of ideas from previous work on these net-
works, much of which has arisen in the context of computer vi-
sion and image recognition. In particular, convolutional neural 
networks (CNNs) have been shown to be very powerful tech-
nique in image recognition (see, e.g., Krizhevsky et al., 2017). 
Their ability to extract scale- and position-invariant features can 
also be applicable on time series such as audio, speech and driv-
ing records (Abdel-Hamid et al., 2014; Lee et al., 2009). 

One-dimensional (1D) convolutions can be beneficial in 
capturing changes and features over time. In contrast to regular 
2D convolutions that are applicable for 2D/3D, grayscale/color, 

 Concussion Group 
M (Sd) 

Healthy Group 
M (Sd) 

Age (Years) 20.14 (1.7) 19.86 (1.3) 
Education (Years) 13.73 (1.5) 13.81 (1.2) 
Gender (# M / F) 11 / 11 11 / 11 
Driving Duration (Years) 3.41 (1.1) 3.18 (1.1) 
Time Between Concussion & 
Testing (Days) 

2.95 (1.0) -- 



 

images and can capture features over the height of the image as 
well as its width, 1D convolutions are only applicable to the 
time dimension and have no functional importance over fea-
tures on the width (i.e., the orders of measures on rows). Thus, 
we feed the data in a format that time-axis convolutions can 
help in learning more effective features. 

Our aim here is to differentiate concussed drivers from 
healthy controls using convolutional neural networks and also 
to extract human-understandable behavioral features from driv-
ing data of each behavioral task. To that aim, we separated the 
process for the driving data of each behavioral task and will 
mainly discuss the process in the context of the coin-sorting 
task. Nevertheless, we will bring the final outcomes for both 
tasks in the result section. 

 Data preprocessing. The input data consists of the three 
previously mentioned measures from the driving records, 
namely steering angle, speed, and CLD, as well as their changes 
at each time step (i.e., their derivatives over time). As a result, 
for each participant, we have input data consisting of 6 
measures captured over the entire sequence of driving time.  

Since neural networks generally require a vectorized rep-
resentation of the input data for efficiency purposes, and the 
driving sequences varied in length among participants—some 
drove faster, some slower—we needed to apply a technique that 
makes the sequences to be of the same length while keeping the 
critical information in each record. Regular fixed-size encod-
ings that are often used with neural networks, including padding 
and truncating, would not be appropriate for driving sequences 
since they might add an artifact to the shorter sequences or re-
move essential records from the longer ones. Therefore, we ap-
plied Fourier sampling (see Gilbert et al., 2008) for both up-
sampling shorter sequences and down-sampling the longer 
ones, which resulted in only trimming the high-frequency data 
points and kept important ones. We took the median length of 
the driving sequences as the target length and resampled all se-
quences to that length using Fourier sampling. 

 Neural-Network architecture. Our initial attempt to build 
up the neural network followed the commonly used architec-
tures in computer vision and image recognition studies 
(Krizhevsky et al., 2017), where the first layers contain small 
filters (convolutions) that can only input a few pixels and as we 
go deeper into the network, the filters build on top of each other. 
As a result, the first layer detects edges and color, while the 
higher layers encode more complex patterns, such as faces, an-
imals, etc. But this method did not work for our problem, and 
we suspected the amount of information was not enough to ex-
tract features when the network just took in a few data points 
from the driving sequences, considering each data point cap-
tures 60 ms of driving. Therefore, we examined a network that 
takes a few seconds of driving, rather than a few milliseconds 
in the first layer. This approach allowed us to train filters in the 
first layer that could capture rapid and abnormal changes in 
driving sequences—which will be fully described in the follow-
ing sections— and ease abstract feature extraction for higher 
layers and ultimately the classification layer. 

The architecture of our neural network for the coin-sorting 
data is shown in Figure 1 and can be explained as follows. The 
network has six layers in total, and the first four layers are 1D 
convolution layers, which extract features from sequences in a 
coarse-to-fine manner. After that, a flattening layer converts the 
output of the last convolution layer to flattened data in prepara-
tion for the final layer. The final layer is a dense layer, with the 
final output being a single sigmoid neuron for classification. 
Assuming the number of frames is 539 for the 6 measures, the 
first convolution layer inputs a matrix of size (539, 6) for each 
training sample.  

The first layer has 64 filters, also known as kernels, of size 
24—meaning that the filters in the first convolution layer are 
looking at 24 data points of driving sequences which corre-
sponds roughly to a 1.44-second drive—with a stride of 5 
frames. The second convolution layer has 96 kernels of size 20 
with a stride of 1 frame. The third convolution layer has 256 
kernels of size 20 with a stride of 3 frames. And the last convo-
lution layer has 160 kernels of size 20 with a stride of 2 frames. 
Then the flatten layer takes the output of the fourth convolution 
layer, which is a 2D matrix, and converts it to a 1D array. Since 
we used causal padding for each convolution layer, the output 
of the last convolution layer is of size (18,160). As a result, the 
flatten layer converts it to an array of length 2880. Finally, there 
is a single neuron which is fully connected to the output of the 
flatten layer. The last layer is a sigmoid function, which outputs 
a probability over the classes, either concussed or healthy. A 
schematic is provided in Figure 1. 

Classification Results 

 We trained the network on almost 70% of the data and 
tested that on the remaining 30%, which includes driving se-
quences of 13 participants. The reported accuracy of the model 
was averaged among 10 cross-validated simulations. Consider-
ing the nature of this study and the fact that among concussed 
participants there are some with minor impairments who can 
drive similar to healthy controls, we did not expect very high 
accuracy in this task. Nevertheless, the network achieved rea-
sonable classification results for both behavioral tasks, as re-
ported in Table 2.  

 

Table 2: Classification Results on the behavior tasks 

Behavioral task Average classification accuracy 
Coin sorting 75.824 % 
Verbal memory 72.142% 



 

 

 
Figure 2: Behavioral features detected from the steering angle sequence for 4 participants. The captured features are 
the result of convolving the filter on the input sequences, and the boxes indicate the selected sections of the input 
sequence and their corresponding sections in the captured feature. We can see that the filter was capable of detecting 
a significant increase and decrease in the steering angle and captured that as a feature by presenting a series of spikes. 

 

Figure 1: Schematics of the convolutional neural network used for concussed driving classification using the coin-sorting 
data. 

 



 

Interpretation of Learned Features 

Beyond classification accuracy, it is both essential and in-
teresting to understand the network and attempt to interpret 
what various components of the network are doing. In particu-
lar, we are interested in finding out the intermediate behavioral 
features in the first convolution layer that resulted in high accu-
racy. To this end, we looked at the learned filters and outputs of 
the first convolution layer of our trained neural network and in-
vestigated human understandable features. For each neuron in 
the first convolution layer, we captured the activation and out-
put to each test sample in the test set, and we observed common 
patterns among test samples. Also, we found two different types 
of filters: one responding to patterns in a single measure (e.g., 
abrupt changes in steering), and another responding to a com-
bined pattern of multiple measures (e.g., an interaction between 
steering and speed data). The captured features of applying 
these filters would be similar to “micro-behaviors” that can be 
interpreted as the building blocks of driver behavior. In Figure 
2, for example, we show the results of convolving a filter on 
multiple steering angle sequences of participants from both 
classes while they were performing the coin-sorting task. As we 
can see, this filter captures unusually high changes in the steer-
ing angle—whether an abnormal increase or decrease—and 
generates a series of spikes as captured features. Furthermore, 
the input sequences and the captured features of Participants 1 
and 4 highlight one of the major challenges of classifying driv-
ers—namely, that some drivers with only minor impairments 
drive in ways very similar to healthy controls. 

GENERAL DISCUSSION 

 In this paper, we have proposed a machine-learning ap-
proach to understand and classify the driving behavior of people 
with concussion. We applied a deep convolutional neural net-
work on driving sequences recorded in a virtual reality driving 
environment. This setting provides a reliable, safe, and inex-
pensive environment for concussed individuals. As a proof of 
concept, we validated our method on a set of driving records of 
less than a minute and were able to classify the concussed indi-
viduals with an accuracy more than 75%. The proposed model 
is fast, can be applied as an online algorithm to real-time driv-
ing, and does not require a long drive to identify the character-
istics of concussed driving.  

Beyond reliable classification results, the proposed ap-
proach can help in extracting true and interpretable differences 
between driving sequences of concussed people and healthy 
controls. As an example, we showed fairly interpretable behav-
ioral features extracted by the first layer of the neural network 
as applied to steering angle sequences. This method is benefi-
cial in identifying clinically relevant driving behaviors, even in 
a simulated environment. Moreover, a similar model could be 
applied in recognizing the driving behaviors of individuals with 
other impairments, such as alcohol, drugs, fatigue, autism, etc. 
We are currently looking to extract more complex features from 
the network layers that are sensitive to higher-level patterns, 
with the ultimate goal of revealing the “micro-behaviors” and 
driver performance characteristics that arise in impairment. 
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