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Driving is a complex task that requires constant attention, and intelligent transportation systems that 
support drivers in this task must continually infer driver intentions to produce reasonable, safe responses.  
In this paper we describe a technique for inferring driver intentions, specifically the intention to change 
lanes, using support vector machines (SVMs).  The technique was applied to experimental data from an 
instrumented vehicle that included both behavioral data and environmental data.  Comparing these results 
to recent results using a novel “mind-tracking” technique, we found that SVMs outperformed earlier 
algorithms and proved especially effective in early detection of driver lane changes. 
 

 

INTRODUCTION 

Intelligent transportation systems (ITS) have been evolving 
to support drivers perform the vast array of typical driving tasks.  
Even with the many types of ITS systems in existence and under 
development, one commonality among these systems is the need 
for inferring driver intentions — that is, detecting what a driver 
is trying to do and helping them achieve that goal more safely 
and easily.  One particular driver intention is that of changing 
lanes, which occurs ubiquitously in common driving 
environments — for instance, in highway driving, which 
accounts for approximately 70% of vehicle miles on American 
roadways (Federal Highway Administration, 1998).  Much of 
previous work has focused on the decision-making and gap 
acceptance aspects of lane changing (e.g., Ahmed et al, 1996; 
Gipps, 1986), while other work has focused on development of 
real-world lane-change warning systems (e.g., Talmadge, Chu & 
Riney, 2000).  

Several recent studies have examined the behavioral nature 
of lane changes. Suzanne Lee et al. (2004) evaluated lane 
changes to provide a valuable insight into the severity of lane 
changes under naturalistic driving conditions, while Tijerina 
(1999) discussed operational and behavioral issues in evaluating 
lane change crash avoidance systems (CAS).  Other studies 
(e.g., Tijerina, 2005) focused in particular on eye-glance 
behaviors during lane changes. Very little work has been done 
on recognizing driving maneuvers, especially critical ones like 
lane changing.  

The few studies on recognizing, or detecting, lane-change 
maneuvers include work from Pentland and Liu (1999), Kuge et 
al. (2000), Olsen (2003), and Salvucci (2004). The first two 
approaches were based on the concept that human behavior is 
made up of a sequence of internal ‘mental’ states that was not 
directly observable. These approaches used a technique called 
hidden Markov models (common in speech recognition), 
probabilistic models powered by robust expectation-
maximization methods. Pentland and Liu (1999) reported that 
their recognition system could successfully recognize lane 
changes 1.5 seconds into the maneuver.  Kuge et al. (2000) 
reported results with a “continuous” (point-by-point) recognition 
system; however, their system only uses steering-based features 
and has no knowledge of the surrounding environment. Olsen 
(2003) performed comprehensive analysis of lane changes in 

which a slow lead vehicle was present and proposed logistic 
regression models to predict lane changes. However his study 
only provides descriptive results and an insight into the variables 
that influence lane changes. 

Salvucci (2004) proposed a mind-tracking approach that 
uses a model of driver behavior to infer driver intentions. The 
mind tracking system essentially isolates a temporal window of 
driver data and extracts its similarity to several virtual drivers 
that are created probabilistically using a cognitive model. All of 
these approaches left something to be desired for purposes of a 
point-by-point detection system that could generate accurate 
detection with each data point. 

In this paper we describe a method of detecting lane change 
intentions using a technique known as support vector machines 
(SVMs).  The paper begins with an overview of SVMs including 
details of how they are applied to the problem of detecting lane 
changes.  The paper continues with an application study in 
which the SVM technique was applied to data collected from an 
instrumented vehicle in a real-world driving task, demonstrating 
that SVMs can successfully detect lane changes with high 
accuracy and low false-alarm rates, and that the technique 
performs very well in comparison with previously developed 
techniques for this problem. 

LANE-CHANGE DETECTION 
USING SUPPORT VECTOR MACHINES 

Support vector machines represent learning algorithms that 
can perform binary classification (pattern recognition) and real 
valued function approximation (regression estimation) tasks 
(see, e.g., Cortes & Vapnik, 1995).  SVMs have been widely 
used for isolated handwritten digit recognition, object 
recognition, speaker identification, and face detection in images 
and text categorization.  This section reviews the basic 
functioning of SVMs, motivation for using SVMs for lane 
change detection, and training of lane changes. The next section 
reports results in terms of the prediction accuracy (true positive 
rates and false positive rates) and other measures. 

Brief Overview of Support Vector Machines 

Support vector machines are based on statistical learning 
theory that uses supervised learning. In supervised learning, a 



machine is trained instead of programmed using a number of 
training examples of input-output pairs. The objective of 
training is to learn a function which best describes the relation 
between the inputs and the outputs. In general, any learning 
problem in statistical learning theory will lead to a solution of 
the type  

                                                   
      Eq (1) 

 

 

 
where the xi, i = 1,…, l are the input examples, K a certain 
symmetric positive definite function named kernel, and ci a set 
of parameters to be determined from the examples. For details 
on the functioning of SVM, readers are encouraged to refer to 
(Cortes & Vapnik, 1995).  In short, the working of SVM can be 
described as statistical learning machines that map points of 
different categories in n-dimensional space into a higher 
dimensional space where the two categories are more separable. 
The paradigm tries to find an optimal hyperplane in that high 
dimensional space that best separates the two categories of 
points. Figure 1 shows an example of two categories of points 
separated by a hyperplane. Essentially, the hyperplane is learned 
by the points that are located closest to the hyperplane which are 
called ‘support vectors’. There can be more than one support 
vector on each side of the plane. 
 

 
Figure 1: Points separated by a hyperplane. 

(Source: http://www.support-vector.net) 

Motivation for using SVMs 

 Assessing driver state is a substantial task, complicated by 
the various nuances and idiosyncrasies that characterize human 
behavior. Measurable components indicative of driver state may 
often reside in some high dimensional feature space (see, e.g., 
Wipf & Rao, 2003). Researchers have found that SVM have 
been particularly useful for binary classification problems. 
SVMs offer a robust and efficient classification approach for the 
problem of lane change detection because they map the driving 
data to high dimensional feature space where linear hyperplanes 
are sufficient to separate two categories of data points. A correct 
choice of kernel and data representation can lead to good 
solutions.  

Issues Relevant to Lane-Change Detection 

 Kernel selection. A key issue in using the learning 
techniques is the choice of the kernel K in Eq (1). The kernel 

K(xi, xj) defines a dot product between projections of the two 
inputs xi and xj, in the feature space, the features been {Φ1(x), 
Φ2(x),…, ΦN(x} with N the dimensionality of the Reproducing 
Kernel Hilbert Space (see, e.g., Cortes & Vapnik, 1995). 
Therefore the choice is closely related to the choice of the 
“effective” representation of the data, e.g. the image 
representation in a vision application. The problem of choosing 
the kernel for the SVM, and more generally the issue of finding 
appropriate data representations for learning, is an important one 
(e.g., Evgeniou, Pontil, & Poggio, 2000). The theory does not 
provide a general method for finding “good” data 
representations, but suggests representations that lead to simple 
solutions. Although there is no general solution to this problem, 
several experimental and theoretical works provides insights for 
specific applications (see, e.g., Evgeniou, Pontil, & Poggio, 
2000; Vapnik, 1998). However recent work from researchers 
(e.g., Lanckriet et al., 2004) has shown that for a given data 
representation there is a systematic method for kernel estimation 
using semi-definite programming. Estimating the right kind of 
kernel remains an important segment of the future work with 
this kind of work. At this point of time the available data was 
tested against different types of kernel functions to know the 
performance of each of them experimentally. Some of the 
kernel-types tested were Linear, Polynomial, Exponential and 
Gaussian. However, it was observed that all the kernels 
performed as good as or worse than Linear kernel. All the final 
results with SVM classification are therefore analyzed with 
Linear kernel. 
 Choosing a time window. One issue with using SVM for 
lane change detection is that lane changes do not have fixed time 
length.  Thus, longer lane changes see a smooth transition in 
feature values like steering angle, lane position, acceleration, 
etc. whereas shorter ones have a relatively abrupt transition. 
Moreover, one feature may be a function of one or many other 
features. The exact inter-dependency between features or within 
features themselves is often unclear. In the domain of detecting 
driving maneuvers like lane changes, the change in the features 
with respect to time and their inter-dependency is more critical 
than the individual values of the features. For example, studies 
have shown that during a lane change drivers exhibit an 
expected sine-wave steering pattern except for a longer and 
flatter second peak as they straightened the vehicle (e.g., 
Salvucci & Liu, 2002). The figure below shows such a pattern of 
steering against time.  

Drivers first steer toward the destination and then back to 
center to level the vehicle on a steady path to the destination 
lane. Then, in a continual smooth movement, drivers steer in the 
other direction and back to center to straighten the vehicle. 

 

   
Figure 2: Steering angle displays a sine-wave like pattern 

(Source: Salvucci & Liu, 2002) 



Such patterns can only be observed (by humans) or learned 
(by machines) when a reasonable sized window of samples is 
observed. Thus for all practical purposes when using the SVM 
for a lane change or lane keeping, an entire window of samples 
is input instead of a single sample. A ‘sample’ refers to the set of 
values of features at that instance of time. The data stream is 
broken down into fixed-size smaller windows. The size (time 
length) of the window that adequately captures the patterns 
within the features is a free parameter and therefore left to 
experimentation. Various window sizes were analyzed between 
1 second to 5 seconds. The results with different window sizes 
are reported in the results. About 2/3rd of driving data was used 
for training SVMs and remaining 1/3rd for testing purposes. 

Another issue in training is assigning the correct label (LC 
or LK) to each window. The lane change definition used to 
classify training data was that a lane change starts when the 
vehicle moves towards the other lane boundary and never 
returns i.e. the final shift of the driver towards the other lane. 
Any reversal cancels the lane change. Using the definition of 
lane change, each sample within a window can be labeled 
positive (LC) or negative (LK) but not the entire window. The 
last sample within the window is used to label the entire 
window, since the last sample offers the latest information about 
the driving state. Also in order to predict the driving state at any 
time only the preceding samples can be used.  
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Figure 3: Moving window of constant size 

 
As shown in Figure 3 a single window of size N is defined 

by N samples at times {t0, t1,…, tN-1}. The label of sample at tN-1 
is assigned to the entire window. A moving window is used as 
shown in the figure i.e. whenever a new sample is obtained, it is 
added to the moving window and the last sample is dropped, 
maintaining a constant size window.  

Choosing a data representation. The general problem of 
finding an optimal, or even reasonable, data representation is an 
open one.  One approach to data representation is to input the 
entire training window to the SVM with the actual values of the 
features (e.g., Wipf & Rao, 2003) and feed them to Relevance 
Vector Machines (RVM). In such an approach, an input vector 
corresponding to a single window of size N samples looks like 

 
[steerangle(t0),…,steerangle(tN-1),speed(t0),…,speed(tN-1),…] 
 
which in general is equivalent to  
 
[F1(t0),…,F1(tN-1), F2(t0),…,F2(tN-1),…,FM(t0),…,FM(tN-1)] 

 
where Fx(ti) represents the value of feature Fx at time ti.  Such a 
vector is used to train Relevance Vector Machines (RVM). 
RVM is a probabilistic sparse kernel model identical in 
functional form to the SVM (e.g., Cortes & Vapnik, 1995). 

Embedded in this formulation is the fact that temporal variations 
in maneuver execution are handled implicitly by RVMs. 
However, inherent functionalities of RVMs or SVMs would fail 
to observe any dependencies or relationship between values of a 
feature over a period of time which could be critical. Also this 
formulation results in abnormally long sized input vector leading 
to additional computational complexity. 

An alternative approach is suggested to explicitly include 
some form of dependency/relationship measure between feature 
values rather than the original values. As argued previously it is 
the change pattern in the feature values which is more critical 
than the values themselves. Variance of a feature over all the 
samples in the block was used to replace the original values of 
that feature. Variance of a feature is given by 

 
                 

Eq (2) 
 
 
where N is the window size (number of samples), µx is the mean 
of the feature Fx within the window and xi is the feature value of 
the ith sample. Thus variance effectively captures the change in 
the feature values which is very critical to learn specific patterns. 
Variance of features is particularly useful in reducing the effects 
of noise in the data. Another reason that encouraged the use of 
variance is the reduced size of input vectors that were used for 
final training as explained in the following section.  

Figure 4 explains the two data representations that were 
experimented using variance. A single window of size N is 
shown on the left hand side of the two representations where 
each feature Fx has N values. In Data Representation I (non-
overlapping), a single window is divided into two equal halves 
and the variance of features from each half is used. Thus for 
every N values of a feature only two values of variances from 
the first and second half of the window contributes to the input 
vector. The rationale for splitting a single window in two halves 
is the need to capture multiple change patterns within a window. 
For example, features like lane position or steer angle might 
change multiple times within a window but a single variance 
across the window will reflect only the overall change.  

Data Representation II (overlapping) shown in the figure 
uses a similar structure with the difference that the two halves  

 

 
Figure 4: Data Representation 



 

 
overlap with each other. A window of size N is divided into 
three equal parts say a, b, c. The first half will consist of the first 
two parts (a, b) and the second half will consist of last two parts. 
Overlapping structure was tested to account for the fact that the 
division of a lane change may not be equal and the changes may 
also happen in the middle of the window. Experiments were 
performed with each representation.  
 Choosing a feature set. While training the SVMs it is very 
important that only the most effective set of features, rather than 
set of all possible features, is used. Features that display 
significant differences during a lane change against normal 
driving are the critical ones. Features that do not show enough 
predictability and vary randomly irrespective of a lane change 
should be avoided as they degrade the discrimination power of 
SVM.  
 With no prior preference to any feature, initial experiments 
included all features. Later, only selected combinations were 
employed to choose the minimal feature set that would produce 
the best classification. Various combinations of features were 
tested. However, only few selected combinations generated 
good results. Best classification results were obtained with only 
four features with lane positions at different distances. Such an 
outcome was expected since lane position demonstrated the most 
consistent pattern among all the other features. One can argue 
that steering angle should also be a strong candidate. However, 
steering angle displays similar patterns both during lane change 
and while driving through a curved road which led to high 
number of false positives.  
 Time to collision (TTC) (see, e.g., Olsen, 2003) could be an 
important feature however; the available data did not have speed 
values of the lead vehicles. Another limitation was the lack of 
eye movement data which could prove critical for lane change 
detection (see, e.g., Olsen, 2003). The current method of feature 
selection is based purely on experiments. However, as a future 
study use of more systematic stochastic techniques like t-tests, 
recursive feature elimination, and maximum likelihood test are 
planned. 
 The feature sets in Table 1 were selected such that it 
includes different combinations of features that would generate 
significant patterns in their variances. Set 1 contains the most 
basic relevant features. Set 2 measures the effect of lead car 
distance. Set 3 includes longitudinal and latitudinal information 
of the car while Set 4 measures the significance of steering 
angle. Set 5 contains only lane position values since experiments 
indicated that they were most significant. Note that the lane 
position features indicate the longitudinal distance from the 
driver’s vehicle in m — e.g., “Lane position 30” represents the 
lane position for the point 30 m directly ahead of the vehicle. 

Generating continuous recognition. To simulate a 
continuous recognition scheme we use a moving window of size 
N (block-size) as shown in Figure 3. The window is slided one 
sample at a time across the data. The classification label 
predicted by SVM for each window is used as label for the last 
sample in the window. Consistency among classification scores 
is one important advantage of this scheme. That is if the 
previous and next few samples are classified positive the 
probability of the current sample to be classified negative is very 
low. 

 
Table 1: Feature sets 

Set Features 
1 Acceleration, Lane position 0, Lane position 30, 

Heading 
2 Acceleration, Lane position 0, Lane position 30, 

Heading, Lead Car distance 
3 Acceleration, Lane position 0, Lane Position 20, 

Lane position 30, Heading, Longitudinal 
acceleration, Lateral acceleration 

4 Acceleration, Lane position 0, Lane position 30, 
Heading, Steering Angle 

5 Lane position 0, Lane position 10, Lane position 20, 
Lane position 30 

EVALUATION STUDY 

We performed an evaluation study applying the SVM 
technique to lane-change detection and, at the same time, 
exploring a subset of the space of possible data representations 
and feature sets.  For this study, we used the real-world data set 
collected by T. Yamamura and N. Kuge at Nissan Research 
Center in Oppama, Japan (see Salvucci, Mandalia, Kuge, & 
Yamamura, in preparation).  Four driver subjects were asked to 
drive on a Japanese multi-lane highway environment for one 
hour each through dense and smooth traffic. The drivers were 
given no specific goals or instructions and they were allowed to 
drive on their own. 
  The results for the various combinations of window size, 
feature sets, and non-overlapping vs. overlapping 
representations are shown in Tables 2 and 3.  Average true 
positive rate at 5% false alarm rate1 among all feature sets is 
very high, and results improve with decrease in window size. 
The overlapping representation with all the lane position 
features (Set 5) generates the best recognition result with 97.9% 
accuracy2. The system generates a continuous recognition which 
means it marks each sample with a positive (LC) or negative 
(LK) label. Thus out of every 100 actual lane-changing samples 
about 98 are detected correctly, whereas out of every 100 lane-
keeping samples only 5 are incorrectly predicted.  
 The recognition system was also analyzed for accuracy with 
respect to time to calculate how much time is elapsed from the 
start of a lane change until the point of detection. The system 
was able to detect about 87% of all true positives within the first 
0.3 seconds from the start of the maneuver. 

DISCUSSION 

 The SVM approach to detecting lane changes worked well 
with real-world vehicle data.  A richer data set with features like 
lead-car velocity, eye movements should lead to even better 

                                                           
1 False alarm rate = No. of False Positives * 100 / Total No. of 

Negatives (LK samples) 
2 Accuracy = No. of True Positives * 100 / Total No. of Positives 

(LC samples) 



 

accuracy. Comparing the results to previous algorithms, 
Pentland and Liu (1999) achieved accuracy of 95%, but only 
after 1.5 seconds into the maneuver whereas our system 
classifies all data points from the start of the maneuver with 
97.9% accuracy.  Kuge et al. (2000) achieved 98% accuracy of 
recognizing entire lane changes (as opposed to point-by-point 
accuracy).  Salvucci’s (2004) results are more directly 
comparable: his mind-tracking algorithm achieved 
approximately 87% accuracy at 5% false alarm rate.  Thus, the 
SVM approach outperforms previous approaches and offers 
great promise as a lane-change detection algorithm for 
intelligent transportation systems.  

 
Table 2: Accuracy by window size (non-overlapping) 

Window Set 1 Set 2 Set 3 Set 4 Set 5 
5 s 83.5 90.0 91.2 90.0 91.1 
4 s 88.1 91.3 92.5 91.5 92.2 
2 s 89.3 93.0 97.7 94.0 97.4 

1.5 s 85.2 93.7 96.3 93.2 97.7 
1.2 s 96.8 96.0 96.0 96.0 96.7 
0.8 s 86.3 91.8 90.0 86.6 94.6 
 

Table 3: Accuracy by window size (overlapping) 

Window Set 1 Set 2 Set 3 Set 4 Set 5 
5 s 87.1 86.9 89.0 88.1 87.8 
4 s 89.9 90.7 91.5 89.5 91.1 
2 s 96.2 96.2 97.8 95.8 97.3 

1.5 s 94.5 94.6 97.6 93.3 97.5 

1.2 s 93.8 93.7 95.0 93.2 97.9 

0.8 s 97.0 95.5 96.0 96.4 96.7 
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