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ABSTRACT
This paper describes EyeTracer, an interactive environment for
manipulating, viewing, and analyzing eye-movement
protocols.  EyeTracer augments the typical functionality of
such systems by incorporating model-based tracing algorithms
that interpret protocols with respect to the predictions of a
cognitive process model.  These algorithms provide robust
strategy classification and fixation assignment that help to
alleviate common difficulties with eye-movement data, such as
equipment noise and individual variability.  Using the tracing
algorithms for analysis and visualization, EyeTracer facilitates
both exploratory analysis for initial understanding of behavior
and confirmatory analysis for model evaluation and refinement.
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1. INTRODUCTION
Our eyes reveal a great deal about us; whether or not our eyes are
"windows to the soul," as the common saying goes, they are
certainly windows to the mind.  Eye movements make up an
extremely informative component of human observable
behavior that, along with other components like gesture and
speech, allow us to infer what people are thinking based on
their actions.  Because of their informativeness, eye
movements have enjoyed burgeoning attention in recent years
as a tool for studying human behavior.  For instance,
researchers have studied eye movements to understand
cognition and behavior in skills such as menu selection [2],
reading [9], driving [11], and mathematics [7].  Researchers
have also studied eye movements to infer intent in real-time
user interfaces [5, 6, 8, 14].

Eye movements provide a wealth of information regarding how
people acquire and process information.  Eye movements are
especially convenient because data can be collected at a fine

temporal grain size and subjects need little instruction and
training to produce informative data.  However, eye movements
are also very time-consuming and tedious to analyze.  Like
verbal protocols, several trials of even a simple task can
generate enormous sets of eye-movement data, all of which
must be coded into some more manageable form for analysis.
In addition, eye-movement protocols typically include a great
deal of equipment noise and human variability.  For large data
sets with hundreds or thousands of trial protocols, it is simply
implausible for humans to code the data consistently,
accurately, and in a reasonable amount of time.  Automated
methods that assist in protocol analysis allow investigators to
analyze larger, more complex data sets in a consistent, detailed
manner that would otherwise be impossible.

This paper describes a system, EyeTracer, that provides model-
based automated analysis and visualization of eye-movement
protocols.  At its core, the system incorporates several
algorithms that analyze eye movements by means of tracing –
relating protocols to the sequential predictions of a cognitive
process model.  One algorithm uses sequence matching to align
strings of fixations with the targets to which they correspond.
Two other algorithms use hidden Markov models (HMMs) [12]
to determine the most probable interpretation of a protocol
given a probabilistic model of behavior.  These tracing
algorithms utilize a number of fixation-identification
algorithms that separate fixations (pauses during which
encoding takes place) from saccades (rapid eye movements
from one fixation to the next).  All these algorithms have been
shown to significantly alleviate typical noise and variability
in eye-movement protocols and provide robust analysis in the
face of such difficulties [15].

EyeTracer is the first system designed specifically for the
automated tracing of eye-movement protocols.  However,
EyeTracer resembles several past and present protocol analysis
systems, including MacSHAPA [18], PAS [21], SAPA [1], and
Soar/MT [13].  Some systems (e.g., MacSHAPA) emphasize
exploratory analysis of protocols with the goals of better
understanding behavior and forming an initial cognitive model
of this behavior.  Other systems (e.g., PAS, Soar/MT)
emphasize confirmatory analysis with the goals of comparing
observed behavior to model predictions and thereby refining
the model.  Critical to both types of analysis is the ability to
visualize protocols in some convenient form; for instance,
Soar/MT provides a spreadsheet in which verbal protocols can
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be visually aligned with model predictions to make the trace
explicit.  EyeTracer provides a number of ways to visualize
protocols for both exploratory and confirmatory analysis, thus
enabling a user to better understand behavior, construct a
prototype model, and subsequently refine the model based on
observed-predicted mismatches.  EyeTracer runs on the Apple
Macintosh platform and is implemented in Common Lisp for
the MCL environment.1

The paper begins with a description of the analysis and
visualization aspects of the EyeTracer system.  It then provides
an overview of two sample applications in which EyeTracer has
proven successful at coding of experiment protocols and
building an intelligent gaze-based interface.

2. PROTOCOL ANALYSIS
EyeTracer addresses two main problems in the analysis of eye-
movement protocols: the identification of fixations and
saccades in a raw eye-movement protocol, and tracing or
assignment of fixations to the visual targets to which they
correspond.  We now consider each problem in detail and
briefly describe the algorithms as implemented in EyeTracer.

2.1 Fixation Identification
Fixation identification takes a raw eye-movement protocol and
translates it into a sequence of fixations and saccades.
Typically, eye-movement data as collected by eye-tracking
equipment comprise a sequence of <x,y> data points sampled at
a high frequency (e.g., 60-1000 times per second).  While there
are certain benefits to dealing directly with the raw data, we are
often most interested in where and when the fixations occur in
the protocol.  To this end, fixation identification labels each
point in the raw protocol as either a fixation or saccade and
collapses consecutive points into either a single fixation or
saccade.  Thus, the output of fixation identification is
(typically) a sequence of <x,y,t,d> fixations where x  and y
describe the location of the fixation, t describes its onset time,
and d describes its duration.

EyeTracer includes four algorithms for fixation identification:

• Velocity-threshold identification (I-VT): a velocity-based
method that separates fixation and saccade points based on
their point-to-point velocities [4, 19].  I-VT classifies each
data point as a fixation or saccade according to the velocity
at that point: low velocities correspond to fixations, and
high velocities to saccades.

• Hidden Markov model identification (I-HMM): a method
based on probabilistic hidden Markov models [12] that
determine the most likely identifications for a given
protocol [15, 16].  I-HMM constructs a two-state HMM in
which one state represents low-velocity fixations and the
other state represents high-velocity saccades.  It then
interprets a raw eye-movement protocol through a process
of decoding [12] that maximizes the probability of the data

                                                                        
1 EyeTracer is publicly available on the World Wide Web at

< http://www.cbr.com/~dario/EyeTracer/ >.

given the model, thus assigning points to either the
fixation or saccade state.

• Dispersion-threshold identification (I-DT): a method that
utilizes the fact that fixation points, because of their low
velocity, tend to cluster closely together [22].  I-DT iterates
through the protocol and groups consecutive points that lie
within a given dispersion (i.e., maximum separation).  It
also incorporates a duration threshold of approximately
100 ms to guarantee fixations of a minimum duration.

• Region-of-interest identification (I-ROI): a method that
identifies fixations within given rectangular target areas
representing relevant units of visual information [3].  I-ROI
simply groups consecutive data points within a single
target area and labels these points as fixations.

Further details can be found in a companion paper [17].

While the above methods implemented in EyeTracer are
representative of the most common identification algorithms
in previous work, there are of course numerous other possible
methods for fixation identification.  For instance, Tole and
Young [20] applied digital filters to perform identification on-
line in real-time.  Also, Karsh and Breitenbach [10] utilized a
complex algorithm most similar to I-DT in their detailed
exposition on identification.  EyeTracer’s modular
implementation allows for easy augmentation of the system to
include other such methods.

2.2 Tracing
Tracing is the process of interpreting protocols by mapping
observed protocols to the sequential predictions of a cognitive
process model.  This process is the central focus of the
EyeTracer system, allowing for rigorous automated analysis for
both exploratory and confirmatory analysis.  EyeTracer
includes three tracing algorithms that allow the user to trade off
tracing speed and accuracy as desired for particular
applications.  This section provides a brief overview of these
three algorithms; interested readers can refer to [15, 16] for
more detailed descriptions.

To illustrate the tracing process, Figure 1 shows a sample
protocol taken from an “eye-typing” task in which users type
words by fixating the letters of the word on an on-screen
keyboard [14].  The figure displays a protocol taken from a user
typing the word SQUARE; thus, our model of the task would
predict consecutive fixations on each letter of the word, as
shown.  Tracing determines the best mapping from the
observed protocol to the predicted fixations, shown in the
figure as dotted lines.  Note that eye-movement protocols often
contain off-center or extraneous fixations caused by equipment
noise and individual variability; thus the tracing process must
be robust to alleviate such problems.

2.2.1 Tracing Inputs and Outputs
The tracing algorithms have three inputs: an eye-movement
protocol, a set of target areas, and a cognitive process model.
The eye-movement protocol is a sequence of "point-of-regard"
data points as collected by an eye tracker.  The set of target
areas defines rectangular regions that model where fixations for
the various possible targets may occur; for instance, in the eye-



typing screen in Figure 2, each letter has a target area around its
respective key.  The cognitive process model is expressed as a
regular grammar comprising grammar rules with non-terminals
and terminals.  The non-terminals represent intended goals
while the terminals represent predicted fixations.  In addition,
the grammar can incorporate probabilities associated with each
rule that represents its likelihood of firing.  For example, Table
1 shows a sample model grammar for the eye-typing task that
models the intent to type one of three words "RAT", "TRAP",
and "PART".  The non-terminal type fixates the letters in a
word and sets a new non-terminal end.  This non-terminal
produces the fixation on the Space  box to end the typing of
the word.  The rule probabilities for type are uniform such that
all rules fire with equal likelihood.  The model grammar can be
written directly or derived from a more sophisticated modeling
paradigm, such as a production-system cognitive architecture.

Table 1:  Sample eye-typing grammar.

Rule Prob.

type à R  A  T  end 1/3

type à T  R  A  P  end 1/3

type à P  A  R  T  end 1/3

end à Space 1

Tracing produces two outputs.  First, it generates a trace, or
alignment, from the observed eye-movement protocol to the
predictions of the cognitive process model.  Second, it
generates a “goodness-of-fit” score given as the mismatch
between model and data.  Both the trace and the mismatch score

can be used to evaluate the model or compare multiple models,
thus facilitating subsequent model refinement.

2.2.2 Target Tracing
Target tracing uses a common sequence-matching algorithm to
align observed and predicted fixations [15].  First, target
tracing uses one of the fixation-identification algorithms to
generate a sequence of observed fixations from the raw eye-
movement protocol.  Next, it determines all possible sequences
of predicted fixations from the given process model; for
instance, the model grammar in Table 1 would produce three
sequences for each of the three words it embodies.  Finally,
target tracing matches the observed sequence with each
predicted sequence and determines which predicted sequence
produces the best match; the best match is defined as the
alignment that requires the fewest insertions, deletions, and
substitutions from one sequence to the other.  The determined
predicted sequence and its alignment with the observed
sequence is the final result of the tracing process.

2.2.3 Fixation Tracing
Fixation tracing utilizes hidden Markov models [12] to
interpret eye-movement protocols.  Hidden Markov models are
powerful statistical tools that have been extensively employed
for speech and handwriting recognition.  To trace a sequence of
identified fixations, fixation tracing requires the construction
of a tracer HMM that embodies the given process model, as
shown in Figure 2.  Each “state” in this HMM is actually a
smaller fixation HMM that represents a fixation on the
predicted target area; each state of these sub-HMMs
incorporates probability distributions for the <x,y> location
of observed fixations, centered around the center of the

S Q U A R E

Model Predictions

Figure 1:  Sample trace of  an “eye-typing” protocol  representing a user typing the word SQUARE.



predicted target area.  The fixation HMMs are then combined
into a tracer HMM that encapsulates the predictions of the
model grammar, shown in the figure.

R A T

T R A P

P A R T

Space

R

Figure 2:  Tracer HMM for the Table 1 grammar.
The bot tom port ion  o f  the  figure shows  the
f ixa t ion  HMM for the target area R ;  the  t o p
port ion  shows  how such f i x a t i o n  HMMs are
combined into the f inal  tracer HMM.

Given the constructed tracer HMM, fixation tracing interprets
the observed fixation sequence using the standard HMM
decoding process [12].  This process determines the alignment
of observed fixations to HMM states that maximizes the
probability of the sequence given the HMM.  The process
results in a robust trace of the protocol that alleviates noise and
variability through its probabilistic interpretation.

2.2.4 Point Tracing
Point tracing, like fixation tracing, traces protocols using
hidden Markov models.  However, instead of tracing the
sequence of identified fixations, point tracing interprets the
raw eye-movement data directly.  To this end, the tracer HMMs
constructed for point tracing comprise states that predict the
location and velocity of raw sampled points rather than the
location of fixations, as in fixation tracing.  Point tracing then
uses the same decoding process to find the most probable
alignment of the protocol to the HMM.  While point tracing
can sometimes produce more accurate interpretations than
fixation tracing, the latter is often much more efficient
especially for large, complex process models.

2.3 Discussion
While the above identification and tracing algorithms can be
very powerful in particular contexts, as we will see shortly, it
is important to note two assumptions that limit their
usefulness in other contexts.  First, the algorithms assume that
the user can identify visual targets and target areas needed for
interpretation.  This task may be difficult for complex scenes
or even single complex objects (e.g., faces) for which visual
targets may not be obvious.  Second, the algorithms assume
that the visual screen is static — that is, does not change
during visual scanning.  While there may be ways to extend the
algorithms to dynamic environments, this avenue of research
as yet remains unexplored.

3. PROTOCOL VISUALIZATION
Regardless of the type of data analysis, visualization of
protocols is essential to assist in understanding behavior and
developing cognitive models.  EyeTracer provides a number of
ways to visualize, or view, eye-movement protocols.  When a
user selects a set of protocols to view (i.e., a particular subject
and day), EyeTracer opens a Viewer window that allows two
main types of visualizations.  First, the user can replay a
protocol in real time or any factor thereof.  The replay can also
include other actions such as mouse movements or typing into
an editable text box.

Second, EyeTracer can draw a static display representing the
protocol in one of several ways.  Sample protocols for various
types of displays are shown in Figure 3.  If no model is used,
EyeTracer defaults to (a) a velocity-based highlighting where
points with smaller velocities are drawn larger to emphasize
low-velocity fixations.   If a model is specified, EyeTracer uses
the selected tracing method to find fixations and emphasize
fixation points.  The tracing methods include six combinations
of fixation identification and tracing algorithms: target tracing
with the four identification algorithms I-HMM, I-VT, I-DT, and
I-TA; fixation tracing with I-HMM; and point tracing.  The user
may opt not to trace the protocol, in which case EyeTracer
performs fixation identification only and does not trace the
protocol.  The system can display such protocols in several
ways depending on selected options; these ways include views
(b) with only fixation highlighting and (c) with highlighting,
numbering, and the associated targets (i.e., the nearest targets).
When the user opts for tracing, EyeTracer traces the protocol
with the given process model and (d) displays predicted
fixations in blue with their associated targets and unpredicted
fixations in red with no associated target; the system also
outputs the protocol trace to the output window for inspection.

The various ways of viewing protocols makes EyeTracer an
excellent tool for exploratory and confirmatory analysis with
several levels of post-processing.  Velocity-based
highlighting adds only minimal processing to the protocol and
thus presents an unbiased picture of subject behavior.  Fixation
highlighting adds slightly more processing (i.e., fixation
identification) but improves the clarity of the protocol and
further emphasizes fixations.  Fixation numbering and
associations also facilitate viewing by providing sequential
information and naive target assignments, respectively, to the



fixations.  Tracing provides a view biased to the specific
process model used, which assists greatly in finding
mismatches between observed behavior and model predictions.

4. SAMPLE APPLICATIONS
EyeTracer has been employed in several real-world domains
applications.  The following exposition summarizes two
applications: the coding of experimental protocols and real-
time interpretation in a gaze-based user interface.

4.1 Experiment Protocol Coding
The first application involved the coding of eye-movement
protocols from psychological experiments [16].  Coding is the
process of classifying a protocol (or parts of a protocol) as one
of a set number of predicted strategies.  The coding of eye-
movement protocols is typically very tedious and time-

consuming because of the size and complexity of typical data
sets.  Coding protocols by hand is thus generally infeasible
except for only a small set of protocols.  This study explored
how tracing can provide robust and consistent automated
coding for even very large eye-movement data sets.

The coding study used an equation-solving task (as in Figure 3)
in which undergraduates solved equations of a very specific
form.  In the experiment, we instructed subjects to execute
particular strategies when solving these problems; the
instructions included the order in which to encode the equation
items and compute results.  These instructions gave us “correct”
interpretations in that we knew (with reasonable certainty)
what strategy each protocol represented.  The protocols were
then given to the tracing algorithms and to two human experts
accustomed to examining eye-movement protocols.

(a) 

(b)  

 (c)  

(d) 

(red)

(blue)

Figure 3 :  Visua l i za t ions  o f  a sample  protoco l  with (a) ve loc i ty -based  h i g h l i g h t i n g ,  (b)  f i x a t i o n
h i g h l i g h t i n g ,  ( c )  numbered f i x a t i o n s  with target a s s o c i a t i o n s ,  and (d) traced f i x a t i o n s  with blue
shading and a s s o c i a t i o n s  for predicted f i x a t i o n s  and red shading for unpredicted f i x a t i o n s  ( co lor
indicated by text and arrows).



Table 2 shows the percent agreement between the tracing
algorithms, the human experts, and the “correct”
interpretations as defined by the instructed strategies.  When
examining the agreement with the correct interpretations, we
see that the tracing algorithms produced interpretations that
were more accurate than those of the human experts.
Interestingly, the interpretations of the human experts
generally agreed more with those of the automated algorithms
than with each other.  In addition, the tracing algorithms
required approximately an order of magnitude less time for their
interpretations (approximately 1 second per protocol) than the
human experts (approximately 1 minute per protocol).  Thus,
the tracing algorithms analyze eye movements as well as or
better than human experts in much less time.

Table 2 :  Percent agreement between target
tracing (TT), f i x a t i o n  tracing (FT),  p o i n t
trac ing  (PT) ,  human expert s  1  and 2  (H1 and
H2),  and correct  interpretat ions.

TT FT PT H1 H2 Correct

TT – 84.4 84.4 81.2 90.6 87.5

FT – 93.7 81.2 84.4 93.7

PT – 78.1 90.6 93.7

H1 – 81.2 78.1

H2 – 90.6

4.2 Gaze-Based User Interfaces
The second application involved the study of a gaze-based
interface in which users type words by looking at on-screen
letters, as described earlier [14].  In the experimental task,
users read the word to be typed, eye-typed the words with the
eye movements, and finally fixated the space bar to produce the
output.  Earlier eye-based interfaces have achieved reasonable
success, particularly for users with physical disabilities [5].
However, they typically incorporate two restrictions that limit
their usability.  First, they require large spacing between items
in the visual scene to reduce off-center fixations.  Second, they
require long dwell thresholds—minimum time to actuate a
command—to reduce incidental fixations.  This study examined
how the data degrade when these restrictions are removed.  A
sample eye-typing screen and protocol are shown in Figure 1.

To interpret the eye-typing data, we utilized four model
grammars that incorporate increasing amounts of sequential
information based on a given vocabulary.  The simple grammar
simply maps fixations to the nearest letter; this grammar has
been used in almost all previous eye-based interfaces.  The 1st-
order grammar contains the probabilities for 1st-order
transitions from letter to letter; for instance, the probability of
a transition from “Q” to “U” is high while “Q” to “J” is low.
The 2nd-order grammar contains the probabilities for 2nd-order
transitions from letters pairs to another letter.  The full
grammar contains each word in the vocabulary in their entirety.
Note that the simple grammar incorporates no sequential

information, the full grammar incorporates full sequential
information, and the remaining grammars fall in between.

Table 3 shows the ratio of correct interpretations for fixation
tracing using the four model grammars and three vocabulary
sizes: 12, 100, and 1000 words.  The simple grammar did
extremely poorly, interpreting almost none of the protocols
correctly.  The 1st-order and 2nd-order grammars produced
better results because of their increased predictive power.  The
full grammar produced excellent results even for the largest
vocabulary.  However, the accuracy of the better grammars
came at the cost of decreased speed.  Table 4 shows the amount
of time, in ms, needed to interpret one protocol.  As grammars
incorporate more information and as vocabulary size grows,
interpretation time increases steadily.  Fortunately, several
techniques such as beam decoding can nicely reduce these
times; space constraints preclude a detailed description.  In
summary, the tracing algorithms provide a wide variety of
speed-accuracy tradeoffs that an interface developer can utilize
for particular machine setups and applications.

Table  3:  Rat io  of  correct  interpretat ions  for  a l l
grammars and vocabularies.

Words Simple 1st-
order

2nd-
order

Full

12 .00 .43 .77 .99

100 .00 .10 .48 .99

1000 .00 .04 .14 .95

T a b l e  4 :  T i m e  t o  i n t e r p r e t  o n e  p r o t o c o l  f o r  a l l
grammars and vocabularies ,  in ms.

Words Simple 1st-
order

2nd-
order

Full

12 48 57 98 124

100 50 83 407 867

1000 49 81 1005 9104

5. CONCLUSIONS
EyeTracer, unlike previous systems for eye-movement data
analysis, makes use of model-based tracing algorithms that
allow for analysis and visualization with respect to a cognitive
process model.  This aspect of EyeTracer facilitates both
exploratory and confirmatory analysis: exploratory analysis
with no assumed model for initial understanding of behavior
and for model prototyping; and confirmatory analysis for
model comparison and refinement.  EyeTracer has been applied
to the domains of equation solving, reading, and eye typing
with good success [15], and further applications to other
domains are forthcoming.
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