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As driver distraction from in-vehicle devices becomes an increasingly critical issue, researchers
have aimed to establish better scientific understanding of distraction along with better engineer-
ing tools to build less distracting devices. This article presents a new system, Distract-R, that
allows designers to rapidly prototype and evaluate new in-vehicle interfaces. The core engine of
the system relies on a rigorous cognitive model of driver behavior which, when integrated with
models of task behavior on the prototyped interfaces, generate predictions of driver performance
and distraction. Distract-R allows a designer to prototype basic interfaces, demonstrate possible
tasks on these interfaces, specify relevant driver characteristics and driving scenarios, and finally
simulate, visualize, and analyze the resulting behavior as generated by the cognitive model. The
article includes three modeling studies that demonstrate the system’s ability to account for various
aspects of driver performance for several types of in-vehicle interfaces. More generally, Distract-R
illustrates how cognitive models can be used as internal simulation engines for design tools in-
tended for nonmodelers, with the ultimate goal of helping to understand and predict user behavior
in multitasking environments.
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1. INTRODUCTION

Computers and computing devices have rapidly expanded off the desktop into
everyday environments, from cellular phones to personal digital assistants
(PDAs) to portable music players and many such related devices. This expan-
sion off the desktop has brought up an increasingly critical issue, namely how
people interact with these devices in real-world multitasking environments—
for example, dialing a cellular phone while crossing a busy street, or taking
notes on a PDA during a lively business meeting. One particularly notable do-
main that has received a great deal of attention is that of driving and driver
distraction, particularly the potential inattention that arises when a driver per-
forms a secondary task while driving. Often, a driver may wish to interact with
some device or interface within the vehicle, whether for driving-related com-
fort (e.g., a climate-control system) or information (e.g., a navigation device), or
even simply for entertainment (e.g., a radio or music system). At the same time,
such interaction has been linked with a higher incidence of vehicle crashes; for
instance, driver distraction and inattention has become the leading cause of ve-
hicle crashes in the United States [Hendricks et al., 2001]. The safety-critical
nature of these interactions motivates both an increased scientific understand-
ing as to the origins of distraction and an increased engineering effort to design
and build less distracting in-vehicle interfaces.

Because of the dangers associated with driver distraction, methods and tools
that help us to predict and mitigate distraction are valuable for in-vehicle inter-
face design. However, such methods have been difficult to come by. One of the
most common methods to date involves experimentation with a driving simu-
lator, which minimizes physical dangers while investigating the intricacies of
driver distraction with at least a reasonable approximation of the driving task
[Alm and Nilsson 1994; Lee et al. 2001; Horrey and Wickens 2004; Strayer and
Drews 2004]. At the same time, experimental studies are time-consuming and
expensive, and also require a working prototype of the new interface. Instead,
it would be desirable to have rigorous predictive methods that can evaluate dis-
traction potential without the need for a physical device or driving simulator.
For instance, one well-known heuristic, the so-called 15-second rule, states that
interface tasks that require more than 15 seconds of total time are most likely
to be distracting [Green 1999]. This rule, however, has been disputed as to its
plausibility [Tijerina et al. 2000], and certainly at the very least ignores impor-
tant factors such as conflicting modalities between interface use and driving
(e.g., a highly visual interface).

In an effort to further quantify the many intricacies of driver distraction, re-
search has begun to explore the use of cognitive models in predicting distraction.
Recent work has utilized models of driver behavior developed in computational
cognitive architectures [Ritter et al. 2006; Salvucci 2006; Wu and Liu 2007]. The
driver model, validated for basic driving behavior such as curve negotiation and
lane changing, is integrated with models of secondary-task behavior such as di-
aling a phone [Das and Stuerzlinger 2007; St. Amant et al. 2007] to predict the
resulting dual-task performance [Salvucci 2001]. Such work has successfully
accounted for the effects of distraction both from typical perceptual-motor tasks
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and from primarily cognitive tasks [Salvucci and Taatgen 2008]. However, this
type of work requires a highly trained cognitive modeler to analyze the task
and create the model, and even an expert modeler requires hours to days of
work to produce a faithful model of behavior.

Recently there have been strides to address the difficulties of modeling
through a combination of rapid prototyping and modeling by demonstration
[Hudson et al. 1999; John et al. 2004a]. In addition, such systems are being ex-
tended to driving and in-vehicle interfaces [John and Salvucci 2005; John et al.
2004b]. However, because these new approaches view driving as one possible
application, they do not necessarily result in the most convenient system pack-
age for driving in particular. For instance, the CogTool integration for driving
[John and Salvucci 2005] offers a very flexible prototyping tool for specifying an
in-vehicle interface and task combination, but runs the driving simulation in
real time, requiring users to wait several minutes to hours for predicted results
of driver performance.

This article describes a new system, Distract-R, intended to build on the
successes of this previous work and at the same time address some of their
limitations. To this end, Distract-R at its core is a tool for prototyping and eval-
uating in-vehicle devices using cognitive models. However, instead of requiring
users to build and test models, Distract-R uses cognitive models solely as an in-
ternal engine for generating predictions—no cognitive modeling knowledge or
experience is necessary on the part of the user. In addition, Distract-R is a single
integrated application that incorporates all the necessary components for pre-
diction, including a prototyping tool, modeling engine, and driving simulator.
The tight integration and optimized simulation helps Distract-R generate ex-
tremely fast predictions of driver performance—simulating driving 1000 times
faster than real time—and thus allows designers to iterate on the design cycle
much more quickly and easily.

2. THE DISTRACT-R SYSTEM

The ultimate goal of the Distract-R system is to provide a predictive tool for
understanding driver distraction and building less distracting devices, account-
ing as much as possible for the wide range of potential interfaces, tasks, driver
characteristics, and driving scenarios. The core engine of the Distract-R sys-
tem is the computational cognitive modeling that generates predictions of
driver performance. This engine includes three major building blocks. First,
the system relies on an underlying cognitive architecture, ACT-R [Anderson
et al. 2004], to ensure psychological plausibility and provide a computational
framework in which to build models of behavior. The ACT-R cognitive archi-
tecture is both a rigorous theory of human cognition and a working compu-
tational framework in which to build models of human behavior. The archi-
tecture provides a number of mechanisms that simulate cognitive, perceptual,
and motor processes, all of which incorporate both the power and limitations
of the human system (e.g., memory processes that have limitations on recall).
ACT-R has been used and validated in a variety of task domains (e.g., air-
traffic control [Taatgen and Lee 2003]; game playing [Best and Lebiere 2003];
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radar operation [Gray and Schoelles 2003]) and, through its perceptual and
motor capabilities, provides methods for interacting with complex simulation
environments. In addition, the recently developed threaded cognition theory
[Salvucci and Taatgen 2008] specifies how ACT-R can simulate performance of
two tasks in a multitasking situation, as needed for the application to driver
distraction.

A second major building block of the core modeling engine is the ACT-Simple
framework [Salvucci and Lee 2003]. In the application of cognitive models to
user interfaces, models have typically addressed behavior at one of two levels of
abstraction (or “grain sizes” of modeling). On the one hand, some models have
utilized cognitive architectures such as ACT-R to provide the full power of a
detailed analysis of user behavior. On the other hand, some models have used
higher-level frameworks that represent behavior as basic user actions such as
moving a mouse or pressing a key [John and Kieras 1996; Kieras et al. 1995];
for instance, KLM-GOMS [Card et al. 1983] provides a simple framework for
describing expert behavior as linear sequence of steps, and its simplicity has
benefited evaluations of straightforward interfaces and tasks. ACT-Simple aims
to allow for the best of both worlds: it provides a language by which a modeler
can specify behaviors in terms of basic operators (e.g., press a key), and a mech-
anism by which these operators can be compiled into more complex ACT-R
models [St. Amant and Ritter 2005; Tollinger et al. 2005]. This compilation ap-
proach provides several significant advantages over simply using a higher-level
framework, namely that it facilitates theoretical consistency, inheritance of ar-
chitectural features and constraints, model integration, and model refinement.
ACT-Simple has also been extended to situations “off the desktop” [John et al.
2004b; Salvucci et al. 2005], specifically interactions with a secondary-task de-
vice assumed to be mounted near the user—that is, exactly the situation faced
by a driver interacting with an in-vehicle interface—and it is the latter version
that is incorporated into Distract-R.

The third major building block of Distract-R’s modeling engine is the ACT-R
model of driver behavior [Salvucci 2006]. While ACT-R and ACT-Simple provide
a framework in which to build models, the system also requires a specification
of driver behavior in particular. The ACT-R driver model has been validated
to account for a number of aspects of (experienced) driver behavior and perfor-
mance. For instance, the model produces humanlike steering and lane-position
profiles when negotiating curves and when changing lanes, and also produces
humanlike eye-gaze distributions to particular regions of the visible environ-
ment [Salvucci 2006]. In addition, the many studies of integrating the driver
model with models of interaction with secondary tasks have provided addi-
tional validation beyond basic driver behavior and performance [Salvucci 2001;
Salvucci and Macuga 2002; Salvucci et al. 2004]. Distract-R embeds this model
as the core model of driver behavior, and along with the threaded cognition ex-
tension to ACT-R [Salvucci and Taatgen 2008], interleaves driver behavior with
secondary-task behavior specified by ACT-Simple to simulate the final multi-
tasking behavior and generate predictions of distraction and performance.

An overview of the Distract-R system architecture is depicted in Figure 1.
As shown in the User Interface portion of the figure, Distract-R has five major
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Fig. 1. Overview of the Distract-R system architecture.

components that allow a designer to specify the interface and task and then
analyze the resulting behaviors. The next five sections describe each of these
components, following a logical progression through the steps a typical user
might take in a single iteration through a process of design, evaluation, and
analysis and revision. The Distract-R system is implemented as a Java ap-
plication using Swing for graphical user interface elements and OpenGL for
simulation graphics, and is publicly available at the Distract-R Web site.1

2.1 Interfaces: Rapid Prototyping

The first component of Distract-R involves a rapid prototyping system in which
a designer can quickly specify new device interfaces. This component aims to
provide a “quick and dirty” way to sketch a new interface with as little overhead
as possible, with a primary emphasis on the different modalities used in typical
in-vehicle interfaces. Figure 2 shows the “Interfaces” panel of the application
as a user prototypes a typical phone interface. The lower-left side of the window
includes a palette of components for building the interface:

—Button: representing any standard, physical push-button (e.g., a digit button
on a phone or preset button on a radio).

—Microphone: for providing speech input to the interface.
—Speaker: for generating sound from the interface.
—Dial: representing a physical knob or dial that can be turned to provide input

along a range of values.
—Display: for showing visual information (e.g., a radio display showing the

current station).

The phone interface in the figure includes a numeric keypad (of buttons) in
the center, a speaker at the top, and a microphone at the bottom (later this basic

1http://www.cs.drexel.edu/∼salvucci/distract-r/.
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Fig. 2. Interfaces panel.

design will be extended to model a real cellular phone). When the user clicks
one of the palette components and moves the cursor to the interface panel (the
right side of the window), any subsequent click places that component on the
interface. The user can then move and resize components, and can (for buttons,
dials, and displays) enter a text label onto the component. The list on the upper-
left side displays the names of all interfaces currently in the system. As might
be expected, the “+” button adds a new interface to the list, and the “–” button
removes the currently selected interface. By selecting the desired interface in
the left-hand “Interfaces” list, the user can easily switch back and forth between
many interfaces, sketching several interfaces in minutes to facilitate evaluation
of a number of alternative designs.

2.2 Tasks: Modeling by Demonstration

The second component of Distract-R allows a user to demonstrate task behav-
iors on the prototyped interfaces, resulting in the creation of cognitive models
for these task behaviors. As noted earlier, the user does not need to understand
the underlying models to manage the system (though such an understanding
of course may help); instead, all modeling is done through straightforward task
demonstration, an approach similar to that used in recent tools [Hudson et al.
1999; John et al. 2004a] (see Myers et al. [2000], Paganelli and Paternò [2003],
and St. Amant et al. [2000] for related work). Figure 3 shows the “Tasks” panel
of the system as a user demonstrates possible task behaviors on the prototyped
phone interface.

To begin, the user selects the interface from the list on the left for which to
create a new task—in this case, the Phone interface first shown in Figure 2.
Next, the user names and initiates a new task using the “+” button, and proceeds
to add operators to the task by clicking on the interface shown on the right-hand
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Fig. 3. Tasks panel.

side. Each click on an interface component adds a new operator associated with
that component; a standard click (left mouse button) adds the default operator
for that component, whereas a control click (right mouse button) calls up a
contextual menu with additional options. The operators associated with the
various components are as follows, with the first option being the default:

—Button: press (down and up), +press (immediately follows previous press, as
described later), push (down only), and release (up only).

—Microphone: speak (300 ms default based on Salvucci [2001]; other times
available in menu).

—Speaker: listen (300 ms default based on Salvucci [2001]; other times avail-
able in menu).

—Dial: rotate (90˚ default, other angles available in menu), look-at.
—Display: look-at.

In addition, a control click on the interface background allows for a wait
operator in cases for which the task or interface requires waiting for a set
amount of time. As the user adds new tasks and operators, the left-hand side
of the panel displays a tree of elements with the interfaces at the top level, the
tasks on the next level, and the operators at the lowest level. The examples
shown in Figure 3 include five tasks, with the “Full-Manual” and “Speed-Voice”
dialing tasks opened to display their respective task operators; these tasks will
be more fully explained in the next section on the first modeling study.

2.2.1 Insertion of Mental Operators. At this point in the process, the
demonstrated task specifies the sequence of operators that correspond to that
task. However, due to its origins in the Keystroke Level Model [Card et al.
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1983], ACT-Simple requires the insertion of mental operators that indicate un-
observable activities, including cognitive and perceptual activities, involved in
planning and executing the operator sequence (see also John et al., [2004a]).
Distract-R uses a straightforward scheme for inserting ACT-Simple’s mental
operator, think, in the operator sequence: it inserts mental operators before a
sequence of press or speak operators; and before any individual push, release,
or rotate operators. The think operator is estimated to require 1200 ms of to-
tal time, which represents the original Card et al. [1983] estimate of 1350ms
minus the approximate time for one visual access in ACT-R (roughly 150ms)
that would typically occur as part of the mental-operator time (since visual
operators are included separately in ACT-Simple).

2.2.2 Translation of Operators to Computational Models. Given the oper-
ator sequence after insertion of mental operators, Distract-R translates the
sequence to a computational ACT-R model capable of running in the driving
simulation. This translation, or compilation, process is mostly a straightfor-
ward interpretation of the operators in ACT-R. For instance, the operators for
pressing a button and rotating a dial require that the model visually locate
the component, move the hand and finger to the component, and then execute
the final action (press or rotate, respectively). The operators for speaking and
listening involve the cognitive processor initiating these actions and then al-
lowing the relevant perceptual-motor resource (speech or audition) to run the
process for the time during task demonstration. There are a few assumptions
in the underlying ACT-R models for certain processes: motor movements are
assumed to require 100 ms preparation time plus execution time determined
by Fitts’s law [Fitts 1954], using the ACT-R default parameter values; rotating
a dial requires 2ms per degree of rotation [Maynard et al. 1948]; visual encod-
ing requires 135ms (which, added to a single-rule firing of 50ms, equals the
185ms estimate of ACT-R); and eye movements (i.e., movement execution not
including the latency for encoding) require 20ms [Fuchs 1971]. In addition, the
model assumes that each task begins with a hand movement from the steering
wheel to the interface, estimated to require 100ms preparation time and 363ms
execution time [Hankey et al. 2000].

In its implementation, to make the integrated system as fast as possible,
Distract-R actually only uses a relevant subset of the entire ACT-R cognitive
architecture. This simplification stripped out parts of the modeling systems less
relevant to the application to driving (e.g., ACT-R’s rigorous account of memory
recall and learning) to focus on building a useful approximation of the most
relevant features (e.g., the basic production system with 50ms rule firings).
The benefit of this simplification is that the resulting (Java) model code can
simulate driving 1000 times faster than real time, and 182 times faster than
the original (LISP) model code.2

2Distract-R can simulate 900 seconds of driving in 0.9 seconds. The most recent LISP-based ACT-R
driver model [Salvucci and Taatgen 2008] running in SBCL can simulate 900 seconds of driving in
165 seconds of real time. (Two other implementations of LISP, CLISP and LispWorks, were found
to be slower than SBCL.)
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2.2.3 Issue #1: Allocation of Visual Resources. Two particular aspects of
model creation require further description. First, as mentioned, Distract-R
handles interleaving of the driving and secondary tasks by means of the
threaded cognition theory and computational model [Salvucci and Taatgen
2008]. Threaded cognition evolved from previous modeling efforts in the ACT-R
cognitive architecture [Anderson et al. 2005; Byrne and Anderson 2001] that
aim to address when and how people switch between multiple tasks (see also
Altmann and Gray [2008]). Threaded cognition states that tasks are interleaved
at a fairly small grain size, generally at the level of individual ACT-R rule fir-
ings, which correspond roughly to individual operators in Distract-R. For visual
resources, however, the theory does not fully define how to allocate sequences of
visual attention shifts, including shifts of attention between the primary driv-
ing task and the in-vehicle secondary task. By default, Distract-R dictates that
attention shifts back to driving after each individual use of the visual resource
(e.g., a single look-at operator, or button press) by the secondary task. However,
Distract-R also allows for groupings of one particular kind of operator, namely
button presses, to allow for instances where a driver may want to press several
buttons with a single look down to the interface. For this purpose, Distract-R
provides the +press operator, defined as a button press that immediately follows
the previous press with no visual interruption from the driving task.

One might rightly question when a +press operator should be used instead of
the standard press operator. Threaded cognition in fact does provide some rough
guidance for this issue, namely that such groupings would generally relate to
chunks of information in memory—for example, the first three digits of a phone
number. To allow the user leeway in specifying the effects of such representa-
tions for differing tasks, Distract-R does not hard-code limitations in the use of
the +press operator; nevertheless, users should generally only use this operator
when there is reasonable evidence that a memory grouping exists for the given
task [Anderson et al. 1998; Anderson and Matessa 1997; Salvucci 2005].

2.2.4 Issue #2: Dividing the Mental Operator while Multitasking. A sec-
ond critical issue regarding model creation arises in the allocation of cognitive
resources between the two tasks, more specifically, how to handle the mental
operator in a multitasking scenario. Because of their origins in a single-task
desktop context, both KLM and ACT-Simple specify only the total time required
to perform a mental operator. However, in a multitasking context such as driv-
ing, it seems reasonable to assume that the total mental-operator time could
be divided such that processing for another task (in this case, driving) could be
interleaved.

Distract-R addresses this issue by assuming that a mental operator is in
fact made up of a sequence of smaller cognitive steps. In ACT-R terms, the
cognitive steps are represented as a sequence of NM memory retrievals, each of
which requires a 50ms rule-firing time (as dictated by the ACT-R architecture)
followed by some amount of retrieval time for the actual memory retrieval. The
actual value of NM will be estimated in the study of driving and dialing in the
next section. Distract-R also assumes that the final retrieval is terminated by
another 50ms rule firing to process the retrieved information, and that the total
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Fig. 4. Drivers panel.

time for all processing (rule firings and retrievals) sums to the total mental-
operator time (1200ms).

2.3 Drivers: Specifying Individual Variability

The third component of Distract-R allows a user to specify characteristics of
the individual driver(s) for testing of effects of individual differences on perfor-
mance, as shown in Figure 4. The theory behind how individual differences map
to cognitive models and architectures is currently very incomplete. However,
Distract-R attempts to exploit three particular differences that recent efforts
have identified as important sources of effects: driver age, steering style, and
desired stability.

Age can sometimes have significant effects on driver performance, both from
a “hardware” point of view (e.g., slowing of motor processes) and from a “soft-
ware” point of view (e.g., strategic variability). Recent work [Meyer et al. 2001;
Salvucci et al. 2004] has shown that age can be reflected in the cognitive archi-
tecture by scaling of the cognitive rule-firing time, namely scaling the normal
time up by 13%. Distract-R utilizes this result by allowing the user to specify
drivers with different ages to test differential effects on performance. A future
interface might allow for any reasonable values of age; however, the current
system allows only “Younger” drivers and “Older” drivers, since the theory has
been validated only to this extent; in experiments on driving and distraction,
younger drivers typically represent an age range of roughly 20–30 while older
drivers typically represent a range of roughly 60–70. As the community’s the-
oretical understanding of the effects of age improves, the system can be easily
adapted to incorporate these theories.

The steering aggressiveness factor represents a driving-specific parameter
that indicates the aggressiveness with which a driver steers—that is, whether
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the driver prefers to steer aggressively (higher values) toward the lane center
after the car drifts, or whether s/he prefers to slowly (lower values) bring the car
back to center. This aspect of steering maps directly to the ACT-R driver model,
which has three parameters that control steering aggressiveness (knear, kfar,
and kI in Salvucci [2006]). In Distract-R, the steering factor scales the default
values of all three model parameters (knear = 3.4, kfar = 13.6, kI = 2.55), and
adjustment of this value in a principled manner allows users to produce better
quantitative fits to empirical results if desired.

The other driving-related parameter, the stability factor, indicates a driver’s
safety tolerance while controlling the vehicle. In particular, the ACT-R driver
model includes two parameters (θstable and θ̇stable in Salvucci [2006]) that de-
termine if the vehicle is in an unsafe situation—too far from the lane center,
or moving too quickly side-to-side—during which the model ignores all inter-
action with the secondary task and concentrates on steering the vehicle. The
stability factor scales the default values of these parameters (θstable = .025,
θ̇stable = .0125), and the user can estimate this factor, like the steering aggres-
siveness factor, when fits to a particular set of empirical data are desired.

While one might imagine other driver-specific factors that may influence
behavior, the current Distract-R system includes only those factors for which
there exist clear correlates in the underlying cognitive architecture as well
as some validation that these correlates indeed represent the desired factor.
There are currently several promising new candidates for eventual inclusion,
such as recent efforts to define fatigue [Gunzelmann et al. in press] and stress
[Ritter et al. 2007] within the context of the ACT-R architecture. As such theo-
ries evolve, Distract-R can readily include the associated individual differences
within the system.

2.4 Scenarios: Specifying Simulation Environments

The fourth component of Distract-R involves selection of the driving environ-
ment for model simulation—that is, the environment in which the model driver
will navigate and occasionally perform secondary tasks on the interface. The
basic simulation environment is a construction-zone environment that forces
drivers onto a single lane behind a lead car; this environment has been used
in several studies with both human and model drivers [Salvucci and Macuga
2002; Salvucci 2005]. The “Scenarios” panel, shown in Figure 5, allows specifi-
cation of several aspects of the environment: a straight versus curved roadway;
a constant speed for the driver’s vehicle; a constant speed for the lead vehicle
(but with drivers controlling their own speed); random lead-vehicle braking to
measure driver response time to an external event; and timing parameters to
vary the task trial time and the total driving time. These options are intended
to cover those aspects of a driving environment and scenario that are most
commonly varied in simulation-based, and even real-world, experiments.

2.5 Results: Simulation and Visualization

The final component of Distract-R consists of the driver simulation, visualiza-
tion, and analysis tools. When the user runs the simulation, the system takes all
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Fig. 5. Scenario panel.

specified interface-task pairs and drivers and runs all possible combinations to
produce the results. As noted earlier, the simulations run approximately 1000
times faster than real time; thus, Distract-R allows a user to simulate a typical
1-to-2 hour driving experiment in only seconds of real time.

Distract-R offers three ways of analyzing and visualizing the simulation re-
sults. First, as shown in Figure 6(a), the system provides a table noting the
parameters of the simulation (interface, task, and driver) and the resulting
measures of driver performance. Measures currently supported include some
commonly reported measures in the driving literature:

—task time: average time to complete the secondary task.
—lateral deviation: root-mean-squared lateral distance from lane center.
—lateral velocity: average absolute lateral velocity.
—heading error: 90th percentile angular error between vehicle and road

headings.
—lane violations: number of times the vehicle crossed a lane boundary.
—speed deviation: root-mean-squared error between driver’s vehicle and lead

vehicle.
—detection error: proportion of time spent looking away from the driving task

(i.e., at the secondary-task interface).
—brake response time: average time to respond to a lead-vehicle brake-light

illumination (by tapping the brake).

One could certainly imagine other relevant measures, or different ways
of defining the above measures (e.g., defining heading error as a root-mean-
squared error measure, or maximum heading error, etc.). Some measures
would require additional theoretical developments for the underlying cognitive
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Fig. 6. (a) Results panel, table; (b) results panel, graph; (c) results panel, player.
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models; for example, whereas human drivers sometimes adjust their following
distance in response to distractions [Greenberg et al. 2003], Distract-R cur-
rently has no mechanisms for such adaptations. Nevertheless, the system’s
modularity is expandable such that additional relevant measures could be in-
corporated into analysis and reporting.

To view and compare simulation results for specific measures, Distract-R
also includes a graphing tool illustrated in Figure 6(b). From the menu on the
bottom, the user selects a particular measure of performance, and the system
then updates the view to display the results for all interface-task-driver combi-
nations. Both axes scale automatically according to the number of combinations
as well as the largest values in the graph. The graph view facilitates fast visual
comparison of many simulations in order to quickly determine those with the
best and worst performance, and other general trends that are more difficult to
see in a tabular format.

There are also times when a user may want to visualize driver behavior
more explicitly to more fully understand the results—that is, a user may want
to watch the actual behavior to see the sources of distraction and how they af-
fect performance on a moment-by-moment basis. For this purpose, when a user
double-clicks a particular simulation in the table view, Distract-R launches the
simulation player illustrated in Figure 6(c). The figure depicts the model’s be-
havior: While the model navigates the specified environment, it steers while
interacting with the prototyped interface, which is now shown on the center
console in its location within the vehicle. Users can watch the model perform
the driving and secondary tasks in real time, or they can move the slider at the
bottom of the window to skip forward or backward to particular points of inter-
est. Thus, just as experimenters often watch video of human drivers performing
secondary tasks to see particular instances of distraction, the Distract-R user
can watch the model’s behavior to better understand the resulting performance
and potential for distraction.

3. STUDY OF MULTIPLE INTERACTION MODALITIES, AND ESTIMATION
OF MENTAL-OPERATOR DIVISIONS

The first test of the Distract-R system is in the domain of cell-phone dialing
while driving, arguably the most studied in-vehicle task with respect to driver
distraction [Alm and Nilsson 1994; Brookhuis et al. 1991; Horrey and Wickens
2004; McKnight and McKnight 1993; Strayer and Drews 2004]. This domain
represents a good first test of Distract-R for two reasons. First, it has already
been established that the original ACT-R driver model can account for general
findings of dialing distraction [Salvucci 2001, 2005; Salvucci and Macuga 2002;
Salvucci and Taatgen 2008]; in replicating these results, it can be shown that
Distract-R can also account for these results, a nontrivial endeavor given the
simplified and optimized implementation of the model as well as the adaptation
of the ACT-Simple framework. Second, this domain will be used to provide es-
timates for a critical underconstrained aspect of the system described earlier—
namely, the characteristics of ACT-Simple’s mental operator and how this op-
erator can best be represented and interleaved in a multitasking environment.
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3.1 Experiment and Data

This study is based on the results of the Salvucci [2001] experiment, which
explored the effects of different input modalities on driver performance. In the
experiment, participants drove in a fixed-based driving simulator and dialing
a hands-free phone mounted on the center console; the participants included
in data analysis averaged 25 years of age and had at least two years of driving
experience. The experiment examined four methods of dialing a mounted phone:
Full-Manual dialing by entering all 7 digits of a memorized phone number,
Speed-Manual dialing by entering a 1-digit shortcut to the desired number,
Full-Voice dialing by speaking all 7 digits and hearing audio confirmation of
recognition, and Speed-Voice dialing by speaking a single-phrase shortcut for
the number. All interfaces required drivers initially to turn the phone on with
one keypress; the manual interfaces required drivers to press a “Send” key
after dialing, while the voice interfaces provided an audio confirmation of the
sending process.

Figures 6(a) and 6(b) show the empirical results for two measures of perfor-
mance, namely task time (the total time to dial the phone number) and lateral
velocity (the vehicle’s side-to-side velocity as a measure of lateral stability),
respectively. For task time, the interfaces clearly varied in terms of required
time, with the Full interfaces not surprisingly involving more time than the
Speed interfaces. While driving, the increase in task time was statistically sig-
nificant, albeit not large. For lateral velocity, the manual-dialing interfaces
resulted in statistically significant effects of distraction as compared to the
baseline (single-task) condition, while the voice-dialing interfaces resulted in
no significant effects—even though the manual-dialing conditions required less
total time than their voice-dialing counterparts (Full-Manual vs. Full-Voice,
Speed-Manual vs. Speed-Voice), an indication of the importance of modality for
evaluating distraction.

3.2 Prototyping and Task Specification

Distract-R was used to prototype the four dialing methods as four distinct tasks
on the same interface. The basic phone interface comprised a standard keypad
as well as a microphone and speaker for speech input and output, and this inter-
face is shown in Figure 2. The four dialing methods were entered into Distract-R
as task demonstrations on the interface, simply by translating the sequence of
actions performed in the original experiment to demonstration clicks on the
task interface. The only nontrivial consideration in the task demonstration
was, for the Full-Manual task, the specification of the boundaries for retriev-
ing chunks of the phone number; the final specification uses +press operators
within phone-number chunks with the 7-digit number grouped into groups of
3-2-2, as in Salvucci [2001]. Finally, fifth task “No-Task,” with no operators,
was added to represent the baseline driving condition. For a person with basic
familiarity with the Distract-R system—but no specialized training in cogni-
tive modeling—all prototyping and task demonstration for this study can be
completed in less than 5 minutes.
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Fig. 7. Dialing and driving results for human drivers and Distract-R: (a) task-time; (b)
lateral-velocity.

3.3 Simulations and Explorations of Mental-Operator Divisions

Given the specified interface and tasks, the study proceeded with the dual pur-
pose of both confirming that Distract-R’s model behavior matches that of human
drivers in the empirical study, and at the same time, estimating the number
of mental-operator divisions NM for the system. The first step in this process
involved generating task times for each dialing task in a single-task condition,
without driving. The predicted single-task dialing times come directly from the
underlying ACT-R framework combined with the mental-operator time. These
single-task times are shown in Figure 7(a), with a close fit to the task times of
human drivers. The second step involved calibrating the driver model such that
its performance matched human drivers in the baseline driving condition (i.e.,
the driving-only condition with no secondary task). Using a “Younger” driver
(to reflect the participant pool of the empirical study), the steering parameter
was varied to find the value that provided the best model-data match for lateral
velocity in the baseline condition, estimated to be 1.35.

The final step in the process involved iterating over a range of possible values
for two parameters: the number of mental-operator divisions NM , varied from
1 to 8; and the stability parameter, varied from 0.5 to 1.5 in increments of 0.25.
The latter parameter was varied in addition to NM because it affected both task
time and lateral velocity: as the model aims to maintain more stable steering
performance, lateral velocity decreases and task time increases, thus putting
an additional degree of freedom in the parameter estimation. Simulations were
run for each combination using the Distract-R defaults of 15 minutes of driving
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Fig. 8. Goodness-of-fit values for different combinations of mental-operator divisions (NM ) and
stability values (in legend).

with a secondary-task trial every 60 seconds. A goodness-of-fit measure was
then computed for each simulation by computing the root-mean-squared error
for task time between model and data for the four interfaces, and this error for
lateral velocity as well; normalizing the task-time error by the average task time
across the interfaces, and similarly normalizing the lateral-velocity error; and
finally adding the normalized task-time and lateral-velocity errors to produce
a total normalized error, and computed the inverse of the total normalized
error to arrive at the goodness-of-fit value. The values of this measure for all
simulations are shown in Figure 8. As is evident in the figure, the value of NM
= 6 with a stability value of 0.75 provided the highest goodness-of-fit value (i.e.,
the lowest error).3

The Distract-R results for the best parameter settings are included in
Figures 6(a) and 6(b). These results closely resemble those of human drivers:
task time, R = .993, RMSE = .258; lateral velocity, R = .966, RMSE = .008.
(The lateral deviation results, not shown, also correlate well, R = .994, albeit
with a much higher error, RMSE = .153.) Of note, the results also closely re-
semble those obtained from the ACT-R driver model (see Salvucci and Taatgen,
[2008])—that is, the model that utilizes the full ACT-R architecture rather than
the minimal subset of ACT-R incorporated in Distract-R for the sake of simula-
tion speed. This suggests that although Distract-R makes various simplifying
assumptions in terms of the cognitive architecture and the model of secondary-
task performance (as distilled through ACT-Simple), the simplified compo-
nents do not affect the quality of the model’s predictions of distracted driver
performance.

3Previous work on finding the appropriate number of divisions for the mental operator [John et al.
2005b, Salvucci et al. 2005] reported a best value of NM = 3. There are two major differences
between these efforts and the current work which led to a different estimate: The previous work
stalled the ACT-R procedural processor completely during the mental operator, whereas the current
Distract-R uses a sequence of memory retrievals (allowing for more opportunities for multitasking);
and the current Distract-R uses the more rigorous threaded cognition theory for interleaving, rather
than the user-defined switch points in previous efforts.
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4. STUDY OF AGE EFFECTS ON PERFORMANCE

The first study above focused on the effects of different interaction modalities
(visual/manual versus audio/speech) on driver performance. This second study
examines the effects of arguably the most important aspect of driver variability,
age-related differences, on performance. Not surprisingly, age plays a signifi-
cant role in driver differences, often couched in broad terms as differences be-
tween younger drivers (roughly 20–30 years of age) and older drivers (roughly
60–70 years of age)—the two age groups accounted for by Distract-R’s model-
ing engine. Age effects on driving offer a particularly interesting challenge to
computational cognitive modeling: on the one hand, some studies have found
that older drivers exhibit performance equal to that of younger drivers for cer-
tain combinations of driving and/or secondary tasks; on the other hand, other
studies have found that older drivers sometimes experience more drastically
reduced performance compared to younger drivers, particularly in the presence
of secondary tasks [Hancock et al. 2003]. Thus, the effects of age are far from
trivial and must be taken in the fuller context of both the complex behavior
necessary for driving and also the complex interaction between the driver and
the “artifact” (i.e., the vehicle and road environment) through which the driver’s
behavior is externalized. This section illustrates a Distract-R study of one such
experiment, specifically Reed and Green’s [1999] study of age effects on phone
dialing while driving.

4.1 Experiment and Data

The Reed and Green [1999] study used a standard phone handset and asked
drivers to dial an 11-digit phone number while navigating a simulated straight
road at a constant speed. When instructed, drivers picked up the phone, di-
aled the number, and pressed a “Call” button to complete the task. The exper-
imenters were interested in a variety of issues and measures as part of their
study (e.g., examining the effects of low- versus high-fidelity graphics in the
simulation); this study focuses specifically on their findings with respect to age
effects of driver performance as measured by lateral velocity, the same measure
reported in the first Distract-R study above.

Reed and Green’s results for lateral velocity by age and task condition are
shown in Figure 9. In the No-Task condition, the younger and older drivers
performed equally well and there were no effects of age. In the Task condition
(while dialing), the performance of both younger and older drivers degraded
significantly overall; in addition, the performance of the older drivers was af-
fected more dramatically, with these drivers exhibiting a much larger effect of
distraction on performance.

4.2 Prototyping and Task Specification

The Distract-R prototype for the Reed and Green study, namely the cell phone
interface, was taken directly from the first Distract-R study. The task spec-
ification was derived from the first study as well: the task was simply the
Full-Manual dialing task preceded by an extra 1+3 digits, to account for the

ACM Transactions on Computer-Human Interaction, Vol. 16, No. 2, Article 9, Publication date: June 2009.



Rapid Prototyping and Evaluation of In-Vehicle Interfaces • 9:19

Fig. 9. Age effects on lateral velocity, human drivers (Reed and Green 1999) and Distract-R.

difference in the number of digits dialed in the respective studies (7 vs. 11).
Again, a “No-Task” task was added for comparison to the dialing condition. Fi-
nally, an Older driver was added to the Younger driver in the first study for
comparison; the steering value was taken directly from the first study, and the
stability value, used for both drivers, was varied to provide the best model fit
(since the two studies used different driving simulators and thus performance
characteristics were expected to vary). As before, the interface prototypes and
task demonstrations can be completed in less than 5 minutes.

4.3 Simulations and Results

The Distract-R results are included in Figure 9 and achieve good correspon-
dence to the human data: R = .918, RMSE = .060. In particular, the Distract-R
results capture the two key findings in the original study. First, the models, like
human drivers, exhibit no age effect in the No-Task condition. In essence, the
13% increase in cognitive processing time is not large enough to affect down-
stream driver performance with respect to lateral velocity, effectively adding
only tens of milliseconds to the overall time between steering updates—not
enough to generate a significant difference. However, also like human drivers,
the model exhibits differential effects of age and task on performance. The
younger model exhibits a higher lateral velocity because of less time devoted
to steering control, as has been observed in previous studies [Salvucci 2001].
The older model exhibits an even greater degradation because of the aggregate
effects of the age-related slowdown: while the 13% slowdown does not signifi-
cantly affect normal steering behavior, for periods of distraction that may last
0.5–1.5 seconds, this slowdown can translate to 100 ms or more of lost time,
producing more drastic differences.

Thus, Distract-R can account for at least some aspects of age-related ef-
fects on driving simply by focusing on the “hardware” differences in cognitive
processing time. While the idea of slowing processing time by 13% for older
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people seems simple enough, it should be noted that the resulting predictions
are far from trivial. Indeed, one might at first expect the slowdown to result
in analogous performance decrements—for instance, a 13% degradation in lat-
eral velocity and braking response. However, for real-world dynamic tasks like
driving, this situation is more complex: the model’s behavior is filtered through
the model’s perceptual-motor processes and the vehicle’s dynamics, resulting in
predictions that can only be generated and tested through “embodied” cognitive
models that interact directly with a realistic task environment. The study here
shows that Distract-R can successfully account for these complexities, both the
lack of effects in the No-Task condition and larger-than-expected effects in the
Task condition. Of course, cognitive differences are only one source of possi-
ble slowdown for older drivers; nevertheless, this straightforward study shows
the potential benefit of integrating theories of such differences within a larger
modeling framework and thus addressing the complexities of their interactions
with other aspects of driver distraction.

5. STUDY OF MULTIPLE INTERFACES AND TASKS

These two studies aimed to provide a preliminary examination of Distract-R’s
predictions, focusing on smaller-scale results along with estimating the mental-
operator divisions needed for the system. The following study applies Distract-R
to a larger-scale application that involved several interfaces with several tasks,
specifically a recent study by Ford Motor Company using their VIRTTEX driv-
ing simulator [Greenberg et al. 2003]. The size and complexity of this study
allows for a fuller test of the capabilities of Distract-R and ensures that the
system scales up to more realistic larger-scale studies.

5.1 Experiment and Data

Greenberg et al.’s [2003] experiment examined three different in-vehicle de-
vices and a total of eight distinct tasks across these devices (with the authors’
assigned task names in parentheses): tuning a radio to a desired station (the
radio task); adjusting an HVAC (heating, venting, and air conditioning) system
to a new setting (hvac); dialing, answering an incoming call, and checking voice
mail on a handheld cellular phone (dial-HH, inc-HH, vm-HH, respectively); and
performing the same tasks on a hands-free, voice-operated user interface (dial-
HF, inc-HF, vm-HF). In the Greenberg et al. experiment, drivers performed
each of the secondary tasks while driving in a standard highway environment
with a lead and following vehicle. In addition to the driving and secondary
tasks, drivers were also asked to perform an event-detection task: when either
the lead or follow vehicle crossed a lane line, drivers were asked to turn on
their blinker in the same direction as the vehicle movement as quickly as pos-
sible. Thus, drivers performed a fairly challenging overall task in managing and
successfully executing these individual tasks together. The experiment partici-
pants spanned a large age range from 25 to 65, plus a group of teenage drivers,
for a total of 63 participants. The results are discussed for various individual
measures along with the model results below.
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Fig. 10. VIRTTEX device interfaces (radio, HVAC, and phone) as prototyped in Distract-R.

5.2 Prototyping and Task Specification

The process of prototyping and task specification was based on photographs of
the devices (radio, HVAC, and handheld phone) and step-by-step instructions
for their associated tasks as provided by Ford Motor Company. (The hands-free
phone in the original study had two buttons, “Phone” and “Off,” mounted on
the rear-view mirror; Distract-R currently has no representation of this spatial
region and thus the specifications use the analogous buttons on the standard
phone.) Prototyping the device interfaces was done via a straightforward trans-
lation of the photographs to prototypes within Distract-R’s Interfaces panel.
Figure 10 shows the three interface prototypes as they appear in Distract-R.

Given the three interfaces, each of their associated tasks was demonstrated
by following the given task instructions and clicking on the associated compo-
nents in their proper sequence. Three of the tasks required additional assump-
tions that could not be directly inferred from the task instructions:

—dial-HH and dial-HF. Because the phone number was not memorized, the
task specifications assume that the driver encodes the number from the dis-
play while dialing each block of digits, where the number is dialed in blocks
of 3-3-2-2.

—radio. To advance to the desired station, the task specification assumes that
the driver presses and holds the advance button for 4 seconds, releases the
button, checks the station display, and presses the button once more (as de-
rived from the radio task model in Salvucci [2005]).

In addition, the task instructions provide no sense of the listening and wait
times built into the interface—for example, the pause between an action and
an audio prompt, and the duration of the audio prompt. To incorporate these
times into the specifications, their durations were determined by watching a
video of a human driver performing each task, and from the video, calculating
the time between task actions including listening to audio prompts, message
headers, etc. As in the first study, a final “No-Task” task with no operators was
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added to represent the driving-only condition. The detailed task specifications
are provided in Appendix A. Even for this more complex study, all interfaces and
tasks can be specified in Distract-R in less than 20 minutes by a user with basic
familiarity with the system and no specialized training in cognitive modeling
or driver distraction.

5.3 Simulations and Results

The simulations for the VIRTTEX study were run with two drivers, one Younger
and one Older driver, driving a straight road behind a constant-speed lead vehi-
cle for 15 minutes per simulation (i.e., per task/driver combination). As before,
the values of the two driving parameters (steering and stability) were varied due
to driving simulator differences and set to provide the best fit to the human data
(with the Younger and Older drivers sharing the same values). The Distract-R
results that follow represent averages of the younger and older drivers along
three particularly relevant measures explored in the original VIRTTEX study:
task times, heading error, and detection error. These results are compared to
the corresponding overall averages of the human data reported in Greenberg
et al. [2003].

Figure 11 shows the task times for the human data and Distract-R. There
is a close qualitative correspondence between the human and Distract-R re-
sults, R = .988, RMSE = 22.4. Quantitatively, Distract-R roughly captures the
task times although it somewhat underpredicts the human data; the underpre-
diction can be attributed largely to the fact that Distract-R (like ACT-Simple
and KLM) assumes expert performance on the tasks, whereas the VIRTTEX
experiment involved a short training plus only two trials per task during the
experimental drive. Another potential factor is that Distract-R assumes con-
stant durations for basic operators that may not always be accurate; for ex-
ample, the system assumes 300 ms for a speech action, which approximates
words and short phrases but may be too small for longer phrases or sentences
(e.g., the spoken voice-mail message). As discussed earlier, the task models
make this assumption to simplify the task description, although certainly ad-
ditional effort in determining more accurate operator times would improve the
quantitative fit. Of equal or arguably greater importance are the rank-order
comparisons of tasks relative to one another: the model correctly accounted for
the fact that the radio and hvac times are similar to receiving incoming calls
and much shorter than the other phone-task times, and that dialing the hand-
held phone (dial-HH) was faster than dialing the hands-free phone (dial-HF).
However, Distract-R produced the incorrect result that checking voice mail was
slower with the hands-free phone (vm-HF) than the handheld phone (vm-HH);
arguably it was the voice-mail tasks that were most greatly affected by the
fact that participants were not expert users, thus accentuating the differences
between the human and Distract-R results.

Figure 12 shows a driving-performance measure, heading error, which is
computed as the 90th percentile of heading angle with respect to road head-
ing (i.e., as defined in the original study, the value of heading error that was
exceeded 10% of the time). The tasks are sorted by heading error for the
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Fig. 11. VIRTTEX task times, human drivers and Distract-R.

Fig. 12. VIRTTEX 90th percentile heading error, human drivers and Distract-R. The brack-
eted groups A, B, and C indicate the significance grouping reported in the original experiment
[Greenberg et al. 2003].

human drivers, with a label for each of the significantly-different groups (A,
B, and C) found in the study. The Distract-R results again show a good cor-
respondence to the human data, R = .893, RMSE = .038. The quantitative
predictions are very good, but most importantly, the Distract-R results show
a very similar pattern of increasing heading error for the tasks going left to
right (i.e., for increased heading error in the experiment). For example, both
Distract-R and human drivers exhibited significantly more heading error for
the handheld dialing task (dial-HH) than the hands-free dialing task (dial-
HF); heading error not significantly different from baseline for the hands-free
voice-mail task (vm-HF); and similar heading error for the handheld and hands-
free incoming-call tasks (inc-HH and inc-HF), radio, and hvac tasks. The most
significant misprediction for Distract-R arose for the dial-HF task, which was
predicted to be more like the tasks in group B than group A; while the task spec-
ification includes visual encoding of the phone number just as human drivers
did in the experiment, it is possible that drivers began to memorize the phone
number (the same number was used for all tasks throughout the experiment),
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Fig. 13. VIRTTEX study detection on error, human drivers and Distract-R.

thus reducing visual load and improving the heading error for the human
drivers.

Figure 13 shows the results for detection error of external events. For the
empirical data, the graph shows detection error computed as the proportion
of lead-vehicle events not detected in the forward direction.4 For Distract-R,
detection error is computed as the proportion of time spent looking away from
the driving task (to the secondary-task interface), thus representing a more
general surrogate measure for the more specific task in the original experiment.
The Distract-R results quantitatively and qualitatively match well against the
human driver results, R = .831, RMSE = .076. The most heavily visual tasks—
dial-HH, hvac, radio, and dial-HF (because of visual encoding of the phone
number)—are predicted by Distract-R to have the highest detection errors, and
indeed these predictions are supported by the human data.

6. GENERAL DISCUSSION

Distract-R is an integrative system that aims to incorporate a number of tools
and theories—a prototyping tool, modeling-by-demonstration interface, driv-
ing simulation engine, and cognitive modeling engine—all within the context
of a unified system for rapid prototyping and evaluation of in-vehicle interfaces.
The three studies illustrate complementary aspects of the system in accounting
for a range of phenomena: the initial cell-phone study focusing on the effects of
different interaction modalities, the second cell-phone study focusing on the dif-
ferential effects of age on performance, and the final VIRTTEX study focusing
on comparison of a realistic set of interfaces and tasks. The studies also il-
lustrate how Distract-R accounts for different and complementary measures of
behavior: task time as a measure of total time of task execution, lateral velocity

4The original experiment (Greenberg et al. 2003) analyzed detected events in both the forward
direction (through the front windshield) and the backward direction (through the rear-view mirror).
This analysis focuses only on the forward direction because events for the lead vehicle are directly
relevant for vehicle control, while those in the backward direction are more associated with general
situation awareness, an interesting aspect of behavior but less relevant to the goals of Distract-R.
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and heading error as measures of steering performance, and detection error as
a measure of ability to detect and respond to external events. For all three
studies, the entire design cycle of prototyping, task demonstration, and eval-
uation through simulation and prediction requires only minutes to complete
(less than 20 minutes for the most complex study) by a designer with no spe-
cialized training in cognitive modeling—thus enabling the designer to rapidly
create and evaluate new designs with respect to their potential for driver
distraction.

The development of an integrated system such as Distract-R, particularly one
designed to exploit the benefits of cognitive modeling while easing the burden
of creating such models, brings up a number of issues, as discussed in the
following.

Specificity of Task Descriptions. Any modeling effort involves some trade-off
of time and accuracy with respect to how much detail is included in the task
and/or model specification. For example, for the voice-driven tasks, one might
model the exact phrases spoken by the system and likewise the spoken re-
sponses given by the drivers; such details would allow for much more accurate
quantitative predictions (e.g., for total time on task), but also require much
more time and knowledge about the system—while in this case the task proto-
cols were reasonably well defined, often (especially for early prototypes) these
types of details may not be known. In addition, the prototyping tool does not
offer the expressiveness of some recent prototyping systems [John et al. 2004a;
Landay and Myers 1995] in that Distract-R prototypes cannot define state
information—that is, actions (e.g., button presses) cannot change the state of
the interface (e.g., change display text). This simplification was an explicit de-
sign decision: While Distract-R could be augmented to include state informa-
tion, it was decided that a stateless tool was preferable for two reasons: (1) the
in-vehicle evaluation system would focus on the modalities used in the interface
(manual, visual, speech, and aural), because these aspects are typically critical
for evaluating potential for driver distraction; and (2) stateless interfaces can
be prototyped much more quickly than ones with state information, and while
differing states may have some effect on driver distraction, these effects are
arguably less important, in general, than issues of modality use. This simpli-
fication also leads to limitations in the system, such as the inability to allow
dynamic feedback to the model. Nevertheless, one might imagine more detailed
descriptions of the interfaces and tasks to facilitate more detailed modeling—
for instance, using HTML as the core framework for specifying the interfaces,
along with the ability to integrate interface state information with the task
description (such as in John et al. [2004a]).

Quantitative Versus Qualitative Predictions. Ideally, Distract-R’s predictions
would capture the empirical results in both a quantitative and qualitative way,
one of the primary motivations for modeling in a cognitive architecture. How-
ever, given the fact that Distract-R has a single driving simulation engine,
and that empirical results have been obtained in a wide variety of simulation
engines and environments, differences between quantitative predictions and
experimental results may not be surprising. Typically, though, the qualitative
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predictions are at least of equal, and usually greater, interest, since these pre-
dictions allow us to compare multiple tasks and quantify the relative potential
for distraction among the tasks (and between the tasks and baseline condition).
The results reported here indicate that Distract-R’s qualitative predictions—
for example, the rank-order predictions between two interfaces or tasks—are
generally very good and correspond well to empirical data. Further focus on
quantitative predictions would likely require additional parameters to account
for variation in driving simulations; again, Distract-R embodies the simpler
route of utilizing a single basic simulation engine and focusing on qualitative
predictions as most critical for interface evaluation and comparison.

Multitasking and Task Priorities. One of the most important open issues in
the cognitive modeling community today centers on prediction of multitasking
behavior—when and how people switch between two or more tasks. Distract-
R utilizes Threaded Cognition theory [Salvucci and Taatgen 2008] to provide
its baseline predictions for when and how drivers allocate resources between
the primary and secondary tasks (for related approaches see, e.g., Liu, et al.
[2005] and Wickens et al. [2003]). Nevertheless, there remain open challenges
for bringing forward this theory into a full specification of multitasking be-
havior. For example, Distract-R currently allows for users to specify points in
which visual attention is kept on the secondary task by means of the +press
operator. A fuller theory may enable predictions of when such operators may
or may not be used; however, such a theory would also require understanding
of the particular domain of the secondary task—for instance, understanding of
the standard blocks of digits within a phone number for that particular country
or region. In fact, very recent work [Brumby et al. 2007] has begun to address
this issue in attempting to better account for the often wide space of potential
multitasking strategies. As more rigorous cognitive theories and models of mul-
titasking emerge, these theories might be embedded into Distract-R to provide
more accurate predictions of time sharing and scheduling among tasks.

Differences Between Simulator and Real-World Performance. Many empiri-
cal studies of driver distraction utilize simulators as a safer and less expensive
alternative to real-world driving. While such studies clearly provide further
understanding of distraction and performance, more interesting is the impact
of new interfaces for real drivers on real roadways. Some research [Reed and
Green 1999; McLane and Wierwille 1975] has attempted to elucidate the rela-
tionships between results obtained in simulators as compared to real vehicles;
while the story remains somewhat unclear, there seems to be general agree-
ment that simulators “produce poor absolute validity but good relative validity
for many measures of driver performance” [Reed and Green 1999]. These find-
ings support Distract-R’s emphasis on qualitative and rank-order comparisons,
in that not only are the relative qualitative comparisons the most important
for design and evaluation, but they also translate best to real-world driving
performance.

Metacognition About Distraction and Performance. With no sense of its own
potential for distraction, Distract-R does not adapt its driving to particular
scenarios, whereas human drivers certainly have this ability. For example,
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in the VIRTTEX experiment, the authors report that human drivers varied
their following distance to the lead vehicle when performing the secondary
task; in essence, drivers increased their headway when performing the most
distracting tasks, seemingly showing awareness of their own reduced perfor-
mance. Distract-R, having no such awareness, simply maintains a constant
headway distance to the lead vehicle and does not alter this distance based on
presence or absence of a secondary task. At this time, the underlying cognitive
models require a great deal more research to be able to reason about their own
mental workload. As for multitasking, researchers are now examining these is-
sues to determine how they fit into a cognitive architecture—specifically for the
driving domain and for complex dynamic domains in general. As more results
in this field evolve, these theories can be incorporated into the Distract-R mod-
eling engine to begin to account for the effects of metacognition and reasoning
about one’s own driving performance.

The integrated nature of Distract-R and its emphasis on speed of prototyping
and evaluation offer promise to the future development of in-vehicle interfaces
and devices. For some desired new interface, designers can often imagine a
large space of possible interfaces and/or tasks that may be useful in achieving
the goal of the device (e.g., a new interface for sending or receiving voice or
text messages). However, experiments with human participants, whether in a
driving simulator or in a real vehicle, are extremely costly and time-consuming,
and often require a working prototype of the new interface. In contrast, using
Distract-R, a user can prototype tens of interfaces and tasks in minutes, and
just as easily generate predictions of their potential for driver distraction based
on a host of relevant performance measures. Distract-R thus allows a user to
quickly reduce the space of possibilities from tens or hundreds of options to the,
perhaps, two or three that seem most promising and least distracting. At this
time, Distract-R does not provide the final word for these best interfaces; human
experimentation would still likely be needed for a more accurate assessment
of their distraction potential. Nevertheless, by paring down the design space,
Distract-R allows users to quickly focus on the best options for final implemen-
tation and testing.

The Distract-R system may also be deployed in future research to test as-
sumptions about human multitasking behavior. Currently, Distract-R is pri-
marily intended to allow for exploration of behavior through specification of
interfaces and tasks. Nevertheless, as a modular Java code base, the system
could potentially be modified by interested researchers to explore different as-
sumptions of behavior. For example, one might allow for more detailed specifi-
cation of ACT-R cognitive processes (e.g., memory recall, learning) and test how
mental attention may affect driver performance [Strayer and Johnston 2001].
As another example, one might integrate an altogether different underlying
computational framework [Howes et al. 2007; John and Kieras 1996] and test
the same interfaces and models under this framework’s own assumptions and
predictions. In doing so, research efforts using Distract-R could more resemble
current research in the cognitive architecture community, where researchers
often test new assumptions of human behavior by incorporating new mecha-
nisms and generating predictions for their own relevant domains of interest.
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Taking this notion one step further, the core idea of using cognitive models
to predict dual-task performance could be applied in any number of other do-
mains in which user interfaces are used in multitasking contexts. To generalize
a system like Distract-R to other contexts—talking on a phone while walking,
using a PDA while listening to a lecture, interacting with a flight computer
while piloting an aircraft—the system would require a reasonably rigorous
model of the primary task (analogous to driving in the current Distract-R sys-
tem). Given such a model, along with the current prototyping tools or even
modified ones to fit the context, the same core idea would apply: Using a the-
ory of multitasking such as threaded cognition, the system would integrate
the models of the primary and secondary tasks and then generate behavioral
measures relevant for both tasks. Distract-R illustrates that such a system can
shield designers and practitioners from the many complexities of modern cogni-
tive architectures while giving them the benefits of the architectures’ detailed
accounts of human behavior.

APPENDIX

The tables that follow show the task specifications for each of the VIRTTEX
study tasks. The tables include the demonstrated operators as well as additional
comments to clarify their purpose within the task.

Radio Tuning (radio)
Operator(s) Comments
press “FM” Change to the FM radio band
push “>” Press and hold the station advance button
wait 4 s Wait until approximately correct
release “>” Release the station advance button
look-at “98.7” Look at the station display
press “>” Press the station advance one final time

HVAC Control Adjustment (hvac)
Operator(s) Comments
rotate “Fan” 30◦ Turn fan dial to the proper setting
rotate “Heat” 270◦ Turn heat dial to the proper setting
rotate “Setting” 180◦ Turn setting dial to the proper setting

Hands-Free Phone, Dialing (dial-HF)
Operator(s) Comments
press “Ph” Turn on phone
listen 5 s Listen to prompt
speak Say “call”
[look-at ‘867-5309’] ∗ Look at digits and then say

digits in blocks: 3-3-2-2
[speak]∗

listen 8 s Listen to repeated digits
speak Say “yes” to confirm and dial
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Hands-Free Phone, Voice Mail (vm-HF)
Operator(s) Comments
listen 27 s Listen until prompt

and listen to prompt
speak Say “inbox”
listen 11 s Listen to prompt
speak [× 4] Say extension
listen 4 s Listen to prompt
speak Say password
listen 12 s Listen to prompt
speak Say “get messages”
listen 5 s Listen to message header
speak Say “skip”
listen 4 s Listen to message header
speak Say “skip”
listen 20 s Listen to message header
speak Say “listen”
listen 15 s Listen to prompt
speak Say “record”
listen 4 s Listen to prompt
speak Say “record” again
listen 4 s Listen to prompt
speak Say “yes”
listen 12 s Listen to prompt
speak Say message
speak Say “audix-end”
listen 4 s Listen to prompt
speak Say “audix-end” again
press ‘Off ’ Turn off phone

Hands-Free Phone, Incoming Call (inc-HF)
Operator(s) Comments
listen 2 s Listen to incoming ring
press “Ph” Turn on phone
speak Say “hello”
listen 2 s Listen to caller
speak Say message
listen 2 s Listen to response
speak Say “bye”
press ‘Off ’ Turn off phone

Handheld Phone, Dialing (dial-HH)
Operator(s) Comments
press “9”, press “1” Enter prefix digits
[ look-at “867-5309”] ∗ Look at digits and then press
[ press digit] ∗ digits in blocks: 3-3-2-2
press “Ph” Confirm and dial

ACM Transactions on Computer-Human Interaction, Vol. 16, No. 2, Article 9, Publication date: June 2009.



9:30 • D. D. Salvucci

Handheld Phone, Voice Mail (vm-HH)
Operator(s) Comments
listen 27 s Listen until prompt and listen to

prompt
press “∗,” “7” Press code to access voice mail
listen 8 s Listen to prompt
press [× 4] Enter extension
listen 2 s Listen to prompt
press [× 2] Enter password
listen 11 s Listen to prompt
press “2” Press “2” to get messages
listen 4 s Listen to message header
press “#” Press “#” to skip message
listen 18 s Listen to message header
press “#” Press “#” to skip message
listen 21 s Listen to message header
press “0” Press “0” to listen to message
listen 2 s Listen to prompt
press “1” Press “1” to record message
listen 2 s Listen to prompt
press “1” Press “1” again
listen 12 s Listen to prompt
speak Say message
listen 1 s Listen to prompt
press “#” Press “#” to confirm message
listen 2 s Listen to prompt
press “#” Press “#” to send message
listen 3 s Listen to prompt
press “∗,” “∗,” “9” Exit voice mail
press “Off” Turn off phone

Handheld Phone, Incoming Call (inc-HH)
Operator(s) Comments
listen 2 s Listen to incoming ring
press “Ph” Turn on phone
speak Say “hello”
listen 2 s Listen to caller
speak Say message
listen 2 s Listen to response
speak Say “bye”
press ‘Off ’ Turn off phone
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