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Abstract 

This paper presents an eficient ray tracing method 
for scenes containing volumetric as well as geometric 
data. A global illumination equation is developed for this 
method, which is able to capture in a single image both 
realistic eaects and practical volume rendering. In this 
method, ray-object intersection calculations result in 
standard intersection points, as well as intersection 
segments. For accuracy and eflciency, all objects along a 
ray are sorted according to distance and intersection 
classification before any intersection calculations are 
pelformed. The intersection results are then passed to a 
shaden which evaluates the intensity equation defined by 
the illumination model to determine the final pixel value. 

1. Introduction 

Global illumination models have been used 
extensively in the rendering of classical geometric objects, 
but have not been rigorously investigated in the area of 
volume rendering. Volume rendering techniques typically 
employ only a local illumination model for shading [6, 7, 
8, IO], and therefore produce images without global 
effects. There are several justifications for the choice of a 
local illumination model. First, many volume rendering 
algorithms attempt to achieve interactive projection rates, 
and generating images with a global illumination model 
obviously takes longer than generating images with a local 
illumination model. Also, in some cases global effects are 
not desirable, such as when they would decrease the 
amount of useful information in an image, or possibly lead 
to incorrect interpretations. 

A discrete ray tracing algorithm [12] has been 
developed for isosurfaces contained within volumetric 
data. This algorithm has the advantage of speed, since 
most calculations can be performed with integer 
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arithmetic, but is not as accurate as classical ray tracing. If 
the volumetric data was obtained by voxelization of a 
geometric object, then the original geometric description 
of the object can be used to calculate a more accurate ray- 
object intersection. For other volumetric data though, the 
intersection is forced to occur at grid locations in the data. 
This produces aliasing effects that increase in severity as 
the level of the ray (in the recursive ray tracing tree of 
rays) increases. 

The goal of the research presented in this paper is to 
develop a useful global illumination model and an efficient 
rendering technique for scenes containing volumetric as 
well as geometric data. For this purpose, we extended the 
standard ray tracing illumination equation [l 1, 31 to allow 
for volume rendering effects such as cornpositing and 
maximum-value projections. There are several motivations 
for this work. First, global effects can often be desirable in 
scientific applications. For example, by placing mirrors in 
the scene, a single image can show several views of an 
object in a natural, intuitive manner leading to a better 
understanding of the 3D nature of the scene. Also, many 
scientists find it useful to view their data with a maximum- 
value projection, but unfortunately depth information is 
lost since no shading is performed. This depth information 
can be put back into the image with the use of global 
effects, as illustrated in Figure 1 where a maximum-value 
projection of a bullfrog ganglion cell casts a shadow on the 
floor due to an overhead light source. 

Figure 1: Volumetric ray traced image including a 
maximum-value projection of a bullfrog ganglion cell. 
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Another advantage to developing a global 
illumination model and rendering techniques for 
volumetric data is computational efficiency. Complex 
geometric models are typically created using constructive 
solid geometry (CSG) operations on geometric primitives 
and high-order functions. In our rendering method 
presented, complex surfaces are easier to render when 
represented volumetrically for several reasons. First, all 
CSG operations are precomputed, resulting in only one 
volumetric object, instead of a CSG tree of geometric 
primitives. Also, only one surface intersection routine is 
necessary for volumetric objects, while in classical ray 
tracing a different routine is typically created for each 
geometric primitive. Finally, a solid texture map can be 
precomputed for each volumetric object, thereby avoiding 
expensive texture mapping operations during ray tracing. 
The ray tracing algorithm presented in this paper is 
suitable for use in volume graphics [43, in which geometric 
scenes are modeled using voxelized objects alnd then 
efficiently rendered using volume rendering algorithms. 
Figure 2 is a volume graphics example, showing two 
voxelized complex objects and a voxelized polygon with 
shadows and reflections. 

Figure 2: Volumetric ray traced image of a scene 
containing three voxelized objects. 

Rendering methods typically consist of two parts, an 
illumination model and a technique for evaluating this 
model to generate an image. The illumination model for 
our volumetric ray tracing method is an extension of the 
standard ray tracing illumination equation, and is described 
in detail in Section 2. As opposed to classical ray tracing 
where the illumination equation is always evaluated at a 
surface point along the ray, volumetric ray tracing may 
also require the illumination equation to be evaluated for a 
segment of the ray. Section 3 describes the different types 
and classes of intersection calculations used in vol.umetric 
ray tracing, as well as the ray-object intersection ,process. 
Standard optimizations used in classical ray tracing are not 

always useful in volumetric ray tracing, therefore new 
optimization techniques must be considered. Several 
optimization techniques for image generation are discussed 
in Section 4. The evaluation of the intensity equation after 
the intersection calculations have been performed is 
described in Section 5. The results of this work are 
presented in Section 6, and some conclusions and future 
work are given in Section 7. 

2. The Illumination Model 

The classical ray tracing illumination equation 
defines the intensity of light, Z1(x, ij), for a given 
wavelength ;2, arriving at a position X, from the direction 
is, as: 

Zn(x, d) = Zsl(X’, CG) (1) 

where x’ is the first surface intersection point encountered 
along the ray rj orig,inating at X, and Zsrz(x’, ij) is the 
intensity of light at this surface location. This intensity can 
be evaluated for a scene with M light sources by the 
equation: 

&,l(x’, G) = z,,kd,l + (‘2) 

In this equation, Z,, is the intensity of ambient light in the 
scene, Z,U is the intensity of the i’h light sdource, and kin, 
k s,t, and ktn are the diffuse, specular reflection, and 
transmission coefficients, respectively. 13 is the normal 
vector at x’, Li is the vector to the ith light source, tij is the 
vector halfway between -$ and zi, Ai is the attenuation of 
the ith light source as a function of distance, and n is the 
specular highlight power. Sni is a shadowing term 
indicating the fraction of light leaving the light source that 
arrives at x’ unblocked by other surface locations in the 
scene. ZsA(x’, w’,) and Zsl(x’, w’,) are the amount of light 
arriving at x’ from the direction of specular reflection and 
specular transmission, respectively. 

A standard ray tracing algorithm using Equation 1 
can produce realistic images for a scene containing 
geometric objects, and can be easily extended to include 
objects defined by an isovalue surface within volumetric 
data. Since the illumination equation is evaluated only at 
surface locations, volumetric data cannot easily be 
rendered using this equation. This problem can be solved 
by extending Equation 1 to include volumetric effects: 

Zn(x, d) = Zvl(X, x’, 6) + TA(X, X’)Z,A(X’, 2). (3) 
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In this equation, ZvA(x, x’, ij) is the volumetric contribution 
to the intensity along the ray from x to x’, and z~(x, x’) is 
the attenuation of Zsn(x’, ij) by any intervening volumes, 
along the ray from x to x’. This attenuation can be 
expressed as: 

(4) 

where V is the number of volumes in the scene, and 
aOn(i, r) and r~~~~(i, t) are the amounts of light absorbed 
and scattered, respectively, for a given wavelength a in 
volume i at location t. The summation is necessary to 
account for the fact that multiple volumes may overlap. In 
this case, the absorption and scattering coefficients are 
summed up for all volumes contributing to a location. 
Equation 4 can also be used to calculate SAi of Equation 2, 
where oQn + crsscL is replaced by kdA + ksA for geometric or 
isosurface objects. 

The volumetric component of Equation 3 can be 
based on a transport theory model of light propagation [5]: 

Ll(x, x’s a = I 1’ &di, t) + (5) 

where I,,(& t) is the intensity of light emitted at location t 
from volume i, and FsCn(ij’, i;) is a scattering function, 
indicating the percentage of light arriving from direction 
c!J’ that leaves from the direction G. Since this general 
equation is typically too complex and time consuming to 
calculate, a low albedo approximation can be used, where 
the integral over scattering directions becomes a sum over 
light sources. Also, the scattering function Fscl can be 
simplified by allowing only ideal diffuse and specular 
reflection. 

For some applications, even this approximated 
equation may contain too many shading effects. For 
example, many volume rendering techniques use a 
simplified version of this equation: 

where each location in the volume is considered to be 
illuminated by a constant amount of isotropic light, with 
no shadowing or shading occurring. For photo-realistic 
rendering, the user typically wants to include as many 
shading effects as can be calculated within a given time 
limit, while for visualization, the user often wants to view 
volumetric data with no shading effects. Therefore, in a 
visualization system the user should be given control over 
the illumination equations for both volumetric and 

geometric objects, and should be allowed to specify, for 
each object in the scene, which shading effectqshould be 
computed. For example, the user may place a mirror 
behind a volumetric object in a scene in order to capture 
two views in one image, but may not want the volumetric 
object to cast a shadow on the mirror. 

3. Intersection Calculations 

In classical ray tracing, the basic algorithm consists 
of casting a ray from the eye through a pixel, determining 
the first intersection along that ray, and evaluating the 
intensity equation at that location. For this algorithm, an 
intersection is simply a point where the geometric object 
and the line meet. In volumetric ray tracing, “intersection 
points” are still necessary for geometric and isosurface 
objects, but “intersection segments” are also necessary for 
volumetric data. Figure 3 illustrates these two different 
intersection types. The left rectangle represents volumetric 
data that is to be rendered as a volume, while the right 
rectangle contains an isosurface defined within the volume, 
which is to be shaded as a surface. 

Intersection Segment 

Intersection Point 

View Ray 

Figure 3: Intersection types example. The first object 
along the ray is volumetric and requires an intersection 
segment, while the second object is a volumetric 
isosurface and requires an intersection point. 

The type of data, and the way in which the data is to 
be viewed, determines whether the ray-object intersection 
calculation produces a point or a segment. In general, if 
the illumination is computed using Zsn, then an intersection 

. . point 1s produced, and if I,, is used, then an intersection 
segment is required. Zsn is used for geometric data and 
volumetric data that is viewed as, for example, an 
isosurface or with a maximum-value projection technique. 
ZvA is used for volumetric data when, for example, a 
cornpositing or average value rendering method is used. 
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In volumetric ray tracing, there are five classes of 
ray-object intersections, as shown in Table 1. These 
classes are based on the type of intersection, the data type, 
and the information that must be passed to the shader. For 
intersection points, surface information such as the 
intersection location and the normal at that location are 
passed to the shader. For intersection segments, 
information for an entire segment of the ray, not just a 
single location, must be passed to the shader. 

Table 1: Ray-object intersection classes. 

Class Description 1 Type Example 

1 Geometric data Point 

2 Volumetric data Point 
1 Early termination possible / 

3 1 Volumetric data I Point 
No early termination 

4 1 Volumetric data 
Value 

--I 1 Segment 1 Average 
One value for segment 

5 Volumetric data Segment 
Samples along segment 

The first class of ray-object intersections is for 
geometric data. This requires an intersection point, and 
can be performed by analytically computing the closest 
location at which the parametric ray and the geometric 
object intersect. As opposed to geometric data, where the 
entire shape and structure of the object is typically defined 
in a single equation, volumetric data may contain millions 
of sample points to define the object. Therefore, instead of 
a single, analytical calculation, ray-object intersection 
calculations for volumetric data are compute:d by 
examining the values along the segment of the ray that 
passes through the volumetric data. 

The second class of ray-object intersections is for 
volumetric data where the intersection occurs at a point, 
and early termination of the intersection calculation is 
possible. The location of the intersection point is 
dependent on the form of interpolation used to define 
values between sample points. If zero-order interpolation 
(nearest-neighbor) is used, then the intersection can be 
located by stepping voxel by voxel along the ray, where a 
voxel is the region of uniform value centered around a data 
sample. This traversal continues until the first voxel above 
the isosurface value is encountered, with the intersection 
given as the point where the ray first enters this voxel. 

When higher-order interpolation methods are used, 
there are two techniques for determining the intersection 
point. First, samples could be taken along the ray at 
regular intervals, until the sampled value is above the 
isosurface value. To improve the accuracy of the 

intersection point, a binary search can be performed 
between the last sample below the isovalue and the first 
sample above the isovalue, until the maximum error in the 
calculation is below some E. Alternatively, the ray could 
be traversed cell by cell, where a cell is a rectangular 
cuboid with eight neighboring data samples as vertices. In 
each cell, an analytical computation can be performed to 
determine if the parametric ray intersects with the 
isosurface, as defined by the interpolation function. The 
advantage to using this method is that an accurate 
intersection point, according to the interpolation function, 
is computed. Unfortunately, the computational cost of this 
analytical calculation can become prohibitive for complex 
interpolation functions. This problem can be reduced by 
performing the full analytical solution only if some simpler 
test is passed. For example, if trilinear interpolation i:s 
used, the cubic equation necessary for determining the 
intersection point would be evaluated only if at least one of 
the eight vertices is above the isovalue, and at least one is 
below the isovalue. 

In the third class, the intersection calculation is 
performed on volumetric data and occurs at a point, but 
generally cannot terminate early. For example, if a 
maximum-value projection is required, then the traversal 
cannot terminate early, since all values along the ray must 
be considered when determining the maximum. The result 
of this intersection calculation is also dependent on the 
interpolation function. Zero-order interpolation requires 
simply examining all voxels along the ray, with the 
intersection occurring when the ray enters the maximum- 
valued voxel. For higher-order interpolation, techniques 
similar to the two described above for isosurfaces can be 
used. To improve the efficiency of the analytical solution,, 
all cells along the ray are examined, and sorted by 
maximum vertex value. The cells are then considered in 
order of decreasing maximum vertex value, with the 
analytical solution performed until the maximum value 
encounted so far is above the maximum vertex value of the 
next cell. 

The fourth and fifth classes of ray-object 
intersections are for volumetric data, where the 
intersection does not occur at a single point, but occurs 
instead along a segment of the ray. For the fourth class, 
only one value is necessary to represent the segment, as in 
an average-value projection. For zero-order interpolation, 
determining the average value along the ray is a straight- 
forward calculation. Although analytical methods could 
be used for higher-order interpolation, they are almost 
always prohibitively expensive, since the analytical 
solution must be performed for every cell along the ray. 
Therefore, a sampling technique is used instead to 
determine the average value. 
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The fifth class is used when all values along the ray 
must be passed to the shader, as occurs in cornpositing. 
For this class of intersection calculations, a sampling 
technique is always used. All the sampled values along the 
ray are passed back for the intersection segment, and the 
actual compositing operation is performed in the shader. 

4. Optimizations 

If several intersection calculations must be 
performed along a single ray, these calculations should be 
ordered in such a way as to decrease the total amount of 
computation required for that ray. The first step in this 
ordering is to place a bounding box around each object, 
and compute the points at which the ray enters and exits 
each box. This is used to quickly determine which objects 
could be intersected by this ray, and, for each object, the 
segment of the ray on which the intersection could take 
place. 

According to Equation 3, only the closest 
intersection point, and all intersection segments occurring 
closer than the closest intersection point, must be passed to 
the shader in order to evaluate the intensity equation. Since 
the closest intersection point may affect the evaluation of 
an intersection segment, this point must be determined 
before any intersection segments are processed. An 
example of this is shown in Figure 4, where an average 
value projection is being used for the first object along the 
ray. If this calculation is performed first, then the average 
value for the entire segment of the ray, St, would be 
computed. Since the closest intersection point occurs on 
St, only the average value for the segment S2 should be 
computed. Intersection point calculations are generally 
much faster than intersection segment calculations, so this 
ordering reduces the overall computation time for a ray. 

Figure 4: The intersection point for a surface object 
occurs within the intersection segment S1, therefore the 
intersection segment S2 should he used instead. 

For computational efficiency, the intersection point 
classes should also be ordered. Consider the situation 

depicted in Figure 5a, where the first object along the ray, 
as determined by the bounding boxes, requires a class two 
intersection calculation, and the second object is class one. 
Even though the ray enters the bounding box of the class 
two object first, it is better to perform the class one 
calculation first, since it is generally a much faster 
calculation, and will reduce the segment of the ray that 
must be considered for the class two intersection. 
Similarly, if the first object requires a class three 
intersection calculation as shown in Figure 5b, early 
termination of this calculation may result from performing 
the class one calculation first. For example, consider the 
case where the first object along the ray is to be rendered 
using a maximum-value projection. The closest 
intersection is the maximum value only if this value occurs 
at a closer location than Pt, otherwise the class one 
intersection is the closest. If the maximum value 
encountered along the ray up until the point Pt is vt, then 
the class three calculation could terminate after Pt as soon 
as a value v2 is encountered such that v2 > vt . According 
to these observations, ordering of the intersection point 
calculations could be obtained by sorting the objects by 
distance, where the distance for class one is where the ray 
enters the bounding box, and the distance for classes two 
and three are where the ray exits the bounding box. 

Class Two Class Three 
Intersection Intersection 

Intersection Class One intersection 

(4 PI 

Figure 5: A ray enters the bounding box of the class 
one object after entering the bounding box of the (a) 
class two object, and (b) class three object. 

Pseudocode for casting a ray, R, and computing a 
final color, C, is given in Figure 6. The 
compute-bounding-box (R, P, S) routine determines all 
objects requiring intersection points, P, and segments, S, 
whose bounding boxes are intersected by this ray. The 
lists P and S are returned in arbitrary order, so P is sorted 
by the order-points (R, P) routine according to the above 
observations. The variable Dtii, is used to keep track of 
the closest intersection point, and is initially set to infinity. 
The intersection points are processed first, followed by the 



intersections segments, with Dki, used to avoid, or 
terminate the calculation early, whenever possible. Finally, 
R, P, and S are passed to the shade routine to determine 
the final pixel color, as is described in Section 5. 

cast-ray ( R, C ) 

compute-bounding-box ( R , P, S ) 
order-points (R, P) 

D,,= 00 

while ( P f Null ) 
D = point-intersect ( P, Dmin ) 
if ( D < D min) Dmin = D 
P = P->next 

while ( S f Null ) 
segment-intersect ( S, Dmin ) 
S = S->next 

C = shade ( R, P, S) 

Figure 6: Intersection pseudocode. 

An optimization technique that works well for 
primary rays in volumetric ray tracing is known as polygon 
assisted ray casting, or PARC [2]. In this method, the 
graphics hardware present on most graphics workstations 
can be used to speed up the intersection process. A 
polygonal representation of all objects in the !scene is 
created and projected into two Z-buffers - one capturing 
the standard “nearest distance” information, and the other 
obtaining the “farthest distance” for each pixel in the 
image. If the polygonal models are created in suc:h a way 
as to completely contain the actual object, then these 
distances can be used to bound the segment of the ray 
along which an intersection can occur. Also, if no Z-buffer 
information was written for a pixel, then no intersection 
could occur for this ray. The PARC optimization typically 
reduces the computation of primary rays by a factor of 
four. The PARC optimization has been extended to 
accelerate shadow rays for point and directional light 
sources in a similar manner. Two Z-buffer projections are 
created from each light location or direction for each 
object in the scene, and this information is used to 
determine which objects must be considered when 
determining occlusion. 

5. Illumination Evaluation 

Once the intersection process is complete, the 
resulting information is passed to the shade routine ‘to 
determine the final pixel color. Figure 7 shows a pictorial 
representation of the information passed to the shader. The 
first object along the ray, A, requires a class five 
intersection calculation, therefore, samples along the ray 
are passed to the shader for the segment of the ray passing 
through the object. The second object, B, requires a class 
four intersection calculation, so one value is passed to the 
shader for the segme:nt. The third object, C, requires a 
class two intersection calculation, so information for a 
single intersection point is passed to the shader. 

Figure 7: An example of the information passed to the 
shader by the intersection routine. 

Since ray tracing is a recursive algorithm, this may 
result in further calls to the cast-ray routine. Since the 
standard ray tracing model has been extended to include 
many user-controlled, non-realistic effects, care must be 
taken when casting secondary rays from class three 
intersection points. For example, if all shading was 
eliminated for the cell in the maximum-value projection 
shown in Figure 1, it would not be possible to see the 
polygon through the cell. Typically, for maximum-value 
projections all shading effects except transmission are 
turned off, with the index of refraction set to 1, and the 
transmission coefficient set to 1 - Oa, where O1 is the 
opacity of the maximum value. This allows the polygon to 
show through the semitransparent blue parts, but not the 
opaque yellow parts, of the cell. If a transmission ray is 
naively cast from the maximum-value intersection, another 
maximum-value intersection will occur within the same 
object. To avoid this problem, the cell is turned “off”, so 
that the transmission ray cannot perform any intersection 
calculations with it. Once the ray intersects the polygon, 
the cell must be turned “on” again, so that shadowing, and 
reflection calculations are correctly performed. 
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6. Results 

The volumetric ray tracer was implemented in C 
within the VolVis volume visualization system [ 1, 21. Due 
to the large number of shading and projection options 
given to the user, computational efficiency was often 
sacrificed for coding efficiency. For example, the color of 
an object can be defined in many ways, including a single 
color, a transfer function mapping scalar value to color, or 
a 3D solid texture. Multiple versions of the intersection 
and shading code could have been created, with each 
optimized for a specific color type. Instead, the 
intersection and shading routines were developed to handle 
all possible shading and projection options. As a result, 
the ray tracing code is less than 4,000 lines, and can be 
easily extended to include new shading and projection 
options. 

In this section, a description is given for each of the 
ray traced images included in this paper. All times are 
given in seconds for a Silicon Graphics Indigo Elan 
workstation, with an R3000 processor and 8OMB of RAM. 
The volumetric ray traced images in this paper were 
computed at a resolution of 500x500 pixels, except for the 
four images shown in Figure 11 which each have a 
resolution of 450x450 pixels. 

Figure 1 shows a bullfrog sympathetic ganglion cell 
and a geometric polygon. The cell was obtained from a 
laser scanning confocal microscope at a resolution of 
256x256~46 voxels. A maximum-value projection was 
used for the cell, with the color and opacity defined as a 
function of scalar value. There is one light source in the 
scene, located above the cell, in order to produce a shadow 
of the cell on the polygon. This image was generated in 
259 seconds. 

In Figure 2, geometric descriptions were used to 
voxelize three objects using volume sampling [9]. The 
polygon was created from a geometric polygon 
description, while the nut and bolt were generated by 
voxelizing several simple geometric primitives, then 
applying voxel-based CSG operations to create the final 
models. The polygon has a resolution of 59x59x13 
voxels, the nut contains 68x41x59 voxels, and the bolt 
contains 70~123x66 voxels. Two light sources were 
included in the scene, and the final image required 258 
seconds to compute. 

Figure 8 shows a quantum mechanics simulation of 
a high-potential iron protein. The positive and negative 
wave function values were separated into two data sets, 
each containing 64x64~64 voxels. In this image, an 
isosurface in the positive values, volume rendering of the 
negative values, and two light sources were used to 
generate the final image. The isosurface in the positive 

values is a specular surface, and therefore reflections of 
both the isosurface, and the volume rendered negative 
values can be seen on the isosurface. This image was 
computed in 419 seconds. 

Figure 8: A high-potential iron protein rendered with 
both an isosurface and volume rendering. 

Figure 9 contains a geometric plane, and a 
384x256~200 voxel data set of a hippocampal pyramidal 
nerve cell obtained using confocal microscopy. An 
isosurface projection of the cell was used, and two light 
sources were included in the scene, with one placed above 
the cell to produce a shadow on the polygon. This image 
required 276 seconds to render. 

Figure 9: A hippocampal pyramidal cell casting a 
shadow on a geometric floor. 

Figure 10 shows a human head, obtained from 
Magnetic Resonance Imaging (MRI), with two (volume 
sampled) voxelized mirrors in the background. The brain 
was segmented from the same data set, and a cut plane was 
applied to an isosurface in the head data to reveal an 
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isosurface in the brain data. The head has a resolution of 
256x256~ 109 voxels, the brain contains 256~256x93 
voxels, and the mirrors each contain 59x59~13 voxels. 
The scene contains two light sources, and required 360 
seconds to compute. 

Figure 10: Voxelized mirrors are used to show several 
views of a human head, with a cut revealing the brain. 

Figure 11 shows four images from an animation of a 
scene containing a geometric polygon, two light sources, 
and a simulation of a silicon crystal at a resolution of 
32x32~96 voxels. An average of 205 seconds were 
required to compute each image in the animation sequence. 
This sequence illustrates the importance of accurate 
intersection and normal calculations, since the lower left 
image shows a section of the silicon crystal that is Iless than 
10 voxels across. 

Figure 11: Four images from an animation sequ.ence of 
a flight through a silicon crystal. 
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Figure 1: Volumetric ray traced image including a 
maximum-value projection of a bullfrog ganglion cell. 

Figure 2: Volumetric ray traced image of a scene 
containing three voxelized objects. 

Figure 8: A high-potential iron protein rendered with 
both an isosurface and volume rendering. 

Figure 9: A hippocampal pyramidal cell casting a 
shadow on a geometric floor. 

Figure 10: Voxelized mirrors are used to show several 
views of a human head, with a cut revealing the brain. 

Figure 11: Four images from an animation sequence of 
a flight through a silicon crystal. 
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