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Abstract 

Many interesting surfaces can be 
written as polynomial functions of the 
spatial coordinates, often of low degree. 
We present a method based on a ray casting 
algorithm, extended to work in more than 
three dimensions, to produce pictures of 
these surfaces. The method uses a symbolic 
algebra system to automatically derive the 
equation of intersection between the ray 
and the surface and then solves this equa- 
tion using an exact polynomial root find- 
ing algorithm. 

Included are illustrations of the 
cusp catastrophe surface, and two unusu- 
ally shaped quartic surfaces, Kummer's 
quadruple and Steiner's surface. 
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i. Introduction 

Underlying the most spectacular com- 
puter generated images is a precise 
geometric model of the scene. A very pro- 
fitable line of recent research has been 
the development of display algorithms for 
a larger range of mathematical models. 
New display algorithms have been imple- 
mented that are capable of displaying 
curved surfaces, some for parametric sur- 
face patches, most notably the bicubic 
patch [Catmull, 1975; Blinn, Carpenter, 
Lane and Whitted, 1980] and implicitly 
defined surfaces, for example quadrics 
[Duff, 1980; Blinn, 1980], superquadrics 
[Barr, 1981] and exponential density dis- 
tributions [Blinn, 1982]. The differences 
in these algorithms are primarily 
geometric; that is, for each type of sur- 
face equation different methods may be 
needed to transform the object into the 
viewing coordinate system, and to deter- 
mine the relative priority between parts 
of an object or objects so that only the 
visible surface element will be drawn. 
Once a visible surface patch has been 
found it is rendered into a frame buffer. 
This can be done quite realistically using 
the normal of the surface element and a 
local lighting model [Blinn, 1977; Cook 
and Torrance, 1981]. 

Ray tracing [Goldstein and Nagle, 
1971] is a very powerful general approach 
to rendering surfaces since it reduces the 
geometric calculations to that of solving 
for the intersection of a line with the 
surface. This has been done for the case 
of planar and quadric surfaces [Goldstein 
and Nagle, 1971; Potmesil and Chakravarty, 
1981; Whitted, 1980] and more recently 
bicubic surface patches [Whitted, 1980; 
Potmesil and Chakravarty, 1981; Kajiya, 
1982]. Generally there is no need to 
transform the surface since the view is 
encoded in the geometry of the light rays. 
This also has the advantage that rays can 
be recursively split [Whirred, 1980], to 
form new rays representing specular 
reflections and transmissions, without 
changing the nature of the calculations. 
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Figure i. The Steiner Surface. 

In this paper we show how to use a 
ray casting approach to generate pictures 
of any polynomial function of position. 
Such surfaces are called algebraic 
surfaces. Common examples of algebraic 
surfaces are planes and the quadric sur- 
faces. The main goal of this work is to 
enlarge the domain of curved surface algo- 
rithms while also generating pictures of 
many mathematically interesting surfaces 
that have never been properly drawn. Fig- 
ure 1 shows the Roman or Steiner surface 
and Figure 2 shows a quadruple; one of the 
class of surfaces first investigated by 
Kummer [Hudson, 1905]. Other examples of 
polynomial surfaces are the catastrophe 
surfaces; an example is the "cusp" shown 
in figure 3. The catastrophe surfaces are 
particularly interesting since they 
represent a fundamental classification of 
the types of surfaces that can be formed 
from polynomials. They are also interest- 
ing in that they exist in an n-dimensional 
space and their display requires that the 
ray trace be capable of proceeding through 
more than three dimensions. 
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Figure 2. Kummer's surface. 

Figure 3. The Cusp Catastrophe. 



2. Ray tracing implicit surfaces 

Although we are concerned primarily 
with algebraic surfaces embedded in n- 
dimensional space, in this section we will 
outline the steps needed to display any 
analytic surface by means of a ray trace. 

Each point in this space is 
represented by a vector, the n-tuple 

(x, y ..... z) (i) 

and the surface by the n-I dimensional 
subset satisfying the equation: 

F(x,y ..... z) = 0 (2) 

The normal to the surface is in the direc- 
tion of the gradient of F evaluated at a 
point on the surface, 

= (~F, ~F ..... ~F) I (3) 

The _ major geometric calculation 
underlying all ray tracing algorithms is 
the intersection of a line, which 
represents a particular light beam, with a 
surface. The line equation can be written 
in the following parametric form: 

x = x t+x 
1 0 

y = y t+y 
1 0 

z = z t+z 
1 0 

(4) 

If the parameter t spans the real numbers 
then the line extends infinitely in both 
directions; if instead we restrict t to 
take on only positive values then we are 
left with a ray anchored at the point, 
(x , y ..... z ), and pointing in the 

0 0 0 
direction (x , y .... , z ), For each ray 

1 1 1 
of light we must find which surface it 
intersects, if any, and for all the 

possible intersections (there may be more 
than one) the closest intersection along 
the path of the ray. The intersections 
can be found by substituting for the 
x,y,...,z coordinates of the surface equa- 
tion the corresponding ray equations, (4), 
to yield the new equation in the single 
variable t, 

F*(t) = 0 (5) 

The real zeros, t , t , ..., t , of this 
0 1 k 

equation are simultaneous solutions to 
both the ray and surface equations and 
therefore intersections. If there are no 
real solutions then the ray does not 
intersect the surface; if there exists a 
solution t<0 then that intersection is 
behind the anchor point of the ray and 
therefore physically does not impede the 
path of the ray. The first physical 
intersection is the closest point to the 
anchor and corresponds to the lowest posi- 
tive real solution to the above equation. 
Given the solution we can determine the 
coordinates of the point of the intersec- 
tion by the original ray-equation (4). 
These in turn can then be substituted into 
equation (3) to find the surface normal. 
Depending on the illumination model, we 
can either split the incominq ray into 
additional rays and recursively trace them 
or immediately compute an intensity value 
using a local shadinq function. 

To generate a complete frame buffer 
image a ray is cast at each picture ele- 
ment, sampling the surface. To do this we 
must determine the location of the image 
plane in space and the type of projection 
desired. The image plane can be 
parameterized by: 

Y = [ R+uU+vV : (u,v) e[-l,l] ] (6) 

where the vector 

R = (x ,y ..... z ) 

r r r 

is a point on the plane, and the two vec- 
tors, 

U = (x ,y ..... z ) 
u u u 

and 

v = (x ,y ..... z ), 

v v v 

are two orthogonal vectors contained in 
that plane. The parameters u and v are 
normalized frame buffer coordinates. The 
surface is projected onto this plane by 
passing a ray through that image point out 
into the object space. There are two com- 
mon methods of doing this (i) by forcing 
all rays to pass through a common vantage 
~oint, or (ii) forcing all rays to travel 
in the same direction. The first method 
is called a perspective projection; the 
second method a parallel projection. 

The method outlined above works for 
arbitrary functions provided we can (i) 
convert the function F to F*, and (ii) 
solve for the first positive real zero of 
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F*. The remainder of this paper will 
describe a system that performs both these 
operations for surfaces defined as polyno- 
mial functions of the space coordinates. 

~. Ray tracing algebraic surfaces 

An algebraic surface are those sur- 
faces that can be written as a finite 
number of terms involving coordinates 
raised to a positive integral power. With 
this definition a surface defined using 
logarithms, exponentials or transcendental 
functions is not considered an algebraic 
surface. The general form is there- 
fore:Ill 

1 m n 
i j k 

Pcx y ..... aijkx y z C7) 

The degree of the surface is equal to the 
maximum combined degree of the coordi- 
nates, d=l+m+n. 

Upon substitution of the ray-equation 
into this equation a univariate polynomial 
in t is formed: 

P*(t) = ~ a.t i (8) 
i=O i 

The line intersection with an algebraic 
surface has several properties not shared 
by the general analytic surface. First, 
notice that the maximum number of real 
roots is equal to the degree of the origi- 
nal polynomial. And, if all the coeffi- 
cients of the univariate polynomial are 
zero then the equation is always satis- 
fied, implying that the line lies on the 
surface. 

The display system we have developed 
consists of two major parts, a surface 
compiler and the ray caster/intersector. 
The surface compiler reads the equation of 
the surface and generates the coefficients 
of the univariate polynomial P*. The same 
program calculates expressions for the 
normal to the surface. The output of the 
surface compiler is included in another 
program which casts the rays to generate 

the picture. The a~pects of £hese pro- 
grams unique to algebraic surfaces are (i) 
the symbolic processing in the surface 
compiler and (ii) the line intersection 
calculation in the ray casting program. 
These are described in the next sections. 

If]The symbol F is used to signify an 
analytic surface and the symbol P to 
denote a polynomial or algebraic surface. 

~.!. Symbolic Methods 

The surface compiler is a lisp pro- 
gram which accepts as input the equation 
of the surface, substitutes the ray equa- 
tions into this equation to form expres- 
sions for the coefficients of the polyno- 
mial P* and outputs them as a series of 
statements in the programming language C. 
The symbolic algebra needed to manipulate 
polynomials in these ways is well under- 
stood, therefore we will only outline the 
methods used. 

When the equation is read it is con- 
verted to the equivalent lisp expression 
(i.e., from infix to prefix). All the 
arithmetic operators from the original 
surface equation are replaced by operators 
which perform polynomial arithmetic and 
all the spatial coordinates are replaced 
with expressions from the right hand side 
of the ray equation (4) for that variable; 
these equations are linear polynomials in 
t. The resulting expression for the sur- 
face is evaluated by symbolically combin- 
ing the polynomials in t. At each step 
the coefficients of the new polynomials 
are passed to an algebraic simplifier. 
When all the original arithmetic operators 
have been evaluated there remains a single 
univariate polynomial in t, the desired 
P*. Notice that the coefficients are 
represented by expressions containing the 
variables of the ray, the x and x etc., 

0 1 
and any other constants which were part of 
the original surface equation. 

The eventual evaluation of the coef- 
ficients can be further optimized while 
their equations are still in symbolic 
form. In particular, the resulting state- 
ments often contain common subexpressions 
which are repeated several times. The 
total number of arithmetic operations can 
be substantially reduced by evaluating 
these subexpressions only once. The 
optimizer accepts a group of statements, 
and from these creates a list of innermost 
expressions (that is, terminal nodes in 
the expression tree) which occur more than 
once. For each repeated subexpression a 
new statement is created which assigns 
that subexpression to a temporary variable 
and substitutes the temporary variable for 
the subexpression in the original set of 
statements. The entire process is then 

repeated until no common subexpressions 
have been found. 

Finally from the original surface 
equation it is possible to symbolically 
differentiate the equation with respect to 
each spatial coordinate to form the normal 
to the surface. 

Figure 4 contains the output of the 
surface compiler for the coefficients of 
Roman surface shown in Figure i. The same 
figure also shows the final code generated 
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{ 
a[4J=y0*y0*z0*z0+z0*z0*x0*x0+x0*x0*y0*y0+x0*y0*z0; 
a[3]=((((yl*y0+y0*yl)*z0*z0)+(y0*y0*(zl*z0+z0*zl)))+((((zl*z0+z0*zl)*x0*x0)+ 
(z•*z•*(x•*x•+x•*x•)))+((((x•*x•+x•*x•)*y•*y•)+(x•*x•*(y•*y•+y•*y•)))+(((x•*y•+x•*y•)*z•) 
+(x0*y0*zl)))))); 
a[2]=((yl*yl*z0*z0+(((yl*y0+y0*yl)*(zl*z0+z0*zl))+y0*y0*zl*zl))+((zl*zl*x0*x0+ 
(((z•*z•+z•*z•)*(x•*x•+x•*x•))+z•*z•*x•*x•))+((x•*x•*y•*y•+(((x•*x•+x•*x•)*(y•*y•+y•*y•)) 
+(x0*x0*yl*yl)))+((xl*yl*z0)+((xl*y0+x0*yl)*zl))))); 
a[l]=(((yl*yl*(zl*z0+z0*zl))+((yl*y0+y0*yl)*zl*zl))+(((zl*zl*(xl*x0+x0*xl))+ 
((z•*z•+z•*z•)*x•*x•))+(((x•*x•*(y•*y•+y•*y•))+((x•*x•+x•*x•)*y•*y•))+(x•*y•*z•)))); 
a[0]=yl*yl*zl*zl+zl*zl*xl*xl+xl*xl*yl*yl; 
d=4; 
} 

{ 
double g26•g25'g24•g23'g22•g2••g2••g•9•g•8•g•7•g•6'g•5'g•4•g•3•g•2•g••'g••'g•9•g•8•g•7• 
g07=y0*y0; g08=z0*z0; g09=x0*x0; gl0=x0*y0; gll=yl*y0; gl2=y0*yl; 
gl3=zl*z0t gl4=z0*zl: gl5=xl*x0t gl6=x0*xl; gl7=xl*y0; gl8=x0*yl; 
gl9=yl*yl; g20=zl*zlt g21=xl*xl; g22=xl*yl; 
g23=gll+g12; g24=g13+g14; g25=g15+g16; g26=g17+g18; 

d=4; 
a[0]=gl9*g20+g20*g21+g21*gl9; 
a[l]=g19*g24+g23*g20+g20*g25+g24*g21+g21*g23+g25*g19+g22*zl; 
a[2]=g19*g08+g23*g24+g07*g20+g20*g09+g24*g25+g08*g21+g21*g07+ 
g25*g23+g09*g19+g22*z0+q26*zl; 
a[3]=g23*g08+g07*g24+g24*g09+g08*g25+g25*g07+g09*g23+g26*z0+g10*zl; 
a[4]=g07*g08+g08*g09+g09*g07+gl0*z0; 
} 

Figure 4. The output of the surface compiler for 
the Steiner surface shown in Figure i. 

after subexpression optimization which in 
this case reduces the total number of 
arithmetic operations required by almost 
50 percent. 

3.2. Numerical Methods 

Once the coefficients are determined 
several methods are used to solve for the 
real roots. We have opted for root finders 
which uses the properties of polynomials 
to increase the accuracy of the roots. 

Many of the equations of interest 
have degree less than 5. For these equa- 
tions there exist analytical solutions 
requiring the radical of a real number. 
Linear equations can be trivially solved; 
quadratic equations can be solved by the 
quadratic formula, requiring a square 
root. A method for solving cubics was 
discovered by Cardan and a method for 
solving quartics was discovered by his 
pupil Ferrari.[2] In these cases we gen- 
erate all the roots, ignore the imaginary 
roots and negative real roots, and then 

[2]Other exact methods exist up to 
higher orders but involve complicated 
functions. It is well known that equations 
above degree five cannot be solved using 
only radicals; in fact equations of degree 
3 also cannot be solved without the use of 
trigonometric substitution--this is the 
famous causus irreducibilis. 

finally sort the remaining real roots to 
find the lowest positive root. We have 
found that these methods are simple, fast 
and robust. 

For polynomials whose degree is 
greater or equal to 5 we use a hybrid 
method which is guaranteed to give the 
exact answer to within some tolerance. It 
was originally described by Uspensky[19483 
and then improved and modified by Collins 
for use in the SAC-2 computer algebra sys- 
tem [Collins and Akritas, 1976; see also 
Collins and Loos, 1982]. This algorithm 
allows one to separate the real roots 
within the interval, 0 to i, into a set of 
disjoint intervals each containing a sin- 
gle root. The number of roots within an 
interval can be calculated using a theorem 
due to Descartes that states that the 
number of sign variations, that is, tran- 
sitions in the coefficients from negative 
to positive or vice versa, is equal to the 
number of positive real roots or less than 
that by an even number. A corollary is, 

if the number of sign variations is 1 then 
there exists a single positive real root, 
and if the number of sign variations is 0 
then there cannot be any positive real 
roots. To take advantage of this theorem 
the interval, 0 to i, must be transformed 
to the positive real axis. This is done 
with the substitution, 

p*' = (t+l)np*(I/(t+l)) 
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(which amounts to simply reversing the 
order of the coefficients and then expand- 
ing the polynomial in powers of t+l). If 
there is more than one sign variation we 
can bisect the standard interval, 
transform the two subintervals to the 
standard interval and repeat the above 
test. An elegant theorem due to Collins 
guarantees that this method isolates all 
the roots. A further remarkable fact is 
that if the coefficients are integers then 
all the operations described above can be 
done using only shifts and adds. 

Since we need only the lowest posi- 
tive real root we can always search the 
leftmost interval first, switching to the 
right interval only if no roots are con- 
tained in the first. This allows us to 
more quickly home in on the isolating 
interval containing the lowest positive 
root. Also once an interval containing a 
single root has been found other iterative 
root finding methods can be employed pro- 
vided they guarantee that the root does 
not wander.outside the interval. Experi- 
mentally, we have found that the method of 
re@ula falsi more rapidly converges to the 
root than either simple bisection or con- 
tinual application of the Collins-Uspensky 
algorithm. 

4. Results 

To test the program we used Steiner's 
surface 

22 22 22 
x y +y z +z x +xyz = 0, 

the quadruple Kummer's surface 

(x 4 4 4 2 2 2 2 2 2 2 2y2) 
+y +z +l)-(x +y +z +y z +z x +x = 0, 

and the cubic cusp catastrophe 

3 
z +xz+v = 0. 

These surfaces were generated at an 
effective resolution of 1024 x 972 on a 
Digital Equipment Corporation VAX 11/780. 
Since they have degree less than 5 the ray 
intersection can be calculated with either 
the classic method or the Collins-Uspensky 
algorithm. On the average a full screen 
image of the quartics took 6 minutes of 
CPU time with the exact solution and 
approximately 25 percent longer with the 
more general polynomial root finder. 

5. Summary and Discussion 

To reiterate, we have shown how to 
automatically perform the line-surface 
intersection for a general algebraic sur- 
face resulting in a univariate polynomial, 
P*, and how tO solve for the first posi- 
tive real root of this polynomial to 
within some specified tolerance. This root 
is the intersection of a ray with the sur- 
face and represents the visible surface 
element. The above methodology is very 
general placing no restrictions on the 
number of dimensions or the degree of the 
surface. 

The symbolic surface compiler has 
been very valuable, especially since we 
are interested in displaying a variety of 
surfaces defined by quite different equa- 
tions. To generate a picture of a new 
surface the user need only provide the 
equation of the surface and the view 
desired; there is no need to know any of 
the details of the ray tracing algorithm 
itself. Within a few minutes of entering 
the equation of a surface a custom program 
is created which is capable of displaying 
the surface. The surface compiler 
automatically performs the tedious and 
error prone task of generating the coeffi- 
cients of the univariate polynomial and 
the normal to the surface. 

Since the compilation is done once 
per surface, it is worth the extra time to 
simplify and optimize the evaluation of 
the various expressions generated. Execu- 
tion time profiles show that over 90 per- 
cent of the time is spent in solving for 
roots of the polynomial P*, the substitu- 
tion time being almost insignificant 
despite the complexity of the expressions. 
We strongly believe that the symbolic 
preprocessing significantly speeds the 
execution time of the resulting program 
but since the programming required to per- 
form the ray substitution at every pixel 
has approximately the same complexity as 
that involved in the compiler we decided 
to only implement it as a preprocessor. 

The importance of the polynomial root 
finder is very graphically illustrated by 
the catastrophe surfaces which contain 
sharp singularities susceptible to numeri- 
cal imprecision. The polynomial root 

finder we have used was originally imple- 
mented as part of the SAC-2 computer alge- 
bra system and is exact, that is, if the 
coefficients of the polynomials are 
represented as multiple precision integers 
the calculated roots are guaranteed to lie 
within a prespecified tolerance of the 
true roots. Dennis Arnon has used this 
system to display algebraic curves [Arnon, 
1981]. Unfortunately, generating a shaded 
image with multiple precision integers 
would be quite slow so we opted for ordi- 
nary floating point arithmetic. This 
introduces some error into the calculation 
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but does not seem to effect the pictures 
we have generated. However, a systematic 
method of performing the computations with 
integers of fixed size would be very 
desirable. 

When tracing a ray of light only the 
lowest positive solution need be calcu- 
lated. An algorithm employing bisection, 
such as the Collins-Uspensky algorithm, 
can use this fact to reduce the number of 
roots calculated and save a significant 
amount of time. 

Of considerable interest is the 
development of algorithms for other 
classes of analytical surfaces. As out- 
lined above with a ray tracing approach 
the problem reduces to essentially that of 
finding positive real roots of the func- 
tion F*. General purpose zero finding pro- 
cedures either are too computationally 
expensive and/or lack the accuracy 
required. Unlike algebraic functions which 
have exact solutions other classes of 
functions require heuristics based on the 
qualitative properties of the function. 
For example, properly selected starting 
points followed by the application of an 
iterative root finding algorithm will 
often converge to the true root. Jim 
Blinn's blobby atoms display algorithm is 
excellent example of careful application 
of this paradigm. 

One of the major advantages of ray 
tracing algorithms is that they provide a 
uniform geometric framework, the line- 
surface intersection, for displaying a 
variety of different surface types. 
Perhaps only Z-buffer algorithms are as 
flexible. Unfortunately this increased 
generality increases the computation time 

slgnificantly. Therefore, it may be time 
to seriously consider implementing some 
part of the algorithms in hardware. One 
approach is to exploit the independence of 
the calculations from pixel to pixel and 
perform these calculations in parallel, 
perhaps on a multiprocessor architecture. 
But since the majority of the execution 
time is spent searching for line-surface 
intersections it might be more advanta- 
geous to employ special hardware to solve 
for these intersections. In this paper we 
have shown how this problem can be solved 
for algebraic surfaces. Jim Kajiya 
[Kajiya, 1982] has also very elegantly 
shown how the intersections of a piecewise 
polynomial surfaces with a line can also 
reduced to solving a univariate polynomial 
equation. A large class of surfaces could 
therefore be displayed if a polynomial 
root finder was embedded in hardware. The 
Collins-Uspensky algorithm would be a 
leading candidate for such a machine since 
it involves very simple operations on the 
coefficients of the polynomial. 
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