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ABSTRACT

Background: Low reproducibility of histologic grading of breast carcinoma due to its subjectivity has traditionally diminished the prognostic value of histologic breast cancer grading. The objective of this study is to
assess the effectiveness and reproducibility of grading breast carcinomas with automated computer-based image
processing that utilizes stochastic geometry shape analysis. Methods: We used histology images stained with
Hematoxylin & Eosin (H&E) from invasive mammary carcinoma, no special type cases as a source domain and
study environment. We developed a customized hybrid semi-automated segmentation algorithm to cluster the
raw image data and reduce the image domain complexity to a binary representation with the foreground representing regions of high density of malignant cells. A second algorithm was developed to apply stochastic geometry
and texture analysis measurements to the segmented images and to produce shape distributions, transforming
the original color images into a histogram representation that captures their distinguishing properties between
various histological grades. Results: Computational results were compared against known histological grades
assigned by the pathologist. The Earth Mover’s Distance (EMD) similarity metric and the K-Nearest Neighbors
(KNN) classification algorithm provided correlations between the high-dimensional set of shape distributions and
a priori known histological grades. Conclusion: Computational pattern analysis of histology shows promise as
an effective software tool in breast cancer histological grading.
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1. INTRODUCTION
In this study we explored novel computational technologies that may be used to predict biological behavior of
breast carcinoma based on image processing, analysis, and stochastic geometry. Our approach is based on a
two-module effort composed of unsupervised image clustering and stochastic geometry analysis. In our study,
we automatically and objectively estimated structural biological behavior and classified diseased tissue using
digital image analysis. Specifically we studied the effectiveness of image processing and shape analysis applied
to Hematoxylin and Eosin (H&E) stained histology images of breast carcinoma in order to estimate histological
grade.
Unsupervised image clustering is the classification of unlabeled patterns (objects within the image scene) into
segments (classes or clusters). It consists of computer algorithms that automatically calculate classes of unknown
group entities on the basis of similarity of features.1 The purpose of using unsupervised image clustering in our
approach is two-fold: (a) it reduces the intensive need for a disease-specific physician to label objects and regions
of interest in the image data, and (b) it transforms raw medical images into labeled segmented images, which
serve as input to our stochastic geometry module. We designed and investigated a hybrid semi-generic image
segmentation algorithm by combining a set of well-known image clustering techniques and partially incorporating
high-level domain knowledge in one or more phases of the segmentation. The goal behind this was to determine
if such an algorithm is capable of accurately handling medical images of different levels of biological structural
organization (e.g. cellular level, tissue architectural level, function level, etc.), generated by either invasive or
non-invasive procedures.
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Stochastic geometry is the study of the random processes that produce geometric structures and spatial
patterns. It focuses on analyzing and quantifying the connections between geometry and probability in order
to describe and characterize small-scale structural features, large-scale spatial events, and aggregate statistical
geometric properties.2–4 In this study we investigated if stochastic geometry point process measures are effective at capturing and characterizing the spatial distribution of malignant cellular organizations in tissue. These
operations transform the geometric structures of the tissue into computational structures (shape distributions)
that may be analyzed, quantified and classified. Our research explored the ability of the numerical classifications produced by stochastic geometry analysis to correlate with specialist-produced diagnoses, and therefore to
determine if they can ultimately be used for disease forecasting and treatment.
A shape distribution5 is one type of digital signature that captures the shape and structure of 2D and 3D
objects. It represents the features of an object as a probability distribution sampled from a shape function that
measures geometric properties. Shape distribution analysis transforms a geometric object into a parameterized
function of a geometric measure, e.g. distance, with a random sampling process providing the transformation.
These measures may be derived from stochastic geometry or other shape analysis techniques.6, 7 The information
of the distribution function is frequently represented as a histogram or Probability Density Function (PDF).
Shape distributions have been used extensively by the geometric design and shape modeling communities and
have shown to be effective when comparing and measuring the differences between the shapes of two geometric
models.5, 8 Converting complex geometric objects into a shape distribution maps the problem of comparing two
complex and detailed images/models into the problem of measuring the distance between two distributions. The
latter is a well-studied problem with robust solutions, e.g. LN norms and Earth Mover’s Distance, etc.9–11

2. MATERIALS AND METHODS
2.1 Automatic Segmentation of Cancer Cells in Areas of Interest
We developed acquisition and image processing techniques that automatically digitize entire H&E histologic
slides, target well-populated cell regions and re-capture those regions with high magnification, to produce images
of regions of interest for further analysis. This includes techniques for automatically identifying and segmenting
pixel regions in the images composed of cancer cells. Figure 1 shows the main steps in this process: a) automatically scan contiguous sections of the histology glass slides; b) combine the individual digital images to create
a single image dataset; and c) computationally process and analyze raw image data to produce segmentations,
which are binary images that identify objects or regions of interest. H&E stained slides taken from paraffin
blocks for 30 de-identified invasive mammary carcinoma, no special type cases, 10 from each grade as defined by
the Nottingham breast cancer grading system,12 were selected using an honest broker system according to an
approved IRB protocol. Each case was reviewed by a pathologist (FUG) to assign the histologic grade.
The entire tissue area within the H&E glass slides is automatically digitized using a motorized histology slide
imaging system, producing images of approximately 34,000 x 29,000 pixels in size. This system is comprised
of a customized Olympus BX60 microscope equipped with a LUDL’s BioPrecision motorized stage, motorized
filter wheel, iris and objectives turret, a high-speed acquisition and tiling system (Objective Imaging, Cambridge,
UK), which uses a customized PCI card to synchronize the camera, software and motorized stage, and a Retiga
2000R digital color camera. The histology slides are initially scanned using a 2X Olympus PlanApo objective to
provide an overview of the entire slide and automatically identify the smallest bounding rectangle that surrounds
the entire tissue area. The coordinates of this bounding rectangle are used to re-scan the non-empty tissue area
with a 10X Olympus UPlanApo objective, allowing for the high-resolution imaging of the distribution of cells
and tissue structures. All digital histology images are organized by histological grade and archived, thus creating
a ”ground truth” image dataset to be used in this study.
As a first step, we partially utilize an automated image processing approach previously described by Petushi
et al.13, 14 to segment original raw images. The approach is a hybrid method that bundles within an automated
framework: grayscale conversion, segmentation with adaptive thresholding and morphological operations, blob
(micro-object) labeling, shape feature extraction, and blob filtering. The main critical step here is the adaptive
thresholding, which uses a technique proposed by Otsu.15 This is an unsupervised image clustering technique,
which tests each individual intensity level within the histogram of a given image to automatically find the one

Figure 1. Flow-chart of automated acquisition and segmentation of tumor histology images.

that optimizes image thresholding. For each candidate thresholding intensity level it looks at a criteria function
that minimizes the variance within each image cluster and maximizes the variance in-between different class
clusters. As a result, the optimal threshold intensity level will be the one that creates homogeneous same-class
image clusters.
Applying the algorithm to our digital histology images dataset produces segmented images, which are binary
images with the foreground class identifying likely regions of neoplastic cells as white areas/blobs, and the
background class identifying regions of surrounding tissue (i.e. adipose tissue and/or extracellular matrix) as black
areas. Morphological operators16 are used to improve optimal thresholding segmentation results by smoothing
blob edges, filling holes within individual blobs, and separating slightly touching blobs associated with slightly
overlapping cells. Blobs are uniquely labeled, shape and intensity measurements are performed, and extracted
features are used to filter out noise artifacts. This process identifies the spatial positions of hundreds of thousands
of neoplastic cell nuclei in the original entire-tissue-area histology images.
Using these binary image segmentation results, high neoplastic cell nuclei density regions in each original
image are identified as follows: a square window, large enough to contain multiple nuclei (50 × 50 pixels) scans
whole section images and assigns a density value (number of nucleus pixels per square image window) to each
pixel. The result of this filtering operation generates a topological-like map with the local maxima indicating
high nuclei distributions of neoplastic cell nuclei. A region of highest density of neoplastic cell nuclei within
a rectangular box of size 6400 × 6400 pixels is identified in each original image to represent the ROI for each
histology slide case in this study. This ROI is identified by: a) finding the regional maxima (density peaks) in
the topological-like map; b) centering a rectangle window of size 6400 × 6400 pixels over the local maxima in
the topological map; c) recalculating the density value by counting the number of white pixels within the ROI
rectangle; and d) defining the 6400 × 6400 region with the highest density as the representative ROI of a slide.
At the end of this step we create a set of 30 ROI images (one for each case), where each ROI is a 6400 × 6400
pixels image section taken from the original entire-tissue histology images.
These ROI images are re-segmented using a modified version of the segmentation algorithm. To improve
the segmentation results, we explored ways to increase the capturing performance of the Otsu thresholding
technique by applying it to different channel combinations in the images. We investigated the performance
of the thresholding technique in 10 different two-color channel combinations in RGB (red, green, blue) and
HSV (hue, saturation, value) as shown in Figure 2. Each color channel combination is used as input to the

Figure 2. (Top) Maximization values for the 256 levels of the 10 color channel combinations. (Bottom) Three variables of
the Otsu algorithm for the 10 color channel combinations. MaxVal (black) - the maximum value of the criteria function.
EM (brown) - effectiveness metric. Level (white) - threshold level corresponding to MaxVal.

automated thresholding module and the maximization value of a class separation criteria function is recorded
for each intensity level within each corresponding histogram. These criteria functions attempt to maximize the
variance (heterogeneity) in-between two different classes, while minimizing the within-class variance. A plot
corresponding to the color space channel combinations shown in the upper part of Figure 2 visualizes the inbetween class variance of all intensities (256 levels) per combination tested. We see that, within each channel
combination, a given intensity level reaches the maximum in-between class variance. The bottom part of the
Figure 2 presents the three variables of the Otsu algorithm for the 10 color channel combinations. They are
MaxVal (black) - the maximum value of the criteria function, EM (brown) - effectiveness metric, and Level
(white) - threshold level corresponding to MaxVal. EM ranges between 0 and 1, and Level has been normalized
between 0 and 1. All values have been multiplied by 1000.
Finding the optimal color space channel combination is a matter of comparing the plot values and finding the
maximum. In the histogram shown in Figure 2 (top), the hue and saturation (HS) combination gives the optimal
color space and channels to be used as input to the Otsu thresholding module. This unsupervised technique is
used to automatically calculate the optimally thresholded image for each ROI. Figure 3C shows thresholding
results for the image in Figure 3B using the optimal color channel combination as compared to the thresholding
results in Figure 3A, where a non-optimal combination is used. Figures 3B and 3E present the original histology
scans.
In addition, neoplastic cell information is interactively provided to the algorithm by utilizing a graphical
user interface (GUI), as seen in Figure 4. Using the GUI a trained user can easily and interactively identify
up to 50 representative cancer cells and link them to the cases. The cells are automatically segmented and a
series of standard shape and intensity measurements (i.e. area size, intensity coefficient of variance, major/minor
axis ratio, etc.) are computationally extracted to be used in the algorithm as case-specific neoplastic-cellcharacterizing criteria to screen each segmentation blob through a filtering set; thus objectively reducing noise
introduced by background intensity levels that are similar to intensity levels corresponding to foreground areas.
The same GUI is used to integrate all the computational steps performed in the segmentation algorithm;

Figure 3. Example showing improved thresholding performance when an optimal color channel combination is used versus
a non-optimal color channel combination during segmentation; B and E are the original histology scans. A and D are the
non-optimal results. C and F are the improved results. A, B, and C are zoomed regions within D, E, and F.

Figure 4. Graphical user interface that integrates all computational steps of the segmentation algorithm.

thus providing a user-friendly semi-automated segmentation method. A user can easily and interactively select
a case image, navigate to an ROI, zoom in/out, select an area of interest, identify neoplastic cells, automatically
or manually segment and measure them, and finally run a full segmentation process on each ROI image.

2.2 Geometric Measures for Shape Distribution Transformation
The segmentation stage creates binary images, where white pixels represent regions of high neoplastic cell density.
These images are processed and analyzed with geometric shape measures that capture and transform the cancer
cell spatial structures. This process produces a shape distribution for each measure, represented as a histogram,
that effectively maps the substantial, complex 2D data of the ROI images into a tractable one-dimensional
construct.17, 18 A number of geometric measures were implemented to generate the shape distributions. These
include: inside radial contact, inside line contact, area, perimeter, area vs. perimeter, curvature, aspect ratio and
major axis alignment.
2.2.1 Inside Radial Contact
The radial contact measure determines the maximum radius of a disk centered at an arbitrary pixel inside a
structure that will not intersect the structure’s boundary. Applying this measure to a binary image produces a
shape distribution function that captures the general size and shape of the analyzed regions. The measure may
be applied to both the white (inside) and black (outside) regions. We have chosen to apply it to just the inside
regions, because we are interested in analyzing the spatial distribution of the neoplastic cells. The measure
may be efficiently implemented by applying a Euclidean distance transform to the white regions,19 and then
calculating a histogram of distance values associated with the white pixels in the segmented image. Each bin in
the histogram provides the number of pixels in the image that contain a distance value equal to the bin number.
2.2.2 Inside Line Contact
The inside line contact measure is conceptually similar to the radial contact measure in that it uses a shape
to probe the image in order to produce a shape distribution. The radial contact employs a disk, while the line
contact uses lines for its geometric calculations. Given a point and a direction within a white region the line
contact measure determines the longest line that can go through the point in the given direction and still fit
inside the region. The measure is implemented by defining lines that connect every pixel on the edge of the image
to every other pixel on the other three edges. These lines are intersected with the white regions. All contiguous
spans of white pixels that the lines pass through in the regions are detected. Each length of the individual spans
is mapped to an associated bin in the shape distribution. Even though the maximum length of the spans is
limited by the size of the image, the bin values of the histograms tend to range from one up to approximately
120.
2.2.3 Area
The area metric is the simplest of all metrics. The area of each white region is calculated by counting the number
of pixels contained within the region. The pixel count (area) is then mapped to the bin indices. Any area below
64 pixels and greater than 1500 pixels were classified as outliers and omitted from the area histograms. It was
determined that any region smaller than 64 pixels could not be a cell. Any region larger than 1500 pixels is
almost always an object consisting of many overlapping or not completely separated cells. Due to the wide range
of the area values, we divided each area by ten. The bins in each area histogram range from six to 150.
2.2.4 Perimeter
The perimeter metric is computed for each white region. Any white pixel that is next to a black one is marked
as a perimeter pixel. The perimeter metric is similar to the area metric in that it simply counts the number of
perimeter pixels for each white region. Unlike the area metric, perimeter does not have the problem of generating
overly large histograms that need to be scaled down in size; it only has a lower bound. The reason for the bound
is that a white region with an area of 64 pixels cannot have a perimeter less than 28 pixels long (assuming a
circular region). The bins of the perimeter histograms therefore range from 28 to approximately 350.

2.2.5 Area/Perimeter
Area divided by perimeter is a hybrid metric that provides another calculation for characterizing the shape of an
object. For example, this measure is maximal for a circular object, and goes to zero is the object elongates and
flattens out. The metric simply takes each white region, computes both the area and the perimeter metric and
then computes a ratio of area over perimeter. The values generated by this metric range from 12 to approximately
135. These values are used as bin indices for the associated shape distribution.
2.2.6 Curvature (Roughness)
The curvature metric is computed using a level set approach that requires a gray-scale image. We apply Gaussian
filtering to the binary segmented images in order to convert them to blurred gray-scale images. Given the blurred
image curvature can be calculated at those pixels identified as boundary pixels in the segmented binary image.
Calculating curvature along the boundary of the white regions gives some characterization of their roughness.
The following formula for curvature for gray-scale objects20 was used to determine roughness,
∇·

φxx φ2y − 2φx φy φxy + φyy φ2x
∇φ
=
|∇φ|
(φ2x + φ2y )3/2

(1)

The subscripts signify partial derivatives of the image values φ. The absolute values of curvatures obtained from
the images ranged between 0 and 35 and exhibited high fluctuations. To provide finer bucket resolution the
curvature range is multiplied by 50. After this step many large gaps of empty bins between nonzero buckets are
produced towards the high end of the histogram. The histogram are then cut off at 350 to reduce the influence
of these outliers. The resulting curvature histograms range from zero up to 350.
2.2.7 Aspect Ratio
For the aspect ratio measure an ellipse is calculated that best approximates each white region. The first step in
computing the ellipse involves calculating the covariance matrix for each separate white, foreground object. The
covariance matrix is a 2 × 2 matrix where each element is defined as
1X
cij =
(pi − p̄i )(pj − p̄j )
(2)
n p
for the n pixels in the white objects. i, j both refer to the x and y coordinates of the pixel p and centroid of the
white region is p̄. Applying principal component analysis we can extract the eigenvectors and their associated
eigenvalues from the matrix. The eigenvector with the largest eigenvalue points in the direction of the greatest
variance. The eigenvalue gives a measure of the magnitude of the variance. The eigenvalues give the size of
the major and minor axes of the approximating ellipse. Dividing the lesser value by the greater value gives the
aspect ratio, a number between 0 and 1. A value of 1 implies a round shape. As the aspect ratio goes to zero,
the associated shape becomes more elongated. The aspect ratio was multiplied by one hundred in order to map
the aspect ratio value into histogram bins. Extremely elongated white regions were considered outliers and were
not included in the final shape distributions. The aspect ratio shape distributions therefore only include bins
from 17 to 100.
2.2.8 Major Axis Alignment
This metric is motivated by some of the metrics used in the Gleason grading system for prostate cancer.21 It first
gathers orientation information for all the white regions in a segmentation image. The process of gathering this
information is similar to the one used for the aspect ratio measure. Here though, we use the eigenvectors instead
of the eigenvalues. Using the major axis (the eigenvector with the larger eigenvalue) for each white region we
calculate an average major axis direction vector for all of the white regions. The angle between each eigenvector
and the average major axis direction is calculated. Calculating the absolute value of the dot product between
these two vectors approximates the angle. Specifically this produces the absolute value of the cosine of the angle,
which varies between 0 and 1. In order to map this value range into histogram bins, we multiply each value by
one hundred. All values then fall into bins between zero and one hundred. This metric quantifies the degree of
alignment between the cancer cells in the image.

2.2.9 Filtering and Measuring the Distributions
These eight metrics fall under two categories: region-based and image-based. All metrics are region-based except
for inside radial contact and line contact, which are calculated for all pixels and do not require a separation of
the segmented image into individual white regions. All the region-based metrics are calculated together so that
filtering of the regions may be done consistently. The filtering, which is done before calculating the metrics,
consists of: 1) all regions pass through the size filter (64 < size < 1500 pixels), 2) all regions will then pass
through the aspect ratio filter (ratio > 1/6), 3) for perimeter-based metrics, except curvature, the regions pass
through the perimeter filter (perimeter > 28). Additionally, since the range of histogram values can span over
several orders of magnitude, the bin values are transformed into a log10 scale. Compressing the range of bin
values improves the stability of the similarity calculation.
In order to provide a more quantitative understanding of the shape distributions we analyzed their similarities
with a distribution distance metric, the Earth Movers Distance (EMD).9 EMD was used to discover correlations
between the high-dimensional set of shape distributions and the pathologist-defined histologic grades of our
specimens. EMD is a technique for quantifying the dissimilarity between two distributions. It is the minimal
cost required to transform one distribution into another. It is based on a solution to the transportation problem.
We can view one distribution as a supplier and another as a consumer of goods. The EMD is the minimum
cost required for the suppliers to meet the demand of the consumers. The EMD between an unknown shape
distribution and the shape distributions of a specimen of known histologic grade can be calculated. The higher the
resulting ”distance” is between the two distributions the more dissimilar the shape distributions are. Conversely,
a low EMD implies that the shape distributions are quite similar.

3. RESULTS
3.1 Segmentation of Images
We processed the H&E images of 30 breast cancers with the segmentation algorithm to produce associated binary
images. One of these segmentations are presented in Figure 3C and 3F. The white blobs represent the segmented
cell nuclei.

3.2 Analysis of Distribution Space and Prediction Capabilities
Our geometric measures were applied to the segmented, binary images to produce 240 (8 measures 30 samples)
shape distributions. Once the distributions were generated, they were analyzed to evaluate their effectiveness for
capturing distinguishing spatial features in the histology specimens and finding correlations to the specimen’s
histologic grade. The key to judging the effectiveness of the shape distribution approach and the individual
measures is to determine if they can correctly identify the histologic grade of a specimen by comparing the
specimen’s shape distributions to distributions of specimens with known grades.
3.2.1 Sub-region windows
Our initial observations led us to believe that only certain sub-regions of a histogram were needed to produce
acceptable comparison results. For example, Figure 5 presents subregions of averaged shape distributions where
significant differences between the shape distributions of different histologic grades exist in specific ranges of the
histograms. We therefore performed computational studies that involved sliding a window through the bins of
the shape distributions produced by a particular geometric measure. This process sweeps through the bin ranges
with a window of a given size by incrementing the starting location of the window one-bin location at a time.
The window sizes range from 50% to 100% of the total bin range and were incremented by 10%.
For each window and for each set of shape distributions produced by a particular measure a classification
test is conducted. In these tests a specimen’s shape distribution is compared to the distributions produced by
applying the same geometric measure to the other segmentation images. Via a voting process (defined in the
next section), the specimen is classified by histological grade with a leave-one-out procedure. We then are able
to identify the sub-region that most effectively predicts the actual grade of the sample during voting.

(a)

(b)

(c)
Figure 5. The windows of the curvature, area vs. perimeter, inside radial contact measures with the best Grade 1, 2, and
3 classification abilities. Plots represent the average of the Grades 1, 2 and 3 shape distributions for the three measures.

3.2.2 K-nearest-neighbor queries
The K-nearest-neighbor (KNN) query1 was utilized to estimate the histologic grade of a test specimen when
comparing shape distributions. In the KNN query the shape distribution of an unknown specimen is compared
against all other specimens and a dissimilarity metric is computed for each comparison. The K nearest distributions, i.e. those with the lowest dissimilarity measures, are identified. The distance between two distributions
is computed with the Earth Mover’s Distance,9 and polling the K nearest specimens of known grade produces
the final estimation. The grade that polls the highest amongst the nearest neighbors is assigned to the tested
specimen.
We chose 4, 7, and 10 as our K values for the classification process. Using these values guarantees no threeway ties, with only two-way ties being possible. We did not use K values greater than 10 because we only have
ten cases for most grades.
3.2.3 Precision, Recall and F-measure
After performing KNN queries on all distributions we evaluated the effectiveness of shape distributions to accurately identify the histological grades of the specimens for each window using the information retrieval metrics
of precision, recall and F-measure.22 Precision and recall are defined in relation to the possible outcomes of a
classification operation. When attempting to classify a specimen, e.g. of Grade 1, three outcomes are possible. If
a Grade 1 specimen is correctly assigned to the Grade 1 class this assignment is a True Positive (TP). If a Grade
1 specimen is classified to the incorrect grade, this is a False Negative (FN). If some other grade is classified as
a Grade 1, this is a False Positive (FP).
Precision measures how many correct queries are performed for each histological grade with respect to all
the queries that map to the specific histological grade. Precision, defined in Eq. (3), is therefore computed by
dividing the number of all correct queries (true positives, TP) by the total number of queries mapped to the
grade being evaluated (TP + false positives, FP).
P recision =

TP
TP + FP

(3)

Recall, defined in Eq. (4), is computed by dividing the number of all correct queries (true positives, TP) by the
total number of specimens of the grade being evaluated (TP + false negatives, FN).
Recall =

TP
TP + FN

(4)

The F-measure, defined in Eq. (5), is a metric that combines both precision and recall in a harmonic mean to
provide an overall classification performance measure.22
F -M easure =

2 × P recision × Recall
P recision + Recall

(5)

4. DISCUSSION
The process of evaluating each window for each geometric measure consisted of computing precision, recall and
F-measure for the associated classification queries. The results from the evaluation of the best windows for each
grade and shape function are presented in Figure 6. This figure includes the best F-measure results for the sliding
window process for each geometric measure and each K value used for KNN. Tables 1, 2 and 3 present the details
of the windows that produce the best results for each grade. The curvature metric with a 60% window between
bins 103 and 207 provided the best classification of Grade 1 specimens, with an F-measure value of 0.762. The
area vs. perimeter measure with a 60% window between bins 43 and 82 provided the best classification of Grade
2 specimens, with an F-measure value of 0.75. The inside radial contact measure with a 60% window between
bins 8 and 20 provided the best classification of Grade 3 specimens, with an F-measure value of 0.696.
These peak sub-regions can be visually verified in Figure 5. This figure presents the average of all the shape
distributions for Grades 1, 2 and 3 for the curvature, area vs. perimeter and inside radial contact measures.

(a)

(b)

(c)
Figure 6. F-measure values for the best grade 1, 2 and 3 windows listed by geometric measure and K-values.

Table 1. Grade 1: Windows producing the best results.

Metric
Curvature
Perimeter
Aspect Ratio

Window
103 to 207 (60%)
17 to 162 (60%)
11 to 51 (50%)

Precision
8/11
6/7
7/10

Recall
8/10
6/10
7/10

F-measure
0.7619
0.7059
0.7000

Table 2. Grade 2: Windows producing the best results.

Metric
Area / Perimeter
Perimeter
Eigenvector

Window
43 to 82 (60%)
31 to 152 (50%)
33 to 63 (50%)

Precision
6/6
6/8
7/12

Recall
6/10
6/10
7/10

F-measure
0.7500
0.6667
0.6364

Table 3. Grade 3: Windows producung the best results.

Metric
Inside Radial Contact
Curvature
Aspect Ratio

Window
8 to 20 (60%)
48 to 152 (60%)
33 to 78 (70%)

Precision
8/12
9/15
8/16

Recall
8/11
9/11
8/11

F-measure
0.6957
0.6923
0.5926

The boxes represent the optimal sub-regions that our computational evaluation discovered. They highlight
the separation between the shape distributions in these windows, which allows for the relatively successful
classification of histological grade. Our work indicates that stochastic geometry analysis of the structure of
neoplastic cells of breast carcinomas, based on shape distributions generated by the application of geometric
measures to segmented H&E-stained histology scans, can be used to discover discriminating features that may
be used to estimate histological grade. Encouraged by these results, we are conducting research to find additional
correlations between carcinoma cellular structure and pathologic prognostic factors, e.g. lymph node metastasis
status and Oncotype DX score.
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