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Course Abstract
Level set methods, an important class of partial differential equation
(PDE) methods, define dynamic surfaces implicitly as the level set (isosurface) of a sampled, evolving nD function. This course is targeted for
researchers interested in learning about level set methods, and their
application to visualization. The course material will be presented by two
recognized experts in the field, and will include introductory concepts,
practical considerations and extensive details on a number of level set
applications.
The course will be taught at an intermediate to advanced level. Therefore
attendees should have a working knowledge of calculus, linear algebra,
computer graphics and geometric modeling. Some familiarity with
differential geometry, differential equations, numerical computing and
image processing is strongly recommended, but not required.
The course will begin with preparatory material that introduces the
concept of using deformable implicit models to solve problems in
visualization. This will include the structure and behavior of the level set
differential equation, as well as an introduction to level set software. This
stage of the course will also describe the numerical methods, algorithms
and data structures needed to implement level set methods. The second
stage will describe in detail a number of level set visualization
applications, e.g. volume dataset segmentation (including interactive
segmentation on GPUs), and surface reconstruction from contours and
point clouds.

Speaker Biographies
David Breen is an Assistant Professor in the Computer Science
Department at Drexel University. He has held research positions at the
Center for Advanced Computing Research and the Computer Graphics Lab
at the California Institute of Technology, the European Computer-Industry
Research Centre, the Fraunhofer Institute for Computer Graphics, and the
Rensselaer Design Research Center. His research interests include level
set models for graphics and visualization, medical image analysis and
segmentation, geometric modeling and computational biology. He has

published over 50 research papers in these and other areas, as well as the
book Cloth Modeling and Animation. Breen received a B.A. in Physics
(Colgate University, 1982), and an M.S. and Ph.D. in Computer and
Systems Engineering (Rensselaer Polytechnic Institute, 1985 &1993).
E-mail: david@cs.drexel.edu
Ken Museth is a professor of Computer Graphics at Linköping University
and an Adjunct Professor at Aarhus University. He received his Ph.D. in
computational quantum dynamics from the University of Copenhagen in
1997. From 1998 to 2003 he was a visiting faculty member in the
Chemical Physics Department, then a research scientist in the Computer
Science Department at the California Institute of Technology. He has also
been a scientific consultant to Digital Domain and NASA's Jet Propulsion
Laboratory. His research activities focus on the areas of deforming
geometry and level set methods. E-mail: kenmu@itn.liu.se

Level Set Web Sites
Whitaker Home Page
http://www.cs.utah.edu/~whitaker
VISPack Web Site
http://www.cs.utah.edu/~whitaker/vispack
ITK Web Site
http://www.itk.org
Museth Home Page
http://gg.itn.liu.se
Lefohn Home Page
http://graphics.cs.ucdavis.edu/~lefohn
Breen - Geometric Modeling and Deformable Models
http://www.cs.drexel.edu/~david/geom_mod.html
http://www.cs.drexel.edu/~david/deform_mod.html
Osher Home Page
http://www.math.ucla.edu/~sjo

UCLA CAM Technical Reports
http://www.math.ucla.edu/applied/cam
Level Set Systems, Inc.
http://www.levelset.com
Fedkiw Home Page
http://www.graphics.stanford.edu/~fedkiw
Sethian Home Page
http://www.math.berkeley.edu/~sethian
Rumpf Home Page
http://numerik.math.uni-duisburg.de/people/rumpf/rumpf.shtml
Strzodka Home Page
http://numerik.math.uni-duisburg.de/people/strzodka/strzodka.htm

Related Papers
•
•
•
•
•
•
•
•

D.E. Breen and R.T. Whitaker, “A Level-Set Approach for the Metamorphosis of
Solid Models,” IEEE Trans. on Visualization and Computer Graphics, Vol. 7, No. 2, pp.
173-192, April-June 2001
D. Breen, R. Whitaker, K. Museth and L. Zhukov, “Level Set Segmentation of
Biological Volume Datasets,” J. Suri (ed.), Handbook of Medical Image Analysis, Volume
I: Segmentation Part A, Kluwer, New York, Chapter 8, pp. 415-478, 2005
J. Cates, A. Lefohn and R. Whitaker, “GIST: An Interactive, GPU-Based Level-Set
Segmentation Tool for 3D Medical Images,” Medical Image Analysis, Vol. 8, No. 3, pp.
217-231, 2004
B. Houston, M. Nielsen, C. Batty, O. Nilsson and K. Museth, “Hierarchical RLE
Level Set: A Compact and Versatile Deformable Surface Representation”, ACM
Trans. On Graphics, Vol. 25, No. 1, pp 1-24, January 2006
Y. Kim, R. Machiraju and D. Thompson, “Rough Interface Reconstruction Using
the Level Set Method,” Proc. IEEE Visualization 2004 (Austin, TX, October 2004)
pp. 251-258
A. Lefohn, J. Kniss, C. Hansen and R. Whitaker, “A Streaming Narrow-Band
Algorithm: Interactive Computation and Visualization of Level Sets,” IEEE Trans. on
Visualization and Computer Graphics, Vol. 10, No. 4, pp. 422-433, 2004
A. Lefohn, J. Kniss, R. Strzodka, S. Sengupta and J. Owens, “Glift : An Abstraction
for Generic, Efficient GPU Data Structures,” ACM Trans. on Graphics, Vol. 25, No.
1, pp. 60-99, 2006
K. Museth, D.E. Breen, R.T. Whitaker and A.H. Barr, “Level Set Surface Editing
Operators,’’ ACM Transactions on Graphics (Proc. SIGGRAPH 2002), Vol. 21, No. 3,
pp. 330-338, July 2002

•
•
•
•
•
•
•
•
•
•
•

K. Museth, D. Breen, L. Zhukov and R. Whitaker, “Level Set Segmentation From
Multiple Non-uniform Volume Datasets,” Proc. IEEE Visualization 2002 (Boston,
MA, October 2002) pp. 179-186
K. Museth, D.E. Breen, R.T. Whitaker, S. Mauch and D. Johnson, “Algorithms for
Interactive Editing of Level Set Models,’’ Computer Graphics Forum, Vol. 24, No. 4, pp.
821-841, December 2005
M. Nielsen and K. Museth, “Dynamic Tubular Grid: An Efficient Data Structure and
Algorithms for High Resolution Level Sets,” Journal of Scientific Computing, Vol. 26,
No. 3, pp. 261-299, March 2006
O. Nilsson, D. Breen and K. Museth, “Surface Reconstruction Via Contour
Metamorphosis: An Eulerian Approach With Lagrangian Particle Tracking,” Proc.
IEEE Visualization 2005 (Minneapolis, MN, October 2005) pp. 407-414
S. Osher and R. Fedkiw, “Level Set Methods: An Overview and Some Recent
Results,” Journal of Computational Physics, Vol. 169, pp. 475-502, 2001
R.T. Whitaker, “A Level-Set Approach to 3D Reconstruction From Range Data,”
International Journal of Computer Vision, Vol. 29, No. 3, pp. 203-231, 1998
R.T. Whitaker, D.E. Breen, K. Museth and N. Soni, “A Framework for Level Set
Segmentation of Volume Datasets,” Proc. International Workshop on Volume Graphics
(Stony Brook, NY, June 2001) pp. 159-168.
R. Whitaker and V. Elangovan, “A Direct Approach to Estimating Surfaces in
Tomographic Data,” Medical Image Analysis, Vol. 6, No. 3, pp. 235–249, 2002
R.T. Whitaker, “Isosurfaces and Level-Sets,” The Visualization Handbook, Eds. C.
Hansen and C. Johnson, Elsevier, Chapter 6, 2005
Zhao, H.-K. , S. Osher and R. Fedkiw, “Fast surface reconstruction using the level
set method,” Proc. 1st IEEE Workshop on Variational and Level Set Methods, pp. 194–
202, 2001
L. Zhukov, K. Museth, D.E. Breen, R.T. Whitaker and A.H. Barr, “Level Set
Segmentation and Modeling of DT-MRI Brain Data,” Journal of Electronic Imaging, Vol.
12, No. 1, pp. 125-133, January 2003

Related Books
•
•
•

S. Osher and R. Fedkiw, Level Set Methods and Dynamic Implicit Surfaces, Springer, New
York, 2002.
S. Osher and N. Paragios (eds.), Geometric Level Set Methods in Imaging, Vision and
Graphics, Springer, New York, 2003.
J. Sethian, Level Set Methods and Fast Marching Methods, Cambridge University Press,
1999

Table of Contents

Session 1 - Level Set Fundamentals
Isosurfaces and Level Set Surface Models
R. Whitaker
Introduction to Level Sets (Slides)
K. Museth
Implementation of Level Sets (Slides)
K. Museth
Variational Level Sets (Slides)
K. Museth
Algorithms for Interactive Editing of Level Set Models
K. Museth, et al.
Hierarchical RLE Level Set: A Compact and Versatile Deformable Surface
Representation
Houston, et al.

Session 2 - Level Set Applications
A Framework for Level Set Segmentation of Volume Datasets (Slides)
D. Breen
A Framework for Level Set Segmentation of Volume Datasets
R. Whitaker, et al.
Interactive Level-Set Deformation On the GPU (Slides)
A. Lefohn
A Streaming Narrow-Band Algorithm: Interactive Deformation and Visualization
of Level Sets
A. Lefohn, et al.
GIST: An Interactive, GPU-Based Level-Set Segmentation Tool for 3D Medical
Images
J. Cates, et al.
Level Set Segmentation From Multiple Non-uniform Volume Datasets (Slides)
K. Museth
Level Set Segmentation From Multiple Non-uniform Volume Datasets
K. Museth, et al.
Surface Reconstruction Via Contour Metamorphosis: An Eulerian Approach With
Lagrangian Particle Tracking (Slides)
O. Nilsson, D. Breen and K. Museth
Surface Reconstruction Via Contour Metamorphosis: An Eulerian Approach With
Lagrangian Particle Tracking
O. Nilsson, et al.

Session 1
Level Set Fundamentals

Isosurfaces and Level-Set
Surface Models a
Ross T. Whitaker
Technical Report UUCS-02-010
a

Versions of these notes and the accompanying talk appeared
in tutorials at IEEE Visualization 2000 and 2001, and ACM SIGGRAPH 2001 and 2002.

School of Computing
University of Utah
Salt Lake City, UT 84112 USA
April 3, 2002

Abstract
This paper is a set of notes that present the basic geometry of isosurfaces and the basic
methods for using level sets to model deformable surfaces. It begins with a short introduction to isosurface geometry, including curvature. It continues with a short explanation of
the level-set partial differential equations. It also presents some practical details for how
to solve these equations using up-wind scheme and sparse calculation methods. This paper
presents a series of examples of how level-set surface models are used to solve problems
in graphics and vision. Finally, it presents some examples of implementations using VISPack, an object oriented, C++ library for doing volume processing and level-set surface
modeling.

1 Introduction
1.1 Motivation
These notes address mechanisms for analyzing and processing volumes in a way that deals
specifically with isosurfaces. The underlying philosophy is to use isosurfaces as a modeling technology that can serve as an alternative to parameterized models for a variety of
important applications in visualization and computer graphics. This paper presents the
mathematics and numerical techniques for describing the geometry of isosurfaces and manipulating their shapes in prescribed ways. We start with a basic introduction into the
notation and fundamental concepts and then presents the geometry of isosurfaces. We describe the method of level sets, i.e., moving isosurfaces, and present the mathematical and
numerical methods they entail. This paper concludes with some application examples and
describes VISPACK, a C++, object-oriented library the performs volume processing and
level-set modeling.

1.2 Isosurfaces
1.2.1 Modeling Surfaces With Volumes
When considering surface models for graphics and visualization, one is faced with a staggering variety of options including meshes, spline-based patches, constructive solid geometry, implicit blobs, and particle systems. These options can be divided into two basic
classes — explicit (parameterized) models and implicit models. With an implicit model,
one specifies the model as a level set of a scalar function,
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is arbitrary, and is sometimes called the embedding. Notice that surfaces
defined in this way divide
into a clear inside and outside—such surfaces are always
closed wherever they do not intersect the boundary of the domain.
Choosing this implicit strategy begs the question of how to represent . Historically, implicit models are represented using linear combinations of basis functions. These basis or

potential functions usually have several degrees of freedom including 3D position, size,
and orientation. By combining these functions, one can create complex objects. Typical
models might contain several hundred to several thousands of such primitives. This is the
strategy behind the “blobby” models proposed by Blinn [1].
While such an implicit modeling strategy offers a variety of new modeling tools, it has
some limitations. In particular, the global nature of the potential functions limits ones ability to model local surface deformations. Consider a point
where is the level
surface associated with a model
, and is one of the individual potential functions that comprise that model. Suppose one wishes to move the surface at the point in
a way that maintains continuity with the surrounding neighborhood. With multiple, global
basis functions one must decide which basis function or combination of basis functions to
alter and at the same time control the effects on other parts of the surface. The problem is
generally ill posed — there are many ways to adjust the basis functions so that will move
in the desired direction and yet it may be impossible to eliminate the effects of those movements on other disjoint parts of the surface. These problems can be overcome, however
they usually entail heuristics that tie the behavior of the surface deformation to the choice
of representation [2].
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An alternative to using a small number of global basis functions is to use a relatively large
number of local basis functions. This is the principle behind using a volume as an implicit
model. A volume is a discrete sampling of the embedding . It is also an implicit model
with a very large number of basis functions, as shown in Figure 1. The total number of basis
functions is fixed, as are their positions (grid points) and extent. One can change only the
magnitude of each basis function, i.e., each basis function has only one degree of freedom.
A typical volume of size
contains over a million such basis functions. The
shape of each basis function is open to interpretation — it depends on how one interpolates
the values between the grid points. A trilinear interpolation, for instance, implies a basis
function that is a piece-wise cubic polynomial with a value of one at the grid point and
zero at neighboring grid points. Another advantage of using volumes as implicit models,
is that for the purposes of analysis we can treat the volume as a continuous function whose
values can be set at each point according to the application. Once the continuous analysis
is complete we can map the algorithm into the discrete domain using standard methods
of numerical analysis. The sections that follow discuss how to compute the geometry of
surfaces that are represented as volumes and how to manipulate the shapes of those surfaces
by changing the gray-scale values in the volume.
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Figure 1: A volume can be considered as an implicit model with a large number of local
basis functions.

1.2.2 Isosurface Extraction and Visualization
This paper addresses the question of how to use volumes as surface models. Depending
on the application, however, a 3D grid of data (i.e. a volume) may not be a suitable model
representation. For instance, if the goal is make measurements of an object or visualize
its shape, an explicit model might be necessary. In such cases it is beneficial to convert
between volumes and other modeling technologies.
For instance, the literature proposes several methods for scan converting polygonal meshes
or solid models [3, 4]. Likewise a variety of methods exist for extracting parametric models
of isosurfaces from volumes. The most prevalent method is to locate isosurface crossings
along grid lines in a volume (between voxels along the 3 cardinal directions) and then to
link these points together to form triangles and meshes. This is the strategy of “marching
cubes” [5] and other related approaches. However, extracting a parametric surface is not
essential for visualization, and a variety of direct methods [6, 7] are now computationally
feasible and arguably superior in quality. These notes do not address the issue of extracting
or rendering isosurfaces, but rather studies the geometry of isosurfaces and how to manipulate them directly by changing the grey-scale values in the underlying volume. Thus, we
propose volumes as a mechanism for studying and deforming surfaces, regardless of the
ultimate form of the output. Their are many ways of rendering or visualizing them and and
these techniques are beyond the scope of this discussion.

2 Surface Normals
The surface normal of an isosurface is given by the normalized gradient vector. Typically,
we identify a surface normal with a point in the volume domain . That is
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where
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The convention regarding the direction of this vector is arbitrary; the negative of the normalized gradient magnitude is also normal to the isosurface. The gradient vector points
toward that side of the isosurface which has greater values (i.e. brighter). When rendering,
the convention is to use outward pointing normals, and the sign of the gradient must be adjusted accordingly. However, for most applications any consistent choice of normal vector
will suffice. On a discrete grid, one must also decide how to approximate the gradient vector (i.e., first partial derivatives). In many cases central differences will suffice. However,
in the presence of noise, especially when volume rendering, it is sometimes helpful to compute first derivatives using some smoothing filter (e.g., convolution with a Gaussian). When

using the normal vector to solve certain kinds of partial differential equations, it is sometimes necessary to approximate the gradient vector with discrete, one-sided differences, as
discussed in successive sections.
Note that a single volume contains families nested isosurfaces, arranged like the layers of
an onion. We specific the normal to an isosurface as a function of the position within the
volume. That is,
is the normal of the (single) isosurface that passes through the point
. The value associated with that isosurface is
.
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3 Second-Order Structure
In differential geometric terms, the second-order structure of a surface is characterized by
a quadratic patch that shares first- and second-order contact with the surface at a point
(i.e., tangent plane and osculating circles). The principal directions of the surface are those
, are the
associated with the quadratic approximation, and the principal curvatures,
curvatures in those directions.
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The second-structure of the isosurface can be computed from the first- and second-order
structure of the embedding, . All of the isosurface shape information is contained field of
normals given by
. The
matrix of derivatives of this vector,
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The projection of this derivative onto the tangent plane of the isosurface gives the shape
matrix, . Let denote normal projection operator, which is defined as
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The tangential projection operator is `aGIS , and thus the shape matrix is
R Fcb  b8dEe2b
dfe is the Hessian of . The shape matrix R has 3, real, eigenvalues which are
where
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(5)
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The corresonding eigenvectors are the principle directions (in the tangent plane) and the
normal, respectively.

F

The mean curvature is the mean of the two principal curvatures, which is one half of the
trace of , which is equal to the trace of :
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The Gaussian curvature is the product of the principal curvatures:
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The total curvature, also called the deviation from flatness, , is the root sum of squares of
the two principal curvatures, which is the Euclidean norm of the matrix .
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Notice, these measures exist at every point in , and at each point they describe the geometry of the particular isosurface that passes through that point. All of these quantities can be
computed on a discrete volume using finite differences, as described in successive sections.

4 Deformable Surfaces
This section begins with mathematics for describing surface deformations on parametric
models. The result is an evolution equation for a surface. Each of the terms in this evolution equation can be re-expressed in a way that is independent of the parameterization.
Finally, the evolution equation for a parametric surface gives rise to an evolution equation
(differential equation) on a volume, which encodes the shape of that surface as a level set.

4.1 Surface Deformation

 } 

is a collection of points in 3D that can be be represented locally
A regular surface
as a continuous function. In geometric modeling a surface is typically represented as a
two-parameter object in a three-dimensional space, i.e., a surface is local a mapping :
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where
, and the bold notation refers specifically to a parameterized surface
(vector-valued function). A deformable surface exhibits some motion over time. Thus
, where
. We assume second-order-continuous, orientable surfaces;
therefore at every point on the surface (and in time) there is surface normal
.
We use to refer to the entire set of points on the surface.
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Local deformations of can be described by an evolution equation, i.e., a differential equation on that incorporates the position of the surface, local and global shape properties,
and responses to other forcing functions. That is,
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where the subscripts represent partial derivatives with respect to those parameters. The
evolution of can be described by a sum of terms that depends on both the geometry of
and the influence of other functions or data.
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There are a variety of differential expressions that can be combined for different applications. For instance, the model could move in response to some directional “forcing”
function [8, 9],
, that is

 z  
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Alternatively, the surface could expand and contract with a spatially-varying speed. For
instance,
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where
is a signed speed function. The evolution might also depend on the
surface geometry itself. For instance,
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describes a surface that moves in way that is becomes more smooth with respect to its own
parameterization. This motion can be combined with the motion of Equation 12 to produce
a model that is pushed by a forcing function but maintains a certain smoothness in its shape
and parameterization. There are myriad terms that depend on both the differential geometry
of the surface and outside forces or functions to control the evolution of a surface.

Figure 2: Level-set models represent curves and surfaces implicitly using greyscale images:
a) an ellipse is represented as the level set of an image, b) to change the shape we modify
the greyscale values of the image.

5 Deformation: The Level Set Approach
The method of level-sets, proposed by Osher and Sethian [10] and described extensively in
[11], provides the mathematical and numerical mechanisms for computing surface deformations as time-varying iso-values of by solving a partial differential equation on the 3D
grid. That is, the level-set formulation provides a set of numerical methods that describe
how to manipulate the greyscale values in a volume, so that the isosurfaces of move in a
prescribed manner (shown in Figure 2).

 =h 

We denote the movement of a point on a surface as it deforms as
, and we assume
that this motion can be expressed in terms of the position of
and the geometry of
the surface at that point. In this case, there are generally two options for representing such
surface movements implicitly:
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Static: A single, static
contains a family of level sets corresponding to surfaces as
different times . That is,
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To solve this static method requires constructing a that satisfies equation 15. This
is a boundary value problem, which can be solved somewhat efficiently starting with
a single surface using the fast marching method of Sethian [12]. This representation
has some significant limitations, however, because (by definition) a surface cannot
pass back over itself over time, i.e., motions must be strictly monotonic — inward or
outward.
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Dynamic: The approach is to use a one-parameter family of embeddings, i.e.,
changes over time, remains on the level set of as it moves, and remains
constant. The behavior of is obtained by setting the total derivative of
to zero. Thus,
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This approach can accommodate models that move forward and backward and cross
back over their own paths (over time). However, to solve this requires solving the
— a potentially
initial value problem (using finite forward differences) on
large computational burden. The remainder of this discussion focuses on the dynamic
case, because of its superior flexibility.
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All surface movements depend on position and geometry, and the level-set geometry is
expressed in terms of the differential structure of . Therefore the dynamic formulation
from equation 16 gives a general form of the partial differential equation on :
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where 9 is the set of order- derivatives of evaluated at  . Because this relationship

applies to every level-set of , i.e. all values of  , this equation can be applied to all of ,
and therefore the movements of all the level-set surfaces embedded in
from Equation 17.

can be calculated

The level-set representation has a number of practical and theoretical advantages over conventional surface models, especially in the context of deformation and segmentation. First,
level-set models are topologically flexible, they can easily represent complicated surface
shapes that can, in turn, form holes, split to form multiple objects, or merge with other objects to form a single structure. These models can incorporate many (millions) of degrees of
freedom, and therefore they can accommodate complex shapes. Indeed, the shapes formed
by the level sets of are restricted only by the resolution of the sampling. Thus, there is no
need to reparameterize the model as it undergoes significant deformations.
Such level-set methods are well documented in the literature [10, 13] for applications such
as computational physics [14], image processing [15, 16], computer vision [17, 18], medical image analysis [19, 18], and 3D reconstruction [20, 21]. For instance, in computational

physics level-set methods are a a powerful tool for modeling moving interfaces between
different materials (see Osher and Fedkiw [14] for a nice overview of recent results). Examples are water-air and water-oil. In such cases, level-set methods can be used to compute
deformations that minimize surface area while preserving volumes for materials that split
and merge in arbitrary ways. The method can be extended to multiple, non-overlapping
objects.
Level-set methods have also been shown to be effective in extracting surface structures
from biological and medical data. For instance Malladi et al. [18] propose a method in
which the level-sets form an expanding or contracting contour which tends to “cling” to
interesting features in 2D angiograms. At the same time the contour is also influenced by
its own curvature, and therefore remains smooth. Whitaker et al. [19, 22] have shown that
level sets can be used to simulate conventional deformable surface models, and demonstrated this by extracting skin and tumors from thick-sliced (e.g. clinical) MR data, and by
reconstructing a fetal face from 3D ultrasound. A variety of authors [23, 24, 16, 25] have
presented variations on the method and presented results for 2D and 3D data. Sethian [11]
gives several examples of level-set curves and surface for segmenting CT and MR data.

5.1 Deformation Modes
In the case of parametric surfaces, one can choose from a variety of different expressions
to construct an evolution equation that is appropriate for a particular application. For each
of those parametric expressions, there is a corresponding expression that can be formulated
on , the volume in which the level-set models are embedded. In constructing evolutions
on levels sets, there can be no reference to the underlying surface parameterization (terms
depending on and in Equations 10 through 14). This has two important implications:
1) only those surface movements that are normal to the surface are represented—any other
movement is equivalent to a reparameterization 2) all of the derivatives with respect to
surface parameters and must be expressed in terms of invariant surface properties that
can be derived without a parameterization.
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Consider the term
from equation 14. If
is an orthonormal parameterization,
the effect of that term is based purely on surface shape, not on the parameterization, and
the expression
is twice the mean curvature, H, of the surface. The corresponding
level-set formulation is given by Equation 8.
Table 1 shows a list of expressions used in the evolution of parameterized surfaces and
their equivalents for level-set representations. Also given are the assumptions about the
parameterization that give rise to the level-set expressions.

Effect
1 External force
Expansion/
2
contraction
Mean
3
curvature
Gauss
4
curvature
5

Second order

Parametric Evolution
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Evolution
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Parameter
Assumptions
None
None
Orthonormal
Orthonormal
Principal
curvatures

Table 1: A list of evolution terms for parametric models has a corresponding expression on
the embedding, , associated with the level-set models.

6 Numerical Methods
By taking the strategy of embedding surface models in volumes, we have converted equations that describe the movement of surface points to nonlinear, partial differential equarefers
tions defined on a volume, which is generally a rectilinear grid. The expression
to the th time step at position
, which has an associated value in the 3D domain of the
continuous volume
. The goal is to solve the differential equation consisting of
terms from Table 5.1 on the discrete grid
.
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The discretization of these equations raises two important issues. First is the availability
of accurate, stable numerical schemes for solving these equations. Second is the problem
of computational complexity and the fact that we have converted a surface problem to a
volume problem, increasing the dimensionality of the domain over which the evolution
equations must be solved.
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The level-set terms in Table 1 are combined, based on the needs of the application, to create a partial differential equation on
. The solutions to these equations are computed
using finite differences. Along the time axis solutions are obtained using finite forward differences, beginning with an initial model (i.e., volume) and stepping sequentially through
a series of discrete times steps (which are denoted as superscripts on ). Thus the update
equation is:
(18)
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The term ® §&-X¨ ©t¨ ª is a discrete approximation to   , which consists of a weighted sum

of terms such as those in Table 5.1. Those terms must, in turn, be approximated using finite
differences on the volume grid.

6.1 Up-wind Schemes
The terms in Table 1 fall into two basic categories: the first-order terms (items 1 and 2 in
Table 1) and the second-order terms (items 3 through 5). The first-order terms describe a
moving wave front with a space-varying velocity (expression 1) or speed (expression 2).
Equations of this form cannot be solved with a simple finite forward difference scheme.
Such schemes tend to overshoot, and they are unstable. To address this issue Osher and
Sethian [26] have proposed an up-wind scheme. The up-wind method relies on a one-sided
derivative that looks in the up-wind direction of the moving wave front, and thereby avoids
the over-shooting associated with finite forward differences.
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We denote the type of discrete difference using superscripts on a difference operator, i.e.,
for forward differences,
for backward differences, and for central differences.
For instance, differences in the direction on a discrete grid,
, with domain
and
uniform spacing are defined as
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where we have left off the time superscript for conciseness. Second-order terms are computed using the tightest-fitting central difference operators. For example,
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and

(24)
(25)

The discrete approximation to the first-order terms of in Table 5.1 are computed using
the up-wind proposed by Osher and Sethian [10]. This strategy avoids overshooting by
approximating the gradient of using a one-sided differences in the direction that is upwind of the moving level-set thereby ensuring that no new contours are created in the
process of updating
(as depicted in Figure 3). The scheme is separable along each
axis (i.e., , , and ).
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Figure 3: The up-wind numerical scheme uses one-sided derivatives to prevent overshooting and the creation of new level sets.
Consider Term 1 in Table 5.1. If we use superscripts to denote the vector components, i.e.,

J
L
 !  $#  !º¹ ± ² !  # ¹ ± ² !  #
the up-wind calculation for a grid point §»-X¨ ©^¨ ª is
 ! -  -  - #" ; "! -  ©  ª w #$¼ ¾u¿2À ½ J ¨ L ¨ OwÁ ¹ ± ¾ ² ! -  -  - #<Â

¹ ± O ² !  w# #

(26)

° ¾ § -X¨ ©^¨ ª ¹ ± ¾ ² ! -  -  - #ÄÃÅk
° ¾- §-X¨ ©^¨ ª ¹ ± ¾ ² ! -  -  - #ÄÆÅk

(27)
The time steps are limited—the fastest moving wave front can move only one grid unit per
iteration. That is
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For Term 2 in Table 5.1 the direction of the moving surface depends on the normal, and
therefore the same up-wind strategy is applied in a slightly different form.

 ! -  ©  ª #7 ; "! -  ©  ª w #2B h! ¼ ° 
B ! °{³
m
!
¾

§

k
{
#
X
¨
^
©
¨
ª


B !° 
B ! °{¾ ³ &§ -W¨ ©^¨ ª {k #Ó
½

<
#
V
Â
Î
Ì
7
Í
Ï
Ñ
Ì
W
Ð
Ò
m
J
L
u
O
Á
¾
¾^¿7À ¨ ¨
ÌÑÐWÒ §&-W¨ ©^¨ ª k{# ÎÌ ÍÏ ¾ &§ -W¨ ©^¨ ª {k #Ó

! -  -  - #ÔÃ}k
!ÖÕ # ! -  -  - Ä# Æ}(29)
k

The time steps are, again, limited by the fastest moving wave front:
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To compute approximation the update to the second-order terms in Table 5.1 requires only
central differences . Thus, the mean curvature is approximated as:
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Such curvature terms can be computing by using a combination of forward and backward
differences as described in [27]. In some cases this is advantageous—but the details are
beyond the scope of this paper.
The time steps are limited, for stability, to

®¯^Þ Ç ß0 '

(32)

When combining terms, the maximum time steps for each terms is scaled by one over the
weighting coefficient for that term.

6.2 Narrow-Band Methods
If one is interested in only a single level set, the formulation described previously is not
efficient. This is because solutions are usually computed over the entire domain of . The
solutions,
describe the evolution of an embedded family of contours. While this
dense family of solutions might be advantageous for certain applications, there are other
applications that require only a single surface model. In such applications the calculation
of solutions over a dense field is an unnecessary computational burden, and the presence of
contour families can be a nuisance because further processing might be required to extract
the level set that is of interest.
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Fortunately, the evolution of a single level set,
, is not affected by the choice of
embedding. The evolution of the level sets is such that they evolve independently (to within
the error introduced by the discrete grid). Furthermore, the evolution of is important only
in the vicinity of that level set. Thus, one should perform calculations for the evolution of
only in a neighborhood of the surface
. In the discrete setting, there
is a particular subset of grid points whose values control a particular level set (see Figure
4). Of course, as the surface moves, that subset of grid points must change to account for
its new position.

láâ "! $#M %

Figure 4: A level curve of a 2D scalar field passes through a finite set of cells. Only those
grid points nearest to the level curve are relevant to the evolution of that curve.
Adalsteinson and Sethian [28] propose a narrow-band approach which follows this line of
reasoning. The narrow-band technique constructs an embedding of the evolving curve or
surface via a signed distance transform. The distance transform is truncated, i.e, computed
over a finite width of only points that lie within a specified distance to the level set. The
remaining points are set to constant values to indicate that they do not lie within the narrow
band, or tube as they call it. The evolution of the surface (they demonstrate it for curves
in the plane) is computed by calculating the evolution of only on the set of grid points
that are within a fixed distance to the initial level set, i.e. within the narrow band. When
the evolving level set approaches the edge of the band (see Figure 5), they calculate a new
distance transform and a new embedding, and they repeat the process. This algorithm relies
on the fact that the embedding is not a critical aspect of the evolution of the level set. That
is, the embedding can be transformed or recomputed at any point in time, so long as such
a transformation does not change the position of the th level set, and the evolution will be
unaffected by this change in the embedding.
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Despite the improvements in computation time, the narrow-band approach is not optimal
for several reasons. First it requires a band of significant width (
in the examples of
[28]) where one would like to have a band that is only as wide as necessary to calculate the
derivatives of near the level set (e.g.
). The wider band is necessary because the
narrow-band algorithm trades off two competing computational costs. One is the cost of
stopping the evolution and computing the position of the curve and distance transform (to
sub-cell accuracy) and determining the domain of the band. The other is the cost of computing the evolution process over the entire band. The narrow-band method also requires
additional techniques, such as smoothing, to maintain the stability at the boundaries of the
band, where some grid points are undergoing the evolution and nearby neighbors are static.
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Surface model (level set)

“Outside” – not
computed

Time passes

Narrow band/tube
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Recompute band

Figure 5: The narrow band scheme limits computation to the vicinity of the specific level
set. As the level-set moves near the edge of the band the process is stopped and the band
recomputed.

6.3 The Sparse-Field Method
The basic premise of the narrow band algorithm is that computing the distance transform
is so costly that it cannot be done at every iteration of the evolution process. The strategy
proposed here is to use an approximation to the distance transform that makes it feasible
to recompute the neighborhood of the level-set model at each time step. Computation of
the evolution equation is computed on a band of grid points that is only on point wide.
The embedding is extended from the active points to a neighborhood around those points
that is precisely the width needed at each time. This extension is done via a fast distance
transform approximation.
This approach has several advantages. First, the algorithm does precisely the number of
calculations needed to compute the next position of the level curve. It does not require
explicitly recalculating the positions of level sets and their distance transforms. Because
the number of points being computed is so small, it is feasible to use a linked-list to keep
track of them. Thus, at each iteration the algorithm visits only those points adjacent to
the -level curve. For large 3D data sets, the very process of incrementing a counter and
checking the status of all of the grid points is prohibitive.



The sparse-field algorithm is analogous to a locomotive engine that lays down tracks before
it and picks them up from behind. In this way the number of computations increases with
the surface area of the model rather than the resolution of the embedding. Also, the sparsefield approach identifies a single level set with a specific set of points whose values control
the position of that level set. This allows one to compute external forces to an accuracy that
is better than the grid spacing of the model, resulting in a modeling system that is more
accurate for various kinds of “model fitting” applications.



The sparse-field algorithm takes advantage of the fact that a -level surface, , of a discrete
image (of any dimension) has a set of cells through which it passes, as shown in Figure
4. The set of grid points adjacent to the level set is called the active set, and the individual
elements of this set are called active points. As a first-order approximation, the distance
of the level set from the center of any active point is proportional to the value of divided
the gradient magnitude at that point. Because all of the derivatives (up to second order)
in this approach are computed using nearest neighbor differences, only the active points
and their neighbors are relevant to the evolution of the level-set at any particular time in
the evolution process. The strategy is to compute the evolution given by equation 17 on
the active set and then update neighborhood around the active set using a fast distance
transform. Because active points must be adjacent to the level-set model, their positions lie
within a fixed distance to the model. Therefore the values of for locations in the active
set must lie within a certain range. When active-point values move out of this active range
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they are no longer adjacent to the model. They must be removed from the set and other grid
points, those whose values are moving into the active range, must be added to take their
place. The precise ordering and execution of these operations is important to the operation
of the algorithm.
The values of the points in the active set can be updated using the up-wind scheme for
first-order terms and central differences for the mean-curvature flow, as described in the
previous sections. In order to maintain stability, one must update the neighborhoods of
active grid points in a way that allows grid points to enter and leave the active set without
those changes in status affecting their values. Grid points should be removed from the
active set when they are no longer the nearest grid point to the zero crossing. If we assume
that the embedding is a discrete approximation to the distance transform of the model,
then the distance of a particular grid point,
, to the level set is given by the
value of at that grid point. If the distance between grid points is defined to be unity, then
we should remove a point from the active set when the value of at that point no longer lies
in the interval
(see Figure 6). If the neighbors of that point maintain their distance
of 1, then those neighbors will move into the active range just
is ready to be removed.
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There are two operations that are significant to the evolution of the active set. First, the
values of at active points change from one iteration to the next. Second, as the values of
active points pass out of the active range they are removed from the active set and other,
neighboring grid points are added to the active set to take their place. In [21] the author
gives some formal definitions of active sets and the operations that affect them, which show
that active sets will always form a boundary between positive and negative regions in the
image, even as control of the level set passes from one set off active points to another.

§

Because grid points that are near the active set are kept at a fixed value difference from the
active points, active points serve to control the behavior of non-active grid points to which
they are adjacent. The neighborhoods of the active set are defined in layers,
and
, where the indicates the distance (city block distance) from the nearest
active grid point, and negative numbers are used for the outside layers. For notational
convenience the active set is denoted .
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The number of layers should coincide with the size of the footprint or neighborhood used
to calculate derivatives. In this way, the inside and outside grid points undergo no changes
in their values that affect or distort the evolution of the zero set. Most of the level-set work
relies on surface normals and curvature, which require only second-order derivatives of .
Second-order derivatives are calculated using a
kernel (city-block distance 2 to
the corners). Therefore only five layers are necessary (2 inside layers, 2 outside layers, and
the active set). These layers are denoted , ,
,
, and .
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Figure 6: The status of grid points and their values at two different points in time show that
as the zero crossing moves, activity is passed one grid point to another.
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The active set has grid point values in the range
. The values of the grid points in
each neighborhood layer are kept 1 unit from the next layer closest to the active set (as in
Figure 6). Thus the values of layer fall in the interval
. For
layers,
the values of the grid points that are totally inside and outside are
and
,
respectively. The procedure for updating the image and the active set based on surface
movements is as follows:
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1. For each active grid point,
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(a) Calculate the local geometry of the level set.
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(b) Compute the net change of < , based on the internal and external forces, using
some stable (e.g., up-wind) numerical scheme where necessary.
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3. Visit the grid points in the layers è - in the order <
«  ¢ 0 j'j'j' ¢ F , and update the grid
point values based on the values (by adding or subtracting one unit) of the next inner
layer, è - > . If more than one è - > neighbor exists then use the neighbor that indicates
a level curve closest to that grid point, i.e., use the maximum for the outside layers
and minimum for the inside layers. If a grid point in layer è - has no è - > neighbors,
then it gets demoted to è - > , the next level away from the active set.
Bjj''j' é do the following:
4. For each status list >A

2. For each active grid point add the change to the grid point value and decide if the
new value < falls outside the
interval. If so, put
on lists of grid points
that are changing status, called the status list; or
, for <
or <
,
respectively.
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Figure 7: Linked-list data structures provide efficient access to those grid points with values
and status that must be updated.
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(a) For each element on the status list
it to the list, or, in the case of
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This algorithm can be implemented efficiently using linked-list data structures combined
with arrays to store the values of the grid points and their states as shown in Figure 7.
This requires only those grid points whose values are changing, the active points and their
neighbors, to be visited at each time step. The computation time grows as
, where is
the number of grid points along one dimension of (sometimes called the resolution of the
discrete sampling). Computation time for dense-field approach increases as
. The
growth in computation time for the sparse-field models is consistent with conventional
(parameterized) models, for which computation times increase with the resolution of the
domain, rather than the range.
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Another important aspect of the performance of the sparse-field algorithm is the larger time
steps that are possible. The time steps are limited by the speed of the “fastest” moving level
curve, i.e., the maximum of the force function. Because the sparse-field method calculates
the movement of level sets over a subset of the image, time steps are bounded from below
by those of the dense-field case, i.e.,
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where

»! #
Á

is the space varying speed function and Â

is the active set.

Results from previous work [21] have demonstrated several important aspects of the sparsefield algorithm. First, the manipulations of the active set and surrounding layers allow the
active set to “track” the deformable surface as it moves. The active set always divides the
inside and outside of the objects it describes (i.e., it stays closed). Empirical results show
significant increases in performance relative to both the computation of full domain and
the narrow-band method, as proposed in the literature. Empirical results also show that the
sparse-field method is about as accurate as both the full, discrete solution, and the narrowband method. Finally, because the method positions level sets to sub-voxel accuracy it
avoids aliasing problems and is more accurate then these other methods when it comes to
fitting level-set models to other surfaces. This sub-voxel accuracy is important aspect of the
implementation, and will significantly impact the quality of the results for the applications
that follow.

7 Applications
This section describes several examples of how level-set surface models can be used to address problems in graphics, visualization, and computer vision. These examples are a small
selection of those available in the literature. All of these examples where implemented using the sparse-field algorithm and the VISPack library, which is described in the section
that follows.

7.1 Surface Morphing
This section summarizes the work of [29], which describes the use of level-set surface
models to perform 3D shape metamorphosis. The morphing of 3D surfaces is the process
of constructing a series of 3D models that constitute a smooth transition from one shape to
another (i.e., a homotopy). Such a capability is interesting for creating animations and as a
tool for geometric modeling. There is not yet a single, general method for generating such
transitional shapes. However, there are several desirable aspects of morphing algorithms
that allow us to compare the adequacy of different approaches to surface morphing. Several
desirable properties of 3D surface morphing are:
1. The transition process should begin with an initial surface and end with a specified
target surface.

2. The morphing algorithm should apply to a wide range of shapes and topologies.
3. Intermediate surfaces should undergo continuous 3D transitions (rather than continuity only in the image space).
4. A 3D morphing algorithm should incorporate user input easily but should degrade
gracefully without it.
5. Transitional shapes should depend only on the surface geometry of the two input
shapes and user input.
These requirements are not exhaustive, but they capture many of the practical aspects of
3D morphing.
In this section we show how level-set models provide an algorithm for 3D morphing which
meets most of these criteria and compare favorably with existing algorithms. Furthermore,
this algorithm is a natural extension of the mathematical principles discussed in previous
sections. The strategy is to allow a free-form deformation of one surface (called the initial
surface) using the signed distance transform of a second surface (the target surface). This
free-form deformation is combined with an underlying coordinate transformation that gives
either a rough global alignment of the two surfaces, or one-to-one relationships between a
finite set of landmarks on both the initial and target surfaces. The coordinate transformation
can be computed automatically or using user input (as in [30]).
Much of the previous 3D morphing work has focused on morphing parametric models
[31, 32] and applies to only very limited classes of shapes and topologies. Several authors
have described volumetric techniques. Hughes [33] demonstrates how volumes can provide
topological flexibility in surface morphing. Lerios et al. [30] followed up with a volumebased scheme which incorporates user input via underlying coordinate transformations (a
known generalization the image warping technique that is often used in image morphing).
Neither of these approaches have dealt with the deeper issue of deforming the level sets
of a volume, but rather rely on the properties of the embedding. Payne and Toga [34]
as well as Cohen-Or et al. [35] fix the embedding problem by using a signed distance
transform to create volumes from surfaces. However, interpolating distance transforms can
introduce artifacts that violate the previously stated properties, and both of these methods
use a discrete distance transform which introduces volume aliasing.

7.1.1 Free-Form Deformations
The distance transform gives the nearest Euclidean distance to a set of points, curve, or
surface. For closed surfaces in 3D, the signed distance transform gives a positive distance
for points inside and negative for points outside (one can also choose the opposite sign
convention).
If two connected shapes overlap then the initial surface can expand or contract using the
distance transform of the target. The steady state of such a deformation process is a shape
consisting of the zero set of the distance transform of the target. That is, the initial object
becomes the target. This is the basis of the proposed 3D morphing algorithm.
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Let
be the signed distance transform of the target surface, Ã , and let Ä be the initial
surface. The evolution process which takes a model from Ä to Ã is defined by
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where
and )Å ÆÄ . The free-form deformations can be combined with an
underlying coordinate transformation. The strategy is to use a coordinate transformation
(for instance a translation and rotation) to position the two surfaces near each other. These
transformations can capture gross similarities in shape as well as user input. A coordinate
transformation is given by
ÈÇ
(35)
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where
parameterizes a continuous family of these transformations that begins
with identity, i.e.
. The evolution equation for a parametric surface is
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and the corresponding level-set equation is
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This process produces a series of transition shapes (parameterized by ). The coordinate
transformation can be a global rotation, translation, or scaling, or it might be a warping
of the underlying 3D space as was used by [30]. Incorporating user input is important for
any surface morphing technique, because in many cases finding the best set of transition
surfaces depends on context. Only users can apply semantic considerations to the transformation of one object to another. However, this underlying coordinate transformation

Figure 8: A 3D model of a jet that was built using Clockworks, a CSG modeling system.
can, in general, achieve only some finite similarity between the “warped” initial model and
the target, and even this may require a great deal of user input. In the event that a user is
not able or willing to define every important correspondence between two objects, some
other method must “fill in” the gaps remaining between the initial and target surface. In
[30] they propose alpha blending to achieve that smooth transition—really just a fading
from one surface to the other. We are proposing the use of the free-form deformations,
implemented with level-set models, to achieve a continuous transition between the shapes
that result from the underlying coordinate transformation. We have also experimented with
ways of automatically orienting and scaling objects, using 3D moments, in order to achieve
a significant correspondence between two objects.
Figure 8 shows a 3D model of a jet that was built using Clockworks [36], a CSG modeling
system. Lerios et al. [30] demonstrate the transition of a jet to a dart, which was accomplished using 37 user-defined correspondences, roughly a hundred user-defined parameters.
Figure 9 shows the use of level-set models to construct a set of transition surfaces between
a jet and a dart. The triangle mesh is extracted from the volume using the method of marching cubes [5]. These results are obtained without any user input. Distance transforms on
the CSG models are computed near the level surface using an analytical description and
extended into the volume using a level-set method [37].
The application in this section shows how level-set models moving according to the firstorder term given in expression 2 in Table 1 can “fit” other objects by moving with a speed
that depends on the signed distance transform of the target object. The application in the
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Figure 9: The deformation of the jet to a dart using a level-set model moving with a speed
defined by the signed distance transform of the target object.

next section relies on expression 5 of Table 1, a second-order flow that depends on the
principal curvatures of the surface itself.

7.2 Filleting and Blending Solid Objects
The construction of blending surfaces is an important tool in solid modeling. Geometric
solid primitives and their intersections often produce sharp corners or creases that are often
not consistent with the real-world objects that they are intended to represent. This section
shows how blending can be described as a deformation process, where surfaces move under
a geometric flow that can add or remove material based on local curvature information. The
result is a method for solid object blending that does not depend on any particular model
representation. Thus this method is not restricted to a specific class of shapes or topologies.
Additionally, the results are invariant; they do not depend on arbitrary choices of coordinate
systems or bases. The only requirement is that the blended objects must be closed surfaces
with some known inside-outside function.
Surface blending techniques are typically tied very closely to the choice of geometric primitives. For instance, Middleditch and Sears [38] propose a set-theoretic method for blending
solids which relies on low-order algebraic primitives. A fillet at the joint of two tori requires the solution of a degree 32 polynomial. Bloomenthal and Shoemake [39] propose
a modeling system based on convolutions, which relies on a skeletonized representation
of objects. In general the use of convolution to achieve deformations on implicit
shapes
É
results in shapes that reflect both the shape of the model and the embedding, .
The blending method proposed in this section implements an interative smoothing scheme
that smooths only along the level set; the final result is independent of the embedding.
Consider the case of fillets. We propose that a fillet can be constructed from a process of
“filling in” material in places of high curvature. The curvature of a level-set model can be
calculated from the embedding, and the deformation of the level set is well defined by the
curvature terms in Table 1.



The strategy is to construct a curvature term, ÉÌË , that consists ofÉ only positive curvatures.
1
The principal curvatures of the level sets of are functions of and its derivatives. For
É
a specific the principal curvatures are functions of 3-space
and
. For adding
material the joint between two objects, we consider only the positive curvature components,
1
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The sign of curvature is defined by the direction of the normals— in this work normals point into the
volume enclosed by the object.
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(b)
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Figure 10: Two rectangular solid models are joined by a volumetric fillet that is created
from a positive curvature flow.
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where  consists of only the positive parts of  and is defined as zero elsewhere. Because
the use of separate curvature terms can cause over-shooting, the up-wind scheme (treating
 as a space-varying velocity in the normal direction) is used for this evolution.
i.e.,
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Figure 10 shows how the positive-curvature flow can be used to construct fillets. No knowledge of the underlying models is necessary. The fillets grow larger as more time passes.
The physical extent or position of the fillet can be controlled by either specifying a region
of action or by placing a small blob of deformable material in the joint that requires a fillet.
Figure 11 shows how such a blending capability can be useful in animation. In this case a
pair of superquadrics undergo a rigid transformation that controls their relative positions.
Level-set models with a positive-curvature flow are used to create a smooth joint between
these two primitives. Notice that the positive curvature method does not suffer from the
growth or expansion artifacts that are often associated with distance-based blending methods [40].
Thus, a second-order flow can create smooth blends between objects in a way that does
not require specific knowledge of the shapes or topologies of the object involved. The
application in the next section, 3D scene reconstruction, shows how a combination of firstorder and second-order terms from Table 1 are combined to create technique that fits models
to data while maintaining certain smoothness constraints and thereby offsetting the effects
of noise.

7.3 3D Reconstruction from Multiple Range Maps
Level-set models are useful for problems related to 3D reconstruction. Previous work has
presented level-set results derived from noisy 3D data such as MRI [19] and ultrasound
[41]. In [42] we have shown how the reconstruction of objects from multiple range maps
can be formulated as a problem of finding the surface that optimizes the posterior probability given a set of measurements (noisy range maps) and some information about the a-priori
probability of different kinds of surfaces. That optimization problem can be expressed as a
volume integral which can be solved with level-set models. This section presents the mathematical expressions that result from those formulations and presents some new results:
the reconstruction of entire scenes by fitting level-set models to the data from a scanning
LADAR (laser ranging and detection) system.
A range map is a collection of range measurements taken along different directions (lines
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Figure 11: A short animation is created by specifying the relative motion between two
superquadric components of an object. A positive-curvature flow (applied frame by frame
to the joint between the two 3D models) creates a smooth, flexible object.

of sight) but from a single point of view. Range maps could come from any number of different sources including laser scanners, structured light depth systems, shape from stereo,
or shape from motion. We assume that such range maps are noisy and uncertain. The goal
is to combine a number of range maps from different points of view to create a 3D structure
that reflects the collective confidence and depth measures.
Several examples in the literature have applied parametric models to this task. Turk and
Levoy [43], for instance, “zip” together triangle meshes in order to construct 3D objects
from sequences of range maps from a laser range finder. They perform minor adjustments
to the surface position in order account for ambiguity in the range maps. Their approach
assumes very little noise in the input, which is reasonable given the high quality of their
range maps. Chen and Medioni [44] use a parametric (triangle mesh) model which expands
inside a sequence of range maps. Curless and Levoy [45] describe a volume-based technique for combining range data. They use the signed distance transform to encode volume
elements with data that represent the averages (with some allowance for outliers) of multiple measurements. Surfaces of objects are the level sets of volumes. Related approaches
are given in [46, 47]. Bajaj et. al. [48] use a Delaunay triangulation to impose a topology on a set of unordered 3D points and then fit trivariate Bernstein-Bezier patches—i.e.
a higher-order implicit model—to the data. Muraki [2] uses implicit or blobby models to
reconstruct objects from range data. The individual blobs are spherically symmetric 3D
potentials that are combined linearly so that they blend together. The resulting models,
with approximately 400 primitives are quite coarse.
This work differs from previous work in two ways. First, rather than heuristics, our reconstruction strategy is based on a strategy that solves for the optimal surface estimate. This
optimal estimate includes information about one’s expectations of the likelihood of different surfaces. The result is not a closed-form solution, but an iterative process that seeks to
fit a level-set model to the data while enforcing a kind of smoothness on the data.

7.3.1 Objective function for multiple range maps
The evolution equation for the estimation of optimal surfaces is shown in [42] to consist of
two parts:
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This first part,
, is the data term, which is a movement with variable speed (as
in expression 2 from Table 1) that is the cumulative effect from all of the individual range
maps. The second part is the prior, which describes the likelihood of the surface indepen-

dent of the data. The data term is
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where
is the signed distance along the line of sight from a range measurement in range
map associated passing through . The function Ò
is a windowing function
Ñ
that limits the penalty of any one range measurement, and
is a confidence function,
which is inversely proportional to the level of noise in the range measurement associated
Ô
with the same line of sight. The term
is an integration constant that takes into account
the curvilinear coordinate system of the range scanner.
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Thus, a set of range maps creates a scalar function of 3D, which describes the movement of
a surface model as it seeks the optimal surface position. In the absence of a prior, Ï
, the
zero set of this function is the final position (steady state) of that evolving surface. Thus, in
Á
and obtain an approximation to the optimal
the absence of a prior, one could sample
surface estimate. This strategy results in an algorithm that is very much like that of [45].
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There are several reasons for going to an iterative scheme for finding optimal solutions.
First is the use of a prior. In surface reconstruction, even a very low level of noise can
degrade the quality of the rendered surfaces in the final result, and in such cases better
reconstructions can be obtained by introducing a prior. Second is aliasing. Discretizing
Á
and finding the zero crossings will cause aliasing in those places where the transition
from positive to negative is particularly steep. A deformable model can place the surface
much more precisely. The third reason for going to an iterative scheme is that despite the
windowing function Ò
there is interference between different range maps at places of
high curvature. This problem is addressed by introducing a nonlinearity which is solved in
an iterative scheme given by equation 39. In the work described in [21], the solution of the
Á
linear problem, the zero set of
, serves as the initial estimate for the nonlinear, iterative
optimization strategy that results from the inclusion of a prior and a nonlinear term that
compensates for lack of any explicit model of self occlusions.
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Equation 39 includes a prior, which is a likelihood function on surface shape. A reasonable
choice of prior is one that models objects with less surface area as more likely than objects
with more surface area. Alternatively, one could say that given a set of surfaces that are
near the data, the algorithm should choose a surface that has less area. Often, but not
always, this will be the smoother surface. The Ï
that results from this prior is the mean
curvature. Therefore the evolution of the surface, using the level-set formulation, that seeks
to maximize the posterior probability (given a set of range maps and a prior that penalizes
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Figure 12: Range maps: Synthetic range data 200 200 pixels with 20% Gaussian white
noise of a torus end (a) and side (b).
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± © ² ! $# is the line of sight from a range finder to a 3D point,  , R is a free parameter
where :
d is the expression for the mean
that controls the level of smoothing in the model, and
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curvature given in equation 8.
Figure 12 shows a pair of simulated range maps constructed from an analytical description
of a torus. These 200 200 pixel range maps are corrupted with additive Gaussian noise that
has a standard deviation of 20% (as a function of the smaller of the two radii). Six synthetic
noise-corrupted viewpoints of a torus are combined to create a level-set reconstruction of
a torus. Figure 13(a) shows the initial model (80 80 40 voxels) used for fitting a levelset models to the range data. Figure 13(b) shows the result of the level-set models that
uses 13(a) as an initial state and has a value of equal to ×Ö . The result is a reasonable
reconstruction of the noiseless model (Figure 13(c)) which combines the six points of view
and the smoothing function.

5

5 5

R

k'

Figure 14(a) shows a range map taken with the Perceptron model P5000, an infra-red, timeof-flight laser range finder with a pan-tilt mechanism. Figure 14(b) shows the amplitudes
associated with the return signal (an intensity), and 14(c) shows a surface plot of the range

(a)

(b)

(c)
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Figure 13: (a) An analytically-defined model of a torus. (b) An initial model (80 80 40
Á
voxels) is constructed by combining six points of view of a torus and solving for
.
(c) The model, which is attracted to the range data but subject to internal forces, evolves
and settles into a smoother steady state.
map to demonstrate the degree of noise (additive and outliers). Figure 14(d) shows the
confidence values associated with those range measurements. These confidence values are
derived from empirical data about the level of noise in the range finder (which depends
on the return amplitude), and some analysis, from first principles, about the effects of
uncertainty in the 3D positions of the scans and the model — which results in the lower
confidence at edges as described in [42]. We combined twelve such views from different
locations in the room to generate the results that follow.
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Figure 15(a) shows the initial estimate based on the zero crossings of
, and 15(b) shows
the result of 32 iterations with the prior term and the correction for the surface normal direcÖ
tion. The size of the volume is
voxels, and the resolution is 1.8 cm/voxel.
These results show the ability of the statistically-based approach to overcome the noise in
the scanner, and they show that the inclusion of iterative, model-fitting scheme helps create
more accurate reconstructions. The resolution of the model falls below that of the scans,
because it was limited by the random-access-memory available on our workstation. Some
small features, such as the arm rests of the chairs, are lost because of the inaccuracies in
the registration of the individual range maps.
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Figure 14: (a) One of twelve range maps (b) The associated amplitude map (c) A surface
plot of the range data to show the level of noise. (d) The confidence measures associated
with those range values.

! $#
Á

Figure 15: (top) The 3D reconstruction resulting from the zero crossings of
gives
some averaging, but includes no prior. (bottom) The result of 32 iterations with the iterative
scheme includes the prior and excludes influences of data on surfaces that face away from
the scanner.

8 VISPACK
8.1 Introduction
VISPACK is a set of C++, object-oriented libraries for image processing, volume processing, and level-set surface modeling. It consists of five libraries: Matrix, Image, Volume,
Util, and Voxmodel (level-set modeling). These libraries can be used separately or together
when creating applications.
VISPACK incorporates eight basic design attributes. These are
Data Handles/Copy on Write: VISPack is an object-oriented library, and as such we
allow the objects to handle memory management, and relieve the programmer (in
most cases) from having to worry pointers and the corresponding memory allocation/deallocation problems. For this we use the data handles with a copy on write
protocol. Copy constructors perform a shallow copy with reference counting until a
non const operation on the underlying buffers forces a deep copy. Thus deep copies
are performed only when necessary, but all memory is maintained by the objects and
objects behave as “variables” rather than pointers.
Modified Data Hiding: Access to data in objects is generally through access methods,
however, pointers to buffers for fast implementations are available.
Templates: VISPack utilizes the templating construct of C++ virtually throughout. Many
of the objects, including images, volumes, lists, and arrays, are intended to support
a wide range of data types. Thus, via templating programmers can define the pixels
of different images of different types, such as floating point, 24-bit color, and 16-bit
greyscale.
Use of Standard File Formats: When appropriate VISPack uses standard file formats.
We choose formats that are well known and have publicly available libraries that can
be distributed with our libraries. The matrix library uses a simple text format. The
image library uses TIFF and FITS file formats. Because no standard format exists
for saving volumes of data we do use a raw file format.
Operator Overloading: Proper use of operator overloading gives users a convenient
way to execute operations on an object. When compined with the copy-on-write
convention, operator overloading allows programmers to treat many heavy-weight
objects (e.g. images and volumes) as variables. For instance, the following code
computes non-maximal edges in a on a filtered volume.

Volume<float> dx, dy, dz;
Volume<float> vol gauss = vol.gauss(0.5);
Volume<float> vol out = (((dx = vol gauss.dx()).power(2)
*vol gauss.dx(2)
+ ((dy = vol gauss.dy()).power(2)*vol gauss.dy(2)
+ ((dz = vol gauss.dz()).power(2)*vol gauss.dz(2)
+ dx*dy*(dx).dy() + dx*dz*(dx).dz())
+ dy*dz*(dy).dz()) )).zeroCrossings()
&& ((dx.power(2) + dy.power(2)) > T*T));

8.2 Level-Set Surface-Modeling Library
The Level-Set Surface-Modeling (LSSM) Library is an implementation of the level-set
technique [10, 13] specifically for deforming surface models embedded in volumes. The
implementation uses the sparse-field method described in [20]. The library implements all
of the basic numerical algorithms and handles all of the data structures required to perform
LSSM. The strategy for using this library is to subclass the object VoxModel, set some
parameters, define a set of simple virtual functions that control the deformation process,
initialize the model, and then direct the model to iteratively deform according to those
equations. This section describes the relationship between the mathematics of previous
sections and the VISPack library. Its also presents an example of using VISPack libarary
to do 3D shape metamorphosis as described in Section 7.1.

8.2.1 Surface Deformation
The LSSM library allows one to solve for surface deformations, as a function of time, for
general level-set surface movements of the form:
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where  is a point on the surface. This equation is solved
the surface as the
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where
and
are collections first and second derivatives of , respectively. This
equation is solved on a discrete grid using an up-wind scheme gradient calculations, central
differences for the curvature, and forward finite differences in time. The LSSM library uses
the sparse-field method described in Section 6.3 and in [21].
Thus, the LSSM library offers the following capabilities:
1. Creates an initial model (with associated active set) from a volume.

® §&-W¨ ©^¨ ª and ®¯ using virtual functions (defined by subclasses) that de
 , and parameters (values set by the subclass) / , R , , and .
3. Performs an update on the values of §-X¨ ©^¨ ª .
2. Calculates
scribe and

Ô
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4. Maintains the list of active grid points and updates the layers around those points in
order to maintain a neighborhood from which to calculate subsequent updates.
5. Provides access to the volume that defines
points.
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and the linked list of active grid
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, one can then rely on the functionality of the volume library
Given the volume defining
for subsequent processing, file I/O, or surface extraction.

8.2.2 Structure and Philosophy of the LSSM Library
The library is organized (mostly for ease of development) into a base class, LevelSetModel, and a derived class, VoxModel. The base class does all of the book keeping
associated with the active set and surrounding layers, the link lists associated with those
sets, and initializing the model. Thus it adds and removes voxels from the active set (and
surrounding layers) in response to an update operation. The base class assumes that the
subclasses know how to update individual voxels. Applications are built by subclassing
VoxModel and redefining a small set of virtual functions that control the movement of the
model.
The subclass, VoxModel, performs update on the grid points in the active set of the form
Ô
given in Equation 18, using functions and and parameters , , , and Ø . It also calculates the maximum
that ensures stability. Thus a user who wishes to perform a surface
deformation using the LSSM library, would create subclass of VoxModel and define the
appropriate virtual functions and set the parameters to achieve the desired behavior.
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8.2.3 The LevelSetModel Object
The LevelSetModel contains a volume of values, a volume of status flags, five lists
(one active list, two inside lists, and two outside lists), and three parameters that determine
the origin of the coordinate system form which the model performs its calculations.
There are two constructors, LevelSetModel() and LevelSetModel( const
VISVolume<float> &). The first simply initializes the data structure, and the second
also set the values of the model volume ( values) to the input. Once the values have been
set, one can create an initial volume from those values by calling constructLists(),
which can also take a floating-point argument that controls the scaling of the input relative
to a local distance transform near the zero set.
The list that keeps track of the active set, called active list, keeps track of the location
of those grid points and a single floating-point value, which stores the change in their values
from one iteration to the next.
Another important methods for users of this object is update(float), which changes
the grey-scale values of the grid for the active set according to the values stored in
active list, and updates the status of elements on the active list as well as the values and status of nearby layers (2 inside and 2 outside). The floating point argument is
from Equation 18, and the return value is the maximum change that octhe value of
curred on the active set. Finally, the method iterate() calls the virtual method calculate change, a virtual function which sets the values of
and returns the maximum value of
for stability, and then calls update. For this object the function calculate change performs some trivial (i.e., useless) operation.
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8.2.4 The VoxModel Object
The VoxModel object is a subclass of LevelSetModel, and it add three things to the
base class.

1. calculate change() is redefined to implement the surface deformation described in Equation 43.

¹

2. The virtual functions are declared for (called force) and
functions are defined to return zero for this object.



(called grow). These

3. The parameters that control the relative influence of the various terms are read from
file by a routine load params.
4. A method rescale(float) is defined, which resamples the volume of grid-point
values into a new volume with different resolution and redefines the lists (and thereby
the model) in this new volume. This method is for performing coarse-to-fine deformation procedures.

8.3 Example: 3D Shape Metamorphasis
The Morph object allows one to construct a sequence of volumes or surface meshes using
the 3D shape metamorphasis technique described in Section 7.1, which was first proposed
by Whitaker and Breen [20]. This technique relies distance transforms for both the source
and target objects and uses a LSSMs to manipulate the shape of the source so that it coincides with the target. The surface deformation that describes this behavior is
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where
is simply the distance transform (or some monotonic function thereof) of the
target, and is a coordinate transformation that aligns the source and target objects. The
level-set formulation of this is
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The morphing process consists of several steps:
1. Read in distance transforms (in the form of volumes) for both source and target.
2. Initialize the LSSM by fitting it to the zero set of the source distance transform.
3. Update the LSSM according to Equation 45.
4. Save intermediate volumes/surfaces at regular intervals.
The remainder of this section lists the code and comments for three files, morph.h (which
declares the Morph object), morph.C (which defines the methods) and main.C (which
performs all of the I/O and uses the Morph object to construct a sequence of shapes.

8.4 Morph.h
//
// morph.h
//
//
#ifndef iris_morph_h
#define iris_morph_h
#include "voxmodel/voxmodel.h"
#include "matrix/matrix.h"
#define INIT_STATE 0
#define MORPH_STATE 1
//
// This is the morph object. It uses all of the machinery of the base
// class to manipulate level sets. It needs to have an initial volume
// and a final volume (which would typically be the distance transform,
// it might need a 3D transformation, and it needs to redefine the
// virtual function "grow", which takes 6 floats as input, the position
// followed by the normal vectors (all will calculated and passed into
// this method by the base class). It might also have a state, that
// indicates whether or not it’s been initialized.
//
// Functions not defined here should be defined in "morph.C"
//
class Morph: public VoxModel
{
protected:
VISVolume<float> _dist_source;
VISVolume<float> _dist_target;
VISMatrix _transform;
//
// This is the function that is used by the base class to manipulate the
level
// set. You can define it to by anything you want. For this object, it
will
// return a value from the distance transform of the target.
//

virtual float grow(float x, float y, float z,
float nx, float ny, float nz);

// There are two states. In the first state, the model is trying to fit
// to the input data. In this way the models starts by looking just like
// the input data
int _state;
public:
Morph(const Morph& other)
{
_dist_target = other._dist_target;
_initial = other._initial;
_state = MORPH_STATE;
_transform = VISVISMatrix(3, 3);
_transform.identity();
// initialize();
}
Morph(VISVolume<float> init, VISVolume<float> d)
:VoxModel()
{
_dist_target = d;
_initial = init;
_state = MORPH_STATE;
_transform = VISVISMatrix(3, 3);
_transform.identity();
// initialize();
}
void initialize();
// for this object I assume that the transform is just a matrix.
// but it could be anything
void transform(const VISVISMatrix& t)
{ _transform = t;}
const VISVISMatrix& transform()
{ return(_transform);}

void distance(const VISVolume<float> d)
{ _dist_target = d;}
VISVolume<float> distance()
{ return(_dist_target);}
};
#endif

8.5 Morph.C
#include "morph.h"
#include "util/geometry.h"
#include "util/mathutil.h"

//
// this is the virtual function, that
//

is the guts of it all.

float Morph::grow(float x, float y, float z,
float nx, float ny, float nz)
{
// this says you are in the morph state (things have been initialized)
if (_state == MORPH_STATE)
{
float xx, yy, zz;
VISPoint p(4u);
p.at(0) = x;
p.at(1) = y;
p.at(2) = z;
p.at(3) = 1;
VISPoint p_tmp;
// this is where you could put some other transform.
p_tmp = _transform*p;
xx = p_tmp.x();
yy = p_tmp.y();

zz = p_tmp.z();
// make sure you are not out of the bounds
// of your distance volume.
if (_dist_target.checkBounds(xx, yy, zz))
// if not, get the distance (use trilinear interpolation).
return(_dist_target.interp(xx, yy, zz));
else
return(0.0f);
}
else
{
// if you are still initializing, then move toward the zero set of
// your initial case
if (_initial.checkBounds(x, y, z))
return(_initial.interp(x, y, z));
else
return(0.0f);
}
}
// this makes the model look like the input.
#define INIT_ITERATIONS 5
void Morph::initialize()
{
_values = _initial;
int state_tmp = _state;
_state = INIT_STATE;
construct_lists(DIFFERENCE_FACTOR);
// these couple of iterations are required to make sure that the zero
// sets of the model match the zero sets of the
//
for (int i = 0; i < INIT_ITERATIONS; i++)
{
// limit the dt to 1.0 so that the model settles in to a solution
update(::min(calculate_change(), 1.0f));
}
_state = state_tmp;
}

8.6 Main.C
#include
#include
#include
#include
#include

"vol/volume.h"
"vol/volumefile.h"
"image/imagefile.h"
"morph.h"
<string.h>

const int V_HEIGHT = (40);
const int V_WIDTH = (40);
const int V_DEPTH = (40);
#define XY_RADIUS (12) // this matches the 2.5D data generated in
torus.C
#define T_RADIUS (4) // this matches the 2.5D data generated in torus.C
#define S_RADIUS (12) // radius of a sphere
#define B_WIDTH (20.0f)
#define B_HEIGHT (60.0f)
#define B_DEPTH (20.0f)
#define B_CENTER_X (12.0f)
#define B_CENTER_Y (32.0f)
#define B_CENTER_Z (12.0f)
float sphere(unsigned x, unsigned y, unsigned z);
float torus(unsigned x, unsigned y, unsigned z);
float cube(unsigned x, unsigned y, unsigned z);

// This is a program that does the morph. If you give it two
// arguments, it reads the initial model and the dist trans for the
// final model from the two file names given, otherwise, it makes a
sphere
// and deforms it into a torus
main(int argc, char** argv)
{

VISVolume<float> vol_source, vol_target;
VISVolumeFile vol_file;
int i;
char fname[80];
vol_source = VISVolume<float>(25,65,25);
vol_source.evaluate(cube);
if (argc > 2)
{
// read in the sourceing model
vol_source = VISVolume<float>(vol_file.read_float(argv[1]));
// read in the dist trans of the final model
vol_target = VISVolume<float>(vol_file.read_float(argv[2]));
}
else
// make up some volumes
{
vol_source = VISVolume<float>(V_WIDTH, V_HEIGHT, V_DEPTH);
vol_source.evaluate(sphere);
vol_target = VISVolume<float>(V_WIDTH, V_HEIGHT, V_DEPTH);
vol_target.evaluate(torus);
}
// create morph object
Morph morph(vol_source, vol_target);
// loads in some parameters (for morphing these are all zero but one)
// i.e.
//
//
//
//
morph.load_parameters("morph_params");
morph.initialize();
vol_file.write_float(morph.values(), "morph0.flt");
float dt;
// do 150 iterations for your model to get from start to finish
// probably don’t need this many iterations

for (i = 0; i < 150; i++)
{
dt = morph.calculate_change();
// limit dt to 0.5 so that model never overshoots goal
dt = min(dt, 0.5f);
morph.update(dt);
printf("iteration %d dt %f\n", i, dt);
if (((i + 1)%10) == 0)
{
// save every tenth volume
sprintf(fname, "morph_out.%d.dat", i + 1);
vol_file.write_float(morph.values(), fname);
}
}
// save a surface model (i.e. marching cubes).
vol_file.march(0.0f, morph.values(), ‘‘morph_final.iv’’);
printf("done\n");
}
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The Level Set Equation
IsoIso-surface of coco-dim 1

IsoIso-value

r
r
S (t ) = x (t ) ∈ ℜ3 | φ ( x (t ), t ) = k

Introduction to Level Sets

[Osher & Sethian 1988]
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Lipschitz function φ : ℜ × ℜ

+

→ℜ

∂φ dx ∂φ dy ∂φ dz ∂φ ∂φ dxr r
dφ
+
+
+
=0=
=
+ • ∇φ
∂t dt ∂x dt ∂y dt ∂z ∂t dt
dt
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c SpeedVelocity
Normal
-function
Speed
r rr r
r
φ
∂φ
dx ∇
r
= − • ∇rφ ∇φ ≡ − Γ ( x , φ ,... ) ∇ φ
∂t
dt ∇φ

r r
∂φ ⎧ − V • ∇ φ
r
=⎨
∂t ⎩ − Γ ∇ φ

Inside(-) and Outside(+)!

So What’s The Trick?

Euclidian Distance Function

Adds an extra (spatial) dimension:
• No self-intersection!
• Topology simplifies!

{

Deforming curve = (x, y) ∈ℜ2 | φ(x, y, t ) = k

}

• The level set function can in principle be any scalar
function, but numerical stability requires Euclidian
distance functions!
r
r
x0
r
r r
x
φ ( x ) = x − x0 = ( x − x0 )2 + ( y − y0 )2

⎡∂φ ∂x ⎤
∇φ = ⎢
⎥=
⎣∂φ ∂y ⎦

3D hyper-surface:

φ ( x, y , t ) = k

φ ( x, y , t 0 ) = k

( x − x0 ) + ( y − y0 )

2

⎡ x − x0 ⎤
⎢y − y ⎥
⎣
0⎦

2

2

1D contour:

1
2

∂φ
⎛ ∂φ ⎞
Eikonal EQ
∇φ = ⎛⎜ ⎞⎟ + ⎜ ⎟ = 1
⎝ ∂x ⎠ ⎝ ∂y ⎠
∇φ = 1 ⇒ φ is a distance function

∇φ = 1 ⇐ φ is a distance function

Normal of a Level Set
⎡∂ ∂ ∂⎤ r ∂ r ∂ r ∂
∇ = ⎢ , , ⎥ ≡ e x + e y + ez
∂x
∂y
∂z
⎣ ∂x ∂y ∂z ⎦
r ∂ r ∂
r ∂ r r
r r
r r
= e1
+ e2
+ n = e1 (e1 ⋅ ∇ ) + e2 (e2 ⋅ ∇ ) + n (n ⋅ ∇ )
∂e1
∂e2
∂n
∂φ ∂φ
=
=0
∂e1 ∂e2
⇒

∇φ
r
n=±
∇φ

r r
⇒ ∇φ = n (n ⋅ ∇φ )

r
⇒ n ∇φ

Closest-Point-Transform
r r
r
x1 = x0 + h n
r r
r
x0 n = ∇φ ( x0 )
i.e.∇φ is constant along

dφ
h 2 d 2φ
r
r
φ ( x1 ) = φ ( x0 ) + h
+
+L
r
2 dn 2 r
dn x
2x
h r
r
r
r
= φ ( x0 ) + h (n ⋅ ∇φ ) xr + (n ⋅ ∇[n ⋅ ∇φ ]) xr + L
2
r
r
r
r
r
n ⋅ ∇φ = 1 φ ( x1 ) = φ ( x0 ) + h
∇φ ( x1 ) = ∇φ ( x0 )
r
φ ( x0 ) ≡ 0 ⇒ φ ( xr1 ) ≡ h CPT ( xr1 ) ≡ xr0 = xr1 − h nr = xr1 − φ ( xr1 )∇φ ( xr1 )
0

0

0

∇φ = 1 ⇒

r
n = ±∇φ

r
n ⋅ ∇φ = ±1

0

1

Mean Curvature of Level Sets
(

)

r
r
K = 12 ( K1 + K 2 ) = 12 Div er [n ] + Div er [n ]
1

2

r r
r r r
r
= 12 (e1 (e1 • ∇ ) • n + e2 (e2 • ∇ ) • n )

r r
r r
r r
∇ = e1 (e1 • ∇ ) + e2 (e2 • ∇ ) + n (n • ∇ )
r r
r
K = 12 (∇ − n (n • ∇ )) • n

r r
r
n (n • ∇ ) • n = 0

Other Properties of Level Sets
• Consider a closed region Ω with a boundary Γ
• Size of Ω (area in 2D and volume in 3D):
⎧0 if φ < 0
H(φ ) = ⎨
⎩1 if φ ≥ 0

r
Ω = ∫ H(− φ )dx
Ω

Heaviside function

• Size of Γ (arc-length in 2D and area in 3D):
Dirac’s Delta function

r
r
Γ = ∫ ∇ H(φ ) dx = ∫ δ (φ ) ∇φ dx

∇φ
r
K = 12 ∇ • n = 12 ∇ •
∇φ

Ω

Numerical Implementation
• Smeared out 1’th order approximations
(band-limited)
⎧0 if φ < −ε
⎪
H(φ ) = ⎨ 12 + 2φε + 21π Sin
⎪1 if φ > ε
⎩

(πφε )

⎧0 if φ < −ε
⎪
δ (φ ) = ⎨ 21ε + 21ε Cos πφ
ε
⎪0 if φ > ε
⎩

if

( )

if

−ε ≤φ ≤ ε

Ω

r
• Closest distance φ ( x )
• Interface normal

r ∇φ
n=
= ∇φ
∇φ

r r
r
r
• Closest Distance Transform CPT ( x ) = x − φ ( x )∇φ ( x )

• Volume (3D)

∇φ
∇φ

r
Ω = ∫ H(− φ )dx
Ω

• Area (3D)

r
Γ = ∫ δ (φ ) ∇φ dx
Ω

Advection vs. Diffusion

d
[H (φ )]
dφ

Properties of Level Sets

1
• Mean curvature (3D) K = 2 ∇ •

−ε ≤φ ≤ ε

δ (φ ) ≡

⎧0 if φ < 0
H(φ ) = ⎨
⎩1 if φ ≥ 0
d
δ (φ ) ≡ [H(φ )]
dφ

Two Types of Level Set Equations
• Diffusion level set equations:

Waves propagation

Heat diffusion

•
•
•
•
•

Parabolic PDE’s
Infinite domain of dependence
Information has no particular direction
Information is propagated at infinite velocity
Use central-difference finite difference schemes!

• Advection level set equations:
• Sound propagates
• with a finite speed
• in a certain direction

• Heat diffuses
• with a infinite speed
• in all direction

•
•
•
•
•

Hyperbolic PDE’s
Finite domain of dependence
Information has a direction
Information is propagated at finite velocity
Use upwind finite difference schemes!

2

Advection example:
• Advection by vector field:

Advection example:

r
∂φ
= −V • ∇φ
∂t

• Advection in normal direction: ∂φ = −a ∇φ
∂t

• Numerical implementation:

• Numerical implementation
• It’s hyperbolic so use upwind finite difference!
+
∂φ ⎪⎧φ x = (φi +1, j ,k − φi , j ,k ) Δx + O(Δx ) if Vx < 0
=⎨ −
∂x ⎩⎪φ x = (φi , j ,k − φi −1, j ,k ) Δx + O(Δx ) if Vx > 0

φi −1φi φi +1
φi −1φi φi +1

• Or higher order schemes like WENO [Liu et al., JCP 94]

Diffusion example:
Geometric Heat EQ
• Mean Curvature flow in normal direction:
∂φ
= κ ∇φ
∂t

⎡ ∇φ ⎤
1
= ∇•⎢
⎥ ∇ φ ≈ ∇ • ∇φ = Δφ
2
⎣ ∇φ ⎦

• Numerical implementation
• It’s parabolic so use central finite difference!

• It’s hyperbolic so use upwind finite difference!

2

Re-normalization
• Direct static approach – solve Eikonal EQ:
∇φ = 1
• Fast Marching Method - O(N log N)
• Fast Sweeping Method - O(N)

• Direct dynamic approach – solve LS EQ:
∂φ
= Sign (φ )(1 − ∇φ )
∂t

( )

∂x 2

=

φi +1, j ,k − 2φi , j ,k + φi −1, j ,k
Δx 2

)

• This is called Godunov’s Method

∂φ φi +1, j ,k − φi −1, j ,k
+ O Δx 2
=
2 Δx
∂x

∂ 2φ

(

⎛ ∂φ ⎞ = Max − Sign( a )φ − , Sign( a )φ + ,0 2
⎜ ⎟
x
x
⎝ ∂x ⎠

( )

+ O Δx 2

Fast Sweeping Method

• Indirect approach – velocity extension!

Fast Sweeping Method
• Initialization

• The key observations:
• The Eikonal EQ is a hyperbolic PDE!
• Information is propagated from the interface and out
• Characteristics are straight lines along the normals
of the interface!
• Partition characteristics into groups according to
their direction

• Strategy:

• Compute distances in alternating sweeps of groups of
characteristics

r
r
• Define boundary condition: φ ( x ) = 0 for x ∈ Γ
• Freeze boundary values
• Set remaining points to large values

• Main Loop
• Solve Godunov’s upwind-scheme by Gauss-Seidel
iterations
r
r
r
• When updating use: φ ( x ) = Min (φnew ( x ), φold ( x ))
• Alternating sweeping orderings: 2dim
O(N)

3

FSM: 1D example

FSM: 1D example

1 = Max (Vi − Vi −1, Vi − Vi +1 ,0 )

1 = Max (Vi − Vi −1, Vi − Vi +1 ,0 )2

2

FSM: 2D example

FSM: 2D example

1 = Max (Vij − Vi −1 j , Vij − Vi +1 j ,0 ) + Max (Vij − Vij −1 ,Vij − Vij +1,0 )
2

2

i = I →1

i =1→ I

j =1→ J

j =1→ J

i = I →1

i =1→ I

j = J →1

j = J →1

Direct dynamic approach
r
∂φ ( x , t )
r
r
= Sign[φ ( x )](1 − ∇φ ( x , t ) )
∂t
∂φ
=0 ⇒
∂t

∇φ = 1

r
φ0 ( x )
r
Sign( x ) =
r
φ02 ( x ) + h 2
r
Sign ( x , t ) =

Hyperbolic PDE!

r
Can move interface!
φ ( x, t )
r
r
2
φ ( x , t ) + ( ∇φ ( x , t ) h )
2

1 = Max (Vij − Vi −1 j , Vij − Vi +1 j ,0 )2 + Max (Vij − Vij −1 ,Vij − Vij +1,0 )2
i = I →1

i =1→ I

j =1→ J

j =1→ J

i =1→ I

i = I →1

j = J →1

j = J →1

i =1→ I

i = I →1

j =1→ J

j =1→ J

i = I →1

i =1→ I

j = J →1

j = J →1

Trick: Velocity Extension
r
r
Γ( x ) = Γ(CPT(x ) )
r
r
r
φ ( x ) = x − CPT( x )
Characteristic of ∇φ = 1

∂φ
= Γ ∇φ
∂t

r
r
∇φ ( x ) = ∇φ (CPT(x ) )
r r
r
r
CPT( x ) = x − φ ( x )∇φ ( x )
r
dΓ ( x )
r
r
r = 0 ⇔ ∇φ ( x ) • ∇Γ( x ) = 0
dn

∂Γ
= Sign(φ )∇φ ⋅ ∇Γ
∂t

∂
2
∂φ
∇φ = 2∇φ • ∇
= 2∇φ • Γ∇ ∇φ + 2∇φ • ∇[Γ ]∇φ = 0
∂t
∂t
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Explicit Time Integration

CFL Condition

∂φ
= H (φ )
∂t
n +1
• Forward Euler: φ = φ n + ΔtH (φ n ) + O (Δt 2 )
~ n+1

• 2. Runge-Kutta:

φ
φ

n +1

= φ n + ΔtH (φ n )
Δt
~
= φ n + [H (φ n ) + H (φ n +1 )] + O (Δt 3 )
2

• 3. Runge-Kutta: φ~ n+1 = φ n + ΔtH (φ n )
Δt
[H (φ n ) + H (φ~ n+1 )]
4
Δt
~
~
φ n +1 = φ n + [H (φ n ) + 4 H (φ n+ ) + H (φ n +1 )] + O (Δt 4 )
6
~

φ n+ = φ n +
1
2

1
2

Parabolic Stability condition
• CFL is a necessary but not sufficient
stability condition for parabolic PDE’s!
• Von Neumann stability analysis of explicit
integration of parabolic curvature flow:
∂φ
= ακ ∇φ
∂t

⎛ 2α
2α
2α ⎞
⎟
Δt < ⎜⎜
+
+
2
2
2⎟
⎝ (Δx ) (Δy ) (Δz ) ⎠

−1

(Δx )2
≈
6α

Semi-Lagrangian Integration
r
∂φ
= −V • ∇φ
∂t
• This is a hyperbolic advection PDE
• Can be integrated by the method of characteristics!
r r
r
• Let’s look at a stream-line p( x0 , t ) going through x0 at t = 0
r r r
d r r
r r
r
p ( x0 , t ) = V ( p ( x0 , t )), p ( x0 ,0) = x0
dt

• Most explicit time integration schemes are only
conditionally stable!
• Stability requires that the slowest numerical
wave is faster then the fastest physical wave:
r
∂φ
= −V • ∇φ
∂t

r
Min{Δx, Δy, Δz}
> Max{V }
Δt

Δt <

Δx
r
Max{V }

• Level set front can only move one grid cell per
iteration!

Implicit Time Integration
∂φ
= H (φ )
∂t
n +1
φ = φ n + ΔtH (φ n+1 ) + O (Δt 2 )

• Backward Euler:
• Crank-Nicolson:

n
n +1
⎡ H (φ ) + H (φ )⎤
3
⎥⎦ + O (Δt )
2
⎣

φ n +1 = φ n + Δt ⎢

• Implicit integrations schemes are unconditionally stable
• However still inaccurate for large time-steps!
• Complex to implement and often slow due to the necessity
to solve a linear system

Semi-Lagrangian Integration
• We simply track each point on the grid backward in time
and use simple (tri-linear) interpolation!

r r
p ( x ,0 )

0

r r
p( x ,− Δt )

− Δt

• Value is constant along such stream-lines (characteristics):

r r
~ r
φ ( x0 , t ) ≡ φ ( p( x0 , t ), t )

r
~
∂φ r
dφ ∂φ dp
=
+ • ∇φ =
+ V • ∇φ = 0
∂t
dt ∂t dt

5

Semi-Lagrangian Integration
• We simply track each point on the grid backward in time
and use simple tri-linear interpolation!

r r
p ( x ,0 )

r r
p( x ,− Δt )

Implementation of Level Sets

− Δt

0
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• Since stream-lines correspond to tracking of (Lagrangian)
mass-less particle this technique is call Semi-Lagrangian!
r
r r
φ ( x , t + Δt ) = φ ( p ( x ,−Δt ), t )
• Explicit and yet unconditionally stable!

Outline

Level Set Implementations

1. Narrow Band Methods
2. Dynamic Tubular Grid (DT-Grid)
3. Hierarchical Run-Length-Encoded
level sets (H-RLE)
4. Streaming and compressed level sets

Narrow Band Methods

• Stability
• Explicit integration scheme => CFL
• Implicit integration scheme => unconditionally stable
• Parabolic: infinite domain-of-dep. => central difference
• Hyperbolic: finite domain-of dep. => upwind schemes
• Accuracy
• 1’th order forward Euler or higher order Runge-Kutta
• Parabolic: 2’nd or higher order central difference
• Hyperbolic: Gudonov with 1’th order FD or (W)ENO
• Efficiency
• Computational: Narrow band
• Storage: ADF or uniform octrees

Accurate Level Set Implementation

Solve PDE’s in narrow band embedding the interface
Γ (i, j , t )

[Peng et al., J. of Comp. Phys., 155, pp. 410-438, 1999]

φ (i, j , t )

T = {(i, j , k ) : φ (i, j , k ) < γ }
N = {(i, j , k ) : φ (i ± 1, j ± 1, k ± 1) < γ }

β

positive

γ

zero
negative

δ

δ

Tubes embedding zero-crossing
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Narrow Bands With Arrays

Accessing Tube Elements

dim = 1;
for each grid point (i, j )
// outside both tubes
mask (i, j ) = 0;
if (φ (i, j ) < γ )
// inside both tubes
mask (i, j ) = 2;
index1( dim) = i;
index2(dim + + ) = j;
else if (φ (i ± 1, j ± 1) < γ )
// inside N tube
mask (i, j ) = 1;
index1( dim) = i;

( )

O N2

index2(dim + + ) = j;

∂φ
= C (φ )Γ ∇φ
∂t

i = index1(k ); j = index2(k );
if (mask (i, j ) = 2)

φ (i, j ) = K;

• Run over N tube:

for k = 1 to dim;
i = index1(k ); j = index2(k );
if (mask (i, j ) ≥ 1)
φ (i, j ) = K;

• Fast, O(N), re-build: [Nilsson, Breen and Museth, Vis05]

O( N )

• Fast Narrow Band Methods [Peng et al., JCP ’99]

⎧
1
if
2
⎪
⎪ (φ − γ ) (2 φ + γ − 3β )
if
C (φ ) = ⎨
(γ − β )3
⎪
0
if
⎪
⎩

φ ≤β
β < φ ≤γ
φ >γ

– Computational complexity linear in size of interface (area)
– Memory usage linear in size of the embedding (volume)!
– Efficient data structures – fast stencil access operations

• Adaptive Distance Fields [Frisken et al., SIGGRAPH ‘00]
– Memory usage scales with geometric features of interface!
– Relatively complex data structure - slow access operations
– Level set upwind schemes are limited to uniform sampling!

• Uniformly sampled Octrees [Losasso et al., SIGGRAPH 04]

• Re-initialize in N tube:

∂d
= Sign(φ )( ∇d − 1)
∂t
⎧ − γ if
r ⎪ r
φ ( x ) = ⎨d ( x ) if
⎪ γ
if
⎩

for k = 1 to dim;

LS Data Structures

Outline of Algorithm
• Update in T tube:

• Run over T tube:

Sign(φ ) ≈

r
d ( x ) < −γ
r
d (x) ≤ γ
r
d (x) > γ

φ
φ2 +ε 2

– Computation and memory scales with size of interface
– Relatively complex data structure – slow access operations
– Doesn’t utilize main advantage of hierarchical tree structure

Imbalance between efficiency of computation and memory usage!

Outline

Deforming Geometry
Vx ( x, y , z , t ) = 2 Sin(πt ) Sin 2 (πx ) Sin( 2πy ) Sin( 2πz )
V y ( x, y, z , t ) = − Sin(πt ) Sin( 2πx) Sin 2 (πy) Sin(2πz )
Vz ( x, y, z , t ) = − Sin(πt ) Sin( 2πx ) Sin(2πy ) Sin 2 (πz )

[Model from Frantic Films]

Extremely High Resolution Level sets
•
DT-Grid: Dynamic Tubular Grid [J. Sci. Comp. 2005]
•
H-RLE: Run-Length-Encoded Level Sets [TOG 2006]
•
Out-of-core and compressed Level Sets [In submission]
DT-Grid 67
MB
vs 5.22GB
1024
3) 3
Old
method
(100

Old method 1 (1003)
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A New Benchmark ☺

10243 (96MB vs. 5GB!)

1003

Look at the size!

30K×12K×10K

Look at the size!

20483
deformation

Dynamic Tubular Grids

Look at the size!

10243

10243
simulations

fluid simulations

DT-Grid Data Structure

[Nielsen & Museth, Journal of Scientific Computing, 2006]

•
•
•
•
•
•

Based on “Compressed Row Storage” (CRS)
Computational complexity linear in size of interface
Memory usage linear in size of interface < octrees!
Fast cache-coherent data structures – fast than octrees!
Can employ standard FD-HJ schemes in any dimensions
Out-Of-The-Box simulations!!!!

CRS
Format
DT-Grid
1:
DT-Grid
2:
DT-Grid
3:

Yellow:Y-index,
Y-index,
value
(Sparse
Matrices):
Yellow:
value
Blue:Value
Value
Blue:
Y-index, value
Narrow
Band
Level
Cyan:X-index,
Value-Index
Cyan:
Value-index
Value-Index
Set
White:
NULL
index
value-index
Magenta:
X-index,
value-index
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DT-Grid of a 3D Sphere

P-column,
Connected
Component

Values
Values

X-coordinates
Y-coordinates
Z-coordinates

DT-Grid in 3D

Random Access

Neighbor Access in Y-direction

Look up (x,y)
Locators : uniquely defines
grid points in data structure.

Time Complexity:
O(logC0+ logCx)

Time Complexity: O(1)

x

Neighbor Access in X-direction

Sequential and Stencil Access

Again we assume
we have a locator
to the grid point.

Time Complexity:
O(logCx+1)

Time Complexity: O(1)

All level set operations
are essentially sequential

x

9

Out-Of-The-Box Level Sets

Time and memory performance
Volume conserving mean curvature flow

Previous narrow band metoder and Octrees

DT-Grid

Time and memory performance

Solutions 2: H-RLE Level Sets
[Houston, Nielsen, Batty, Nilsson & Museth,
ACM Transactions on Graphics, 2006]

Smoothing away the Stanford Bunny (256 x 256 x 256) :

•
•
•
•
•

Combines benefits of DT-Grid with more flexibility for CG!
Based on Run-Length-Encoding of scan-lines (p-column)!
Allows for the representation of unclosed surfaces
Can be augmented with arbitrary data fields like textures etc.
Can encode non-symmetric narrow bands

(using very accurate but slow numerical schemes!)

Un-closed surfaces

Shape Metamorphosis

H-RLE LS:

• H-RLE level set morph at high resolution

DT-Grid:

• Source: Human model with resolution 512x797x145
• Target: Thai statuette with resolution 1000x1676x865
• Conversion Volume: 26 billion voxels
[TOG ‘06]

10

Shape Metamorphosis

Mesh To Level Set Scan Conversion
• Linear time complexity and memory consumption.
• Examples:

[TOG ‘06]

Mesh to Level Set Scan Converter

Mesh to Level Set Scan Converter

• High-resolution compact RLE level set scan
converted from 724 unclosed tri-mesh components
– Effective Resolution: 1691x1223x839
– Volume: 1.74 billion voxels
– Total memory usage: 229.6 MB (as oppose to 7GB!)

Compact Fluid Simulations

Fluid In Non-Convex “Box”

11

Hierarchical RLE in Hollywood

Virtually Unlimited Resolution
[Nielsen, Nilsson, Soderstrom & Museth]

• Framework based on DT-Grids:
– Separation of topology and value information

• Application specific out-of-core streaming (blue)
– Near optimal page replacement and prefetching

• Highly efficient compression (yellow)
Frantic Films

– Prediction based statistical encoding

Benchmarks: on PC with 1GB RAM

Benchmarks: on PC with 1GB RAM

Level Set Erosion of the Stanford Bunny
20003
25003
60003
80003
700 MB 1.2 GB
3.2 GB
11 GB
(29.8GB) (58.2GB) (805GB) (1907GB)
DT-Grid
100%
18%
Not
Not
Possible Possible

Level Set Erosion of the Stanford Bunny
80003
20003
25003
60003
700 MB 1.2 GB 3.2 GB 11 GB
DT-Grid
100%
18%
Not
Not
Possible Possible
Values out64%
66%
66%
56%

• We measure throughput (processed grid points/second).
• Compare to peak in-core DT-Grid performance (state-of-the-art)

of-core,
topology incore

Benchmarks: on PC with 1GB RAM

Benchmarks: on PC with 1GB RAM

Level Set Erosion of the Stanford Bunny
80003
20003
25003
60003
700 MB 1.2 GB 3.2 GB 11 GB
DT-Grid
100%
18%
Not
Not
Possible Possible
Values out54%
55%
55%
53%

Level Set Erosion of the Stanford Bunny
80003
20003
25003
60003
700 MB 1.2 GB 3.2 GB 11 GB
DT-Grid
100%
18%
Not
Not
Possible Possible
Values out58%
57%
54%
51%

of-core,
topology
compressed
in-core

of-core,
topology incore
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Out-Of-Core Shape Metamorphosis
- On a Machine with 1GB Memory
•
•
•
•
•

203

lattice of Stanford Bunnies in
resolution 1283 (total 7.5GB)
CSG intersect with Stanford Bunny in
resolution 20483 (total 1.6GB)
Morph: Bunny CSG Bunny
Peak Storage: 5GB
Throughput: 65%

Out-Of-Core Scan Conversion
- High Res Meshes to High Res Level Sets
1. Partition mesh into lattice of subsubmeshes using a series of outof-core sorts.
2. For each non-empty sub-mesh:
Scan convert into sub-volume incore. Stream result to disk.
3. Lexicographic sort of grid points
out-of-core.
4. Construct out-of-core DT-Grid.
Lucy @ 35000 x 20000 x 11000

High-Reso Fluid Animation

Streaming Particle Level Set
• Particle-in-cell approach
• Quantization to minimize throughput
• Renforces sequnetial storage during deformation

8003

10243

15003

40963
Not
possible

In-Core

100%

10%

Not
possible

Out-Of-Core

34%

31%

23%

21%

Out-Of-Core (Q)

95%

89%

88%

59%

Simulation I

Simulation II

471x787x471 voxels

931x1567x931 voxels

Enright test on PC with 2GB RAM

Seriously Out-Of-The-Box Fluids ☺

Solving PDE’s on Large Surfaces
• The wave equation embedded on a surface

1024

∂2 f
= ∇ 2s f
∂t 2

• Rewriting the surface Laplacian [Xu and Zhao, 2003 ]
∇ 2s f = ∇ 2 f −

∂2 f
∂n

2

−κ

∂f
∂n

• Extending the scalar quantity along surface normals
∂f
∂n

=0 ⇒

∂2 f
∂n

2

=κ

∂f
∂n

=0 ⇒

∂2 f
= ∇2 f
∂t 2
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Waves on the Stanford Bunny

Thank You!

10243 voxels

• Check out our upcoming paper for all the details!
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Euler-Lagrange PDE’s
• Given a functional (cost-function) J:
J=

∫

r
f ( x, y , z, φ , ∇φ )dx

Ω

• A stationary value ( δJ = 0 ) is given by
∂f ∂ ∂f
∂ ∂f
∂ ∂f
−
−
−
=0
∂φ ∂x ∂φ x ∂y ∂φ y ∂z ∂φ z
⎛ ∂
⎡
⎤⎞
⎜ −∇• ⎢ ∂ , ∂ , ∂ ⎥⎟ f = 0
⎜ ∂φ
⎟
∂
∂
∂
φ
φ
φ
x
y
z
⎣
⎦⎠
⎝

Gradient decent of Euler-Lagrange
• We parameterize the descent direction by
time and rescale, replacing the common
factor δ (φ ) by ∇φ
⎡

⎢∫

r

r

⎤

r

δ ⎢ f ( x ,φ , ∇φ )dx ⎥ = F ( x , φ , ∇φ )δ (φ )
⎣Ω

⎥
⎦

∂φ
= F ∇φ
∂t
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Minimization of Volume
⎧0 if φ < 0
H(φ ) = ⎨
⎩1 if φ ≥ 0

r
V = H (− φ )dx

∫

Ω

Weighted Region
Heaviside function

V=

r

r

∫ f (x ) H (− φ )dx

Ω

⎛ ∂
⎡
⎤⎞
⎜ − ∇ • ⎢ ∂ , ∂ , ∂ ⎥ ⎟ H (− φ ) = 0
⎟
⎜ ∂φ
φ
φ
φ
∂
∂
∂
x
y
z
⎣
⎦⎠
⎝

⎛ ∂
⎡
⎤⎞
⎜ − ∇ • ⎢ ∂ , ∂ , ∂ ⎥ ⎟ f ( xr )H (− φ ) = 0
⎟
⎜ ∂φ
φ
φ
φ
∂
∂
∂
x
y
z
⎣
⎦⎠
⎝

H ' (− φ ) = −δ (φ ) = 0

r
r
f ( x )H ' (− φ ) = − f ( x )δ (φ ) = 0

∂φ
= − ∇φ
∂t

∂φ
r
= − f ( x ) ∇φ
∂t

Dilation!

Morphing

Minimization of Area

r
V A∩ B = H (− φtarget )H (− φ )dx

∫

V A\ B =

A\B

∫ H (φtarget )H (− φ )dx

r

Ω

B=target

V A∩ B − V A\ B =

∫ [H (− φtarget ) − H (φtarget )]H (− φ )dx

r

Ω

∂φ
= H (φtarget ) − H (− φtarget ) ∇φ = Sign φtarget ∇φ
∂t

[

]

[

]

Robust Alignment

r

r

∫ ∇H (− φ ) dx = ∫ δ (φ ) ∇φ dx

Ω

Ω

A∩B

A

A=

Ω

⎛ ∂
⎡
⎤⎞
⎜ − ∇ • ⎢ ∂ , ∂ , ∂ ⎥ ⎟δ (φ ) ∇φ = 0
⎟
⎜ ∂φ
∂
∂
∂
φ
φ
φ
y
z ⎦⎠
⎣ x
⎝
⎡
⎤
∇φ
δ ' (φ ) ∇φ − ∇ • ⎢δ (φ )
=0
∇φ ⎥⎦
⎣
∇φ
δ ' (φ ) ∇φ − δ ' (φ ) ∇φ − δ (φ )∇ •
= −δ (φ )κ = 0
∇φ
∂φ
= −κ ∇φ
∂t

Curvature flow or geometric diffusion!

Segmentation

• Aligns the local surface normal (nr) with the
image gradient (∇I)

• Separate interesting regions from background
(uninteresting region) !
• Extract interface or geometric structures
• E.g. interface between broken bone and tissue

r
r
r
E A = ∇I ⋅ n ∇H (− φ ) dx = ∇I ⋅ ∇φ δ (φ )dx

∫

∫

Ω

E RA =

Ω

r

∫ ∇I ⋅ ∇φ δ (φ )dx

Ω

∂φ
= Δ I ∇φ
∂t

∂φ
r
= Sign (∇I • n )ΔI ∇φ
∂t

• Segmentation with edges
• Based on intensity changes, i.e. derivative
information!
• Edge detection

• Segmentation without edges
• Separate regions with smoothly varying intensities
• Mumford-Shan segmentation [Chan-Vese]
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Minimal Variance

Segmentation Without Edges

• Decompose image into segments with piecewise constant intensities
λ1

∫ (I − Iˆin )

2

r
H (− φ )dx + λ2

Ω

r
H (φ )dx

E1 (C ) = 0, E2 (C ) > 0

Area

α

Volume

E2 (outside - variance)
E1 (C ) > 0, E2 (C ) > 0 E1 (C ) = 0, E2 (C ) = 0

[Chan-Vese,99]

∫ ∇H (− φ ) dΩ + β ∫ H (− φ )dΩ +

Ω

Ω

E1 (inside - variance)
E1 (C ) > 0, E2 (C ) = 0

∫ (I − Iˆout )

2

Ω

r
2
λ1 (I − Iˆ− ) H (− φ )dx + λ2

∫

Ω

Iˆ± =

∫ (I − Iˆ+ ) H (φ )dx
2

r

Ω

r

r

r

∫ I ( x )H (± φ )dx ∫ H (± φ )dx

Ω

Ω

2
2
∂φ ⎡
= ακ − β − λ1 I − Iˆ− + λ2 I − Iˆ+ ⎤ ∇φ
⎥⎦
∂t ⎢⎣

Segmentation With Edges
• Interface between boundary is located
at edges – where the image gradient
has an extrema:
r

r

∫ E (∇I ) ∇H (φ (x )) dx

Ω

E (∇ I ) =

1
r
1 + ∇[Gε ∗ I ]

∂φ
= [E (∇I )κ + ∇E (∇I ) • ∇φ ]∇φ
∂t

Problem Statement

Level-Set Segmentation From
Multiple Non-Uniform Volume
Datasets
(K. Museth, D. Breen,
L. Zhukov, R. Whitaker)
[IEEE Visualization ’02]

Problem Statement
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Abstract
Level set models combine a low-level volumetric representation, the mathematics of deformable implicit surfaces,
and powerful, robust numerical techniques to produce a novel approach to shape design. While these models offer
many benefits, their large-scale representation and numerical requirements create significant challenges when developing an interactive system. This paper describes the collection of techniques and algorithms (some new, some
pre-existing) needed to overcome these challenges and to create an interactive editing system for this new type of
geometric model. We summarize the algorithms for producing level set input models and, more importantly, for localizing/minimizing computation during the editing process. These algorithms include distance calculations, scan
conversion, closest point determination, fast marching methods, bounding box creation, fast and incremental mesh
extraction, numerical integration, and narrow band techniques. Together these algorithms provide the capabilities
required for interactive editing of level set models.

Categories and Subject Descriptors (according to ACM
CCS): I.3.5 [Computer Graphics]: Geometric Algorithms,
Languages, and Systems

1. Introduction
Level set models are a new type of geometric model for creating complex, closed objects. They combine a low-level
volumetric representation, the mathematics of deformable
implicit surfaces, and powerful, robust numerical techniques
to produce a novel approach to shape design. During an editing session a user focuses on and conceptually interacts with
the shape of a level set surface, while the level set methods
“under the hood” calculate the appropriate voxel values for a
particular editing operation, completely hiding the volumetric representation of the surface from the user.
More specifically, level set models are defined as an isosurface, i.e. a level set, of some implicit function φ. The
surface is deformed by solving a partial differential equation (PDE) on a regular sampling of φ, i.e. a volume dataset
[OS88]. Thus, it should be emphasized that level set methods do not manipulate an explicit closed form representation
of φ, but only a sampling of it. Level set methods provide
the techniques needed to change the voxel values of the volume in a way that moves the embedded iso-surface to meet
a user-defined goal.
c The Eurographics Association and Blackwell Publishing 2005. Published by Blackwell
Publishing, 9600 Garsington Road, Oxford OX4 2DQ, UK and 350 Main Street, Malden,
MA 02148, USA.

Defining a surface with a volume dataset may seem unusual and inefficient, but level set models do offer numerous
benefits in comparison to other types of geometric surface
representations. They are guaranteed to define simple (nonself-intersecting) and closed surfaces. Thus level set editing
operations will always produce a physically-realizable (and
therefore manufacturable) object. Level set models easily
change topological genus, making them ideal for representing complex structures of unknown genus. They are free of
the edge connectivity and mesh quality problems common
in surface mesh models. Additionally, they provide the advantages of implicit models, e.g. supporting straightforward
solid modeling operations and calculations, while offering a
powerful surface modeling paradigm.
1.1. Level Set Model Editing System
We have developed an interactive system for editing level
set models. The modules and the data flow of the system is
diagramed in Figure 1. The blue modules contain the types
of models that may be imported into the system. The yellow modules contain the algorithms for converting the input
models into level set models. The orange, red and purple
modules are the editing operations that can be performed on
the models. The final (green) module renders the model for
interactive viewing.
In a previous paper [MBWB02] described the mathemat-
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We therefore have implemented several 3D scan conversion
algorithms. The essential computation for most of these algorithms involves calculating a closest point (and therefore
the shortest distance) from a point to the model.

Figure 1: Level set modeling system modules. The system
consists of: input models (blue), pre-processing (yellow),
CSG operations (orange), local LS operators (red), global
LS operators (purple) and rendering (green).

ical details of the editing operators, some of which were
based on concepts proposed in [WB98]. The cut-and-paste
(orange) operators give the user the ability to copy, remove
and merge level set models (using volumetric CSG operations) and automatically blend the intersection regions (1st
red module). Our smoothing operator (2nd red module) allows a user to define a region of interest and smooths the
enclosed surface to a user-defined curvature value. We have
also developed a point-attraction operator. A regionally constrained portion of a level set surface may be attracted to a set
of points to produce a surface embossing operator (3rd red
operator). As noted by others, the opening and closing morphological (purple) operators [Ser82] may be implemented
efficiently in a level set framework [ST93, Mar96]. We have
also found them useful for global blending (closing) and
smoothing (opening).
1.2. Challenges and Solutions
The volumetric representation and the mathematics of level
set models create numerous challenges when developing an
interactive level set editing system. Together they indicate
the need for an enormous amount of computation on largescale datasets, in order to numerically solve the level set
equation at each voxel in the volume. In this paper, we address these issues, focusing on the implementation details of
our level set editing work and describing the collection of
algorithms (some new, some pre-existing) needed to create
an interactive level set model editing system.
The first challenge encountered when editing level set
models is converting conventional surface representations
into the volumetric format needed for processing with level
set methods. Our goal has been to connect level set editing
with other forms of geometric modeling. The user may utilize pre-existing modeling tools to create a variety of models.
Developing a suite of model conversion tools allows those
models to be imported into our system for additional modifications using editing operations unique to level set models.

The second major challenge of interactive level set model
editing is minimizing the amount of computation needed
to perform the individual operations. The mathematics of
level set models is defined globally, but in practice most
level set operators only modify a small portion of the model.
We therefore employ a variety of techniques to localize the
level set computations in order to make the editing system interactive. Since we are only interested in one level
set (iso-surface) in the volume, narrow band techniques
[AS95, Whi98, PMO∗ 99] may be used to make the computation proportional to the surface area of the model. Additionally, the extensive use of bounding boxes further limits
the region of computation on the surface. Some of our operators require a closest-point-in-set calculation. Here K-D
trees [dBvKOS97, AMN∗ 98] are utilized. Finally, interactive viewing is made possible by an incremental, optimized
mesh extraction algorithm. Brought together, all of these
techniques and data structures allow us to import a variety
of models and interactively edit them with level set surface
editing operators.
1.3. Related Work
Two areas of research are closely related to our level set surface editing work; volumetric sculpting, and implicit modeling. Volumetric sculpting provides methods for directly manipulating the voxels of a volumetric model. CSG Boolean
operations [Hof89, WK94] are commonly found in volume
sculpting systems, providing a straightforward way to create complex solid objects by combining simpler primitives.
One of the first volume sculpting systems is presented in
[GH91]. Incremental improvements to the concept of volume sculpting soon followed. [WK95] introduced tools for
carving and sawing, [AS96] developed a haptic interface for
sculpting, [FCG00] introduced new sculpting tools and improved interactive rendering, and [CDM∗ 02] provide procedural methods for defining volumetric models. Physical behavior has been added to the underlying volumetric model
in order to produce virtual clay [ATTY99]. [MQW01] improved upon this work by representing the virtual clay with
subdivision solids [MR96]. More recently sculpting systems [PF01, FCG01] have been based on octree representations [Mea82, FPRJ00], allowing for volumetric models
with adaptive resolution.
There exists a large body of surface editing work based
on implicit models [B∗ 97]. This approach uses implicit surface representations of analytic primitives or skeletal offsets.
The implicit modeling work most closely related to ours is
found in [WGG99]. They describe techniques for performing blending, warping and boolean operations on skeletal
implicit surfaces. An interesting variation of implicit modc The Eurographics Association and Blackwell Publishing 2005.
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eling is presented by [RE00], who use a forest of trivariate
functions [CS85] evaluated on an octree to create a multiresolution sculpting capability.
Level set methods have been successfully applied
in computer graphics, computer vision and visualization [Set99, Sap01, OF02, OP03], for example
medical image segmentation [MSV95, WBMS01],
shape morphing [DC98, BW01], 3D reconstruction
[MBZW02, Whi98, ZOF01], volume sculpting [BC02], and
the animation of liquids [EMF02].
Our work stands apart from previous work in several
ways. We have not developed volumetric modeling tools.
Our editing system acts on surfaces that happen to have an
underlying volumetric representation, but are based on the
mathematics of deforming implicit surfaces. In our system
voxels are not directly modified by the user, instead voxel
values are determined numerically by solving the level set
equation, based on user input. Since level set models are not
tied to any specific implicit basis functions, they easily represent complex models to within the resolution of the sampling. Our work is the first to utilize level set methods to perform a variety of interactive editing operations on complex
geometric models.
It should also be noted that several of the algorithms described in this paper have been implemented
in graphics hardware, e.g. solving level set equations
[RS01a, LKHW03], evaluating other types of differential
equations [RS01b, BFGS03, SHN03], morphological operators [HE00, YW02], and voxelization [FC00, SPG03]. This
work predominantly focuses on coping with the issues
that arise from mapping general algorithms onto hardwarespecific GPUs with restrictive memory sizes, data types and
instruction sets in order to shorten computation times.

2. Level Set Models
Level set models implicitly represent a deforming surface as
an iso-surface (or level set),
S = {x | φ(x) = k} ,

(1)

3

where k ∈ R is the iso-value, x ∈ R is a point in space
on the iso-surface and φ : R3 → R is an arbitrary scalar
function. To allow for deformations of the level set surface
we assume that S can change over time. Introducing time
dependence into the right-hand side of Eq. (1) produces two
distinct types of level set surface representations. In the first,
the iso-value k can be considered time-dependent and the
level set function φ is only implicitly time-dependent, leading to the so called static level set formulation,
S(t) = {x(t) | φ(x(t)) = k(t)} .

(2)

In the second, the iso-value k is fixed in time and the level set
function explicitly depends on time, leading to the dynamic
c The Eurographics Association and Blackwell Publishing 2005.

level set formulation,
S(t) = {x(t) | φ(x(t), t) = k} .

(3)

These two level set formulations are not equivalent and offer very distinct advantages and disadvantages. A detailed
discussion of level set methods is beyond the scope of this
paper, but since both formulations play important roles in
our work each is briefly described. For more details we refer
the interested reader to [OF02, Set99].
2.1. Equation Formulations
The static formulation of Eq. (2) describes the deforming
surface as a family of level sets, S(t), of a static function φ(x), that evolves according to a time-dependent isofunction, k(t). Without loss of generality we can limit ourselves to the simple cases k(t) = ±t as this leads to intuitive
interpretations of φ(x) as the forward or backward time of
arrival of the level set surface at a point x. The corresponding equation of motion for a point, x(t), on the surface is
easily derived by differentiating both sides of φ(x(t)) = ±t
with respect to time t, and applying the chain rule giving:
dx(t)
= ±1.
(4)
dt
Before interpreting this equation it is first necessary to define the term level set speed function. Throughout this paper
we assume a positive-inside/negative-outside sign convention for φ, i.e. normal vectors, n, of any level set of φ point
outwards and are simply given by n ≡ −∇φ/|∇φ|. This
allows us to define the following speed function
∇φ(x(t)) ·

F (x, n, φ, . . . ) ≡ n ·

∇φ dx
dx
=−
·
,
dt
|∇φ| dt

(5)

which in general is a user-defined scalar function that can
depend on any number of variables including x, n, φ and
its derivatives evaluated at x, as well as a variety of external
data inputs. The geometric interpretation of this function is
straightforward; since dx/dt denotes the velocity vectors of
a point x on a level set surface, the speed function F defines
the projection of this vector onto the local surface normal.
In other words, F is a signed scalar function that defines the
motion (i.e. speed) of the level set surface in the direction of
the local normal n at a point x on a level set S.
Using the definition of a speed function in Eq. (5), Eq. (4)
may be simplified to
|∇φ|F = ±1.

(6)

which only depends implicitly on time and therefore describes a simple boundary value problem. Eq. (6) is
known as the fundamental stationary level set equation
and can be efficiently solved using fast marching methods
[Tsi95, Set96], which will be described in detail in Section 3.1.6. We point out that the Eikonal equation
|∇φ| = 1,

(7)
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which produces a signed distance field to an initial surface S0 , can be considered a special case of the stationary
level set equation (Eq. (6)) with a unit speed function and
the boundary condition {x ∈ S|φ(x) = 0}. Therefore fast
marching methods may be used to efficiently compute the
signed distance field to an arbitrary (closed and orientable)
surface.
The stationary level set representation has a significant
limitation, however. It follows directly from Eq. (6) that the
speed functions, F , has to be strictly positive or negative
depending on the sign of the right-hand side. Consequently
surface deformations are limited to strict monotonic motions - always inward or outward, similar to the layers of
an onion. This limitation stems from the fact that φ(x) by
definition has to be single-valued (time-of-arrival), i.e. the
level set surface resulting from the stationary formulation
cannot self-intersect over time. The inherit limitation of the
static formulation can be overcome by adding an explicit
time-dependence to φ, which leads to the dynamic level set
Eq. (3).
Following the same steps as the stationary case, the dynamic equation of motion may be derived by differentiating
the right-hand side of Eq. (3) with respect to time and applying the speed function definition (Eq. (5)), giving
∂φ
dx
= −∇φ ·
∂t
dt
= |∇φ| F(x, n, φ, . . . ).

(8a)
(8b)

These fundamental equations are referred to as “the level
set equations” in the literature, even though they are strictly
speaking the dynamic counterpart to the stationary level set
Eq. (6). In contrast to the stationary form the dynamic surface representation of Eq. (8b) does not limit the sign of the
speed function F , and therefore allows for arbitrary surface
deformations. The speed function is usually based on a set of
geometric measures of the implicit level set surface and data
inputs. The challenge when working with level set methods
is determining how to combine these components to produce
a local motion that creates a desired global or regional surface structure. [MBWB02] defines several such speed functions that may be used to edit geometric objects.

function by definition vanish, i.e.
dφ
≡ T · ∇φ = 0,
dT

(9)

where T is an arbitrary unit vector in the tangent plane of the
level set surface. There are many different curvature measures for surfaces, but as we shall see (at the end of this section) geometric flow based on the mean curvature is very
useful since it can be proven to minimize surface area, i.e.
equivalent to smoothing. From the definition of the mean
curvature in differential geometry [dC76] we have
K ≡ (K1 + K2 )/2 ≡ (Dive1 [n] + Dive2 [n])/2 (10a)
= (e1 (e1 · ∇) · n + e2 (e2 · ∇) · n) /2

(10b)

where {K1 , K2 } are the principle curvatures and Dive1 [n]
denotes the divergence of the normal vector n in the principle direction e1 . Next, resolving the gradient operator in
the orthonormal frame of the principle directions {e1 , e2 }
in the tangent plane and the normal vector n gives
∇ = e1 (e1 · ∇) + e2 (e2 · ∇) + n(n · ∇).

(11)

Eq. (10b) simplifies to
K = (∇ · n − n(n · ∇) · n)/2
=

1
∇φ
1
∇·n= ∇·
,
2
2
|∇φ|

(12a)
(12b)

where we have also made used of the fact that n(n·∇)·n =
0 which follows from the relation
X
X 1
X
ni ∇i nj =
ni ∇i [n2j ] = 0
nj
(13)
2
i
ij
j
since the normal vector is always normalized to one. Note
that the factor one-half in Eq. (12b) is often (but incorrectly)
ignored in the level set literature. In section 3.2.2 we shall
discuss two different ways to compute the mean curvature,
as well as other types of surface curvature, directly from
Eq. (12b).

2.2. Geometric Properties

Finally we note that global properties like volume, V , and
area, A, of level set surfaces, φ, can easily be computed as
Z
V =
H(φ(x))dx
(14a)
ZΩ
A=
δ(φ(x))|∇φ(x)|dx
(14b)

The speed function, F , introduced in the previous section
typically depends on different geometric properties of the
level set surface. These properties can conveniently be expressed as either zero, first or second order derivatives of
φ. Examples include the shortest distance from an arbitrary
point to the surface, the local surface normal and different
curvature measures. Assuming φ is properly normalized, i.e.
satisfies Eq. (7), the distance is simply the numerical value of
φ, and as indicated above the normal vector is just a normalized gradient of φ. The latter is easily proved by noting that
all directional derivatives in the tangent plane of the level set

where Ω denotes the domain of definition, H(x) is a Heaviside function and δ(x) ≡ dH(x)/dx is a Dirac’s delta function. For numerical implementations it’s convenient to use
the following “smeared-out” and continuous approximations
8
if φ < −
< 0
φ
πφ
1
1
H(φ) ∼
+
+
sin(
)
if |φ| ≤  (15a)
2
2π

: 2
1
if φ > 

0
if |φ| > 
δ(φ) ∼
(15b)
1
1
+ 2
cos( πφ
) if |φ| ≤ .
2


Ω
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first be converted into a narrow-band distance volume. Currently we are able to convert polygonal, NURBS, implicit
and CSG models, as well as general volumetric models into
the appropriate volumetric format. The fundamental operation performed in the conversion process is the calculation
of the shortest distance from an arbitrary point to the geometric model being scan converted. Since the calculation is
performed repeatedly, efficient computation is essential to
minimizing the time needed for conversion.
3.1.1. Narrow Bands and Re-Normalization

Figure 2: A slice through a narrow band distance volume.

It is interesting to note that the following two fundamental Euler-Lagrange equations result from first-order timevariations of the functionals in Eq. (??) [CV00]
∂φ
= |∇φ|
∂t
∂φ
∇φ
=∇·
|∇φ|.
∂t
|∇φ|

(16a)
(16b)

Eq. (16a), which corresponds to minimization of volume, is
simply a dynamic level set equation with a unit speed function, i.e. simple erosion of the level set surface. The second
Euler-Lagrange equation, Eq. (16b), states that surface area
is minimized by mean curvature flow, i.e. F = K. The last
observation is especially important since our blending operators correspond to localized mean curvature flow, i.e. surface
smoothing by area minimization.
3. Types of Computation
The main algorithms employed by our level set modeling
system may be placed in three categories: distance computations, level set evolutions and efficient mesh extractions.
3.1. Distance Computations
A level set model is represented by a distance volume, a volume dataset where each voxel stores the shortest distance
to the surface of the object being represented by the volume. The inside-outside status of the point is defined by its
sign, positive for inside and negative for outside. Since we
are only interested in one level set (iso-surface) embedded in
the volume, distance information is only maintained around
one level set (usually of iso-value zero). Depending on the
accuracy of the integrations scheme this “narrow band” is
typically only a five voxels wide (two voxels on each side of
the zero level set). See Figure 2.
Before an object can be edited in our system, it must
c The Eurographics Association and Blackwell Publishing 2005.

All of our level set editing operators assume that our models
are represented as ”narrow-band” distance volumes. Unfortunately, our operators do not necessarily produce this representation, signed distance in a narrow band and constant
values outside of the band.† The level set equation (Eq. (8))
contains no explicit constraints that maintain φ as a signed
distance function as time evolves. This is however a serious
problem since stability of the finite difference schemes, to be
discussed soon, is only guaranteed if |∇φ| = 1 for all times.
We address this problem with a technique known as velocity extension [ZCMO96]. Here, the speed function off of the
interface is defined as the speed function at the closest-pointtransform (CPT) on the surface
Fext (x) ≡ F(CP T [x]) = F (x − φ(x)∇φ(x)). (17)
We can now show that the corresponding level set propagation, ∂φ
= Fext |∇φ|, is in fact norm-conserving
∂t
∂
∂
|∇φ|2 = 2∇φ · ∇ φ
(18a)
∂t
∂t
= 2∇φ · [∇Fext |∇φ| + Fext ∇ |∇φ|] (18b)
= 2∇φ · ∇F (x − φ∇φ)
ˆ
˜
= 2∇φ · ∇F 1 − |∇φ|2 + φ∇∇φ

(18d)

= 2∇φ · ∇F φ∇∇φ

(18e)

2

= ∇F φ∇|∇φ| = 0

(18c)

(18f)

where we have assumed that φ is initialized as a Euclidian
distance function (i.e. |∇φ| = 1) in Eqs. (18b), (18d) and
(18f). This is used in our interactive (but approximate) level
set solver to avoid costly explicit re-normalization at each
iteration.
However, the CSG operations used extensively in our editing system are also known not to produce true distance values for all circumstances [PF01, BMW00]. We must therefore reset the volumetric representation of our models after
each editing operation in order to ensure that φ is approximately equal to the shortest distance to the zero level set in
the narrow band.
Such re-normalization after each editing operation can be
† They do properly produce the correct zero crossings in the resulting volumes.
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implemented in a number of ways. One option is to directly
solve the Eikonal equation, |∇φ| = 1 using algorithms
such as Sethian’s Fast Marching Method [Set96]. Alternatively one can solve the following time-dependent HamiltonJacobi equation until it reaches a steady state,
∂φ
= S(φ)(1 − |∇φ|),
(19)
∂t
where S(φ) returns the sign of φ [PMO∗ 99]. Both approaches are accurate but in the context of an interactive
implementation they are too slow. Instead we use a faster
but approximate solution where points on the zero level set
(iso-surface) of the embedded surface are found by linearly
interpolating the voxel values along grid edges that span the
zero crossings. These “zero-crossing” edges have end-points
(voxels) whose associated φ values have opposite signs. The
first step in rebuilding φ in the narrow band after an editing operation consists of creating the list of “active” voxels,
those adjacent to a zero crossing. Euclidian distance values
are computed for these active voxels and an approximate distance metric is then used for the remaining voxels. If x1 denotes an off-surface point and x0 the corresponding closest
point on the level set, CPT[x1 ] ≡ x0 then the Taylor expansion around x0 reads as
˛
˛
dφ ˛˛
h2 d2 φ ˛˛
φ(x1 ) = φ(x0 ) + h
+ . . . (20a)
+
dn ˛x0
2 dn2 ˛x0
= φ(x0 ) + h (n · ∇φ)|x0 + O(h2 )
(20b)
∼ φ(x0 ) + h |∇φ|x0 = h |∇φ|x0

(20c)

x
ξ

Figure 3: Strips containing points with negative (left) and
positive (right) distance to edges.
x
ξ

Figure 4: Wedges containing points with negative (left) and
positive (right) distance to vertices.

by the method of characteristics. The method of characteristics is implemented‡ efficiently with the aid of computational geometry and polyhedron scan conversion producing an algorithm with computational complexity that is
linear in the number of faces, edges, vertices and voxels
[Mau00, Mau03].

k

where ddnφk |x0 denotes the k’th order directional derivative
of φ evaluated at x0 . Hence for the active voxels we can
approximate
φnew (x) = φold (x)/|∇φold (x)|,

(21)

which is clearly most accurate near the zero level set.
The φ values of the next N layers of voxels that form a
narrow band on either side of the active list voxels are approximated by a simple city block distance metric. First, all
of the voxels that are adjacent to the active list voxels are
found. They are assigned a φ value that is one plus the smallest φ value of their 6-connected neighbors in the active list.
Next all of the voxels that are adjacent to the first layer, but
not in the active list are identified and their φ values are set
to be one plus the smallest value of their 6-connected neighbors. This process continues until a narrow band ` voxels
thick has been created.
3.1.2. Polygonal Mesh Models
This section describes an algorithm for calculating a distance volume from a 3D closed, orientable polygonal mesh
composed of triangular faces, edges, vertices, and normals
pointing outwards. The algorithm computes the closest point
on and shortest signed distance to the mesh by solving
the Eikonal equation, |∇φ| = 1, derived in Section 2,

Let ξ be the closest point on a manifold to the point x. The
distance to the manifold is |x − ξ|. x and ξ are the endpoints
of the line segment that is a characteristic of the solution
of the Eikonal equation. If the manifold is smooth then the
line connecting x to ξ is orthogonal to the manifold. If the
manifold is not smooth at ξ then the line lies “between” the
normals of the smooth parts of the manifold surrounding ξ.
Based on this observation, a 3D Voronoi diagram is built
for the faces, edges and vertices of the mesh, with each
Voronoi cell defined by a polyhedron. Scan conversion is
then utilized to determine which voxels of the distance volume lie in each Voronoi cell. By definition the face, edge
or vertex associated with the Voronoi cell is the closest element on the mesh to the voxels in the cell. The closest
point/shortest distance to the element is then calculated for
each voxel.
Suppose that the closest point ξ to a grid point x lies on a
triangular face. The vector from ξ to x is orthogonal to the
face. Thus the closest points to a given face must lie within
a triangular prism defined by the edges and normal vector of
‡ The
scan
conversion
algorithm
presented
here
is
available
in
the
CPT
library
at
http://www.acm.caltech.edu/∼seanm/projects/cpt/cpt.html.
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(a)

(b)

Figure 5: (a) The polyhedron for a single edge. (b) The polyhedra for the vertices.

associated with each cell is scan converted in order to associate the closest face, edge or vertex with each voxel for the
shortest distance calculation. Each polyhedron is intersected
with the planes that coincide with the grid rows to form polygons. This reduces the problem to polygon scan conversion.
See Figure 6. For each grid row that intersects the resulting polygon we find the left and right intersection points and
mark each grid point in between as being inside the polygon.
The polyhedra that define the Voronoi cells must be enlarged
slightly to make sure that grid points are not missed due to
finite precision arithmetic. Therefore, some grid points may
be scan converted more than once. In this case, the smaller
distance and thus the closer point is chosen.
3.1.3. Superellipsoids

Figure 6: Scan conversion of a polygon in 2D. Slicing a
polyhedron to form polygons.

the face. Faces produce prisms of both positive and negative
distance depending on their relationship to the face’s normal
vector. The sign of the distance value in the prism in the direction of the normal (outside the mesh) is negative and is
positive opposite the normal (inside the mesh). A 2D example is presented in Figure 3. In two dimensions the Voronoi
cells are defined as strips with negative and positive distance.
Consider a grid point x whose closest point ξ is on an
edge. Each edge in the mesh is shared by two faces. The
closest points to an edge must lie in a wedge defined by the
edge and the normals of the two adjacent faces. We define
only one Voronoi cell for each edge in the direction where
the angle between the faces is greater than π. Finally, consider a grid point x whose closest point ξ is on a vertex.
Each vertex in the mesh is shared by three or more faces.
The closest points to a vertex must lie in a faceted cone defined by the normals to the adjacent faces. Similar to the
edge Voronoi cells, we only define one polyhedron for each
vertex. The cone will point outwards and contain negative
distance if the surface is convex at the vertex. The cone will
point inwards and contain positive distance if the surface is
concave at the vertex. Figure 4 may be thought of as a 2D
cross-section of an edge or a vertex Voronoi cell and demonstrates the conditions for defining one positive or negative
polyhedron. Figure 5a shows a Voronoi cell (polyhedron) for
a single edge. Figure 5b shows all of the vertex polyhedra of
an icosahedron.
Once the Voronoi diagram is constructed, the polyhedra
c The Eurographics Association and Blackwell Publishing 2005.

Superellipsoids are used as modeling primitives and regionof-influence (ROI) primitives for some of our operators. In
both cases, a scan-converted representation is needed. The
parametric equation for a superellipsoid is
3
2
a1 cos1 (η)cos2 (ω)
1
2
S(η, ω) = 4 a2 cos (η)sin (ω) 5
(22)
a3 sin1 (η)
where η ∈ [−π/2, π/2] and ω ∈ [−π, π] are the longitudinal and latitudinal parameters of the surface, a1 , a2 , a3
are the scaling factors in the X, Y , and Z directions, and
1 and 2 define the shape in the longitudinal and latitudinal
directions [Bar81].
The distance to a point on the surface of a superellipsoid
defined at [η, ω] from an arbitrary point P is
d(η, ω) = ||S(η, ω) − P||.

(23)

Squaring and expanding Eq. (23) gives
ˆ ω) = (a1 cos1 (η)cos2 (ω) − Px )2
d(η,
+ (a2 cos1 (η)sin2 (ω) − Py )2
+ (a3 sin1 (η) − Pz )2 .

(24)

The closest point to the superellipsoid from an arbitrary
point P can then be calculated by determining the values
of [η, ω] which minimize Eq. (24). In general Eq. (24) is
minimized with a gradient descent technique utilizing variable step-sizes. The values of [η, ω] may then be plugged
into Eq. (22) to give the closest point on the surface of the
superellipsoid, which in turn may be used to calculate the
shortest distance.
Finding the values of η and ω at the closest point with a
gradient descent technique involves calculating the gradient
of Eq. (24),
ˆ
ˆ
∇dˆ = [∂ d/∂η,
∂ d/∂ω].

(25)

Unfortunately, superellipsoids have a tangent vector singularity near [η, ω] values that are multiples of π/2. To overcome this problem, we re-parameterize S by arc length
ˆ is redefined so
[dC76]. Once our steepest descent (on d)
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that it is steepest with respect to the normalized parameters
ˆ
(α, β) we can use the gradient of the re-parameterized d,
ˆ
ˆ
∇d0 = [∂ d/∂α,
∂ d/∂β],

(26)

to find the closest point with greater stability. For more details see [BMW00].
The general formulation of Eq. (26) significantly simplifies for values of η and ω near multiples of π/2. Instead of
deriving and implementing these simplifications for all regions of the superellipsoid the calculation is only performed
in the first octant (0 ≤ η ≤ π/2, 0 ≤ ω ≤ π/2). Since a
superellipsoid is 8-way symmetric, point P may be reflected
into the first octant, the minimization performed, and the solution point reflected back into P’s original octant.
It should be noted that for certain values of 1 and 2 the
normals of a superellipsoid become discontinuous, producing special degenerate primitives that must be dealt with separately. The most common cases are the cuboid (1 = 2 =
0), and the cylinder (1 = 0, 2 = 1). The shortest distance to these primitives may be determined by calculating
the shortest to each individual face (6 for the cuboid, 3 for
the cylinder), and choosing the smallest value.
A faster, but less accurate, alternative for scan-converting
any implicit primitive involves utilizing the approximation
from Section 3.1.1 at the voxels adjacent to the primitive’s
surface. Given these voxel values, the distance values at the
remaining voxels may be calculated with a Fast Marching
Method [Set96, Tsi95]. See Section 3.1.6. Also, once shortest distance can be calculated for any closed primitive, distance to a Constructive Solid Geometry (CSG) model consisting of combinations of the primitive may also be computed [BMW00].
3.1.4. Trimmed NURBS Models
A trimmed NURBS model has portions of its domain, and
thus portions of the surface, trimmed away [SC88, PT98].
The trimming data structure is commonly a piecewise linear curve in the parameter space and a companion piecewise
curve in the space of the surface. A set of trimmed surfaces
may be joined together into a solid model with topological
connectivity maintained by the trimming curves (Figure 7).
Our approach to converting a trimmed NURBS model consists of three stages: 1) compute the minimum distance to
the Euclidean trimming curves, 2) compute local distance
minima to the NURBS surface patches, discarding solutions
that lie outside the trimmed domain, and 3) perform an inside/outside test on the resulting closest point.
3.1.4.1. Distance to Trimming Curves Models typically
contain thousands of trimming segments and computing the
closest point on these segments is very similar to finding the
minimum distance to polygonal models, except the primitives are line segments instead of triangles. We have modi-

Figure 7: A trimmed NURBS teapot model. The trimming
curves remove portions of each surface’s domain and maintain topological connectivity between adjacent surfaces.

fied the publically available PQP package § , which computes
swept sphere volume hierarchies around triangulated models, to use line segments. This reduces the query time for the
distance to trimming loops from O(n) closer to O(log(n)).
3.1.4.2. Local Distance to NURBS Surfaces Similar to
a superquadric the distance between a point and parametric
surface is described by
D2 (u, v) = ||S(u, v) − P||2 .

(27)

Minimizing Equation (27) corresponds to finding the parameter values of the local closest point on that surface and
can be done by finding the simultaneous roots of the partial
derivatives of D2 (u, v),
(S(u, v) − P) · Su = 0

(28)

(S(u, v) − P) · Sv = 0

(29)

We search for local minima in distance until the closest
local minimum inside the trimmed domain is found. Multidimensional Newton’s method can quickly find a local minimum when given a reasonable starting point. However, Newton’s method does not always converge. For robustness, we
use Newton’s method at multiple starting locations around
a potential local minimum. As a preprocess, each original
polynomial span of the model’s original surfaces are refined
into a new sub-surfaces. These refined sub-surfaces provide
multiple starting locations for each potential minimum.
The algorithm initializes Newton’s method by projecting
the query point onto the control polygon of the tested surface. This projection is used to compute a surface point using nodal mapping. Nodal mapping associates a parameter
value (the node) to each control point of that surface piece,
and then linearly interpolates between node values using the
projection onto the control mesh. Evaluating the surface at
§ http://www.cs.unc.edu/∼geom/SSV/
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Figure 8: A slice through a 232x156x124 distance volume
of the Utah teapot. The zero level set is highlighted in red.
Figure 9: An embossed level set teapot model.
this interpolated value produces a first order approximation
to the closest point on the surface and a reasonable starting
value for Newton’s method to improve.
The closest point returned by Newton’s method may be
outside of the trimmed domain. Again, a modified PQP algorithm for planar line segments is used to find the closest
point on the parametric trimming segments of that surface.
Valid parametric solutions are to the right of the closest trimming line segment. Average normals are stored at the vertices of the trimming curve in order to correctly perform the
inside/outside domain test.
The closest valid point on the surface is compared with the
distance to the spatial representation of the trimming loops,
and the closest is used as the closest point on the model.
If the closest point is on a surface patch, the inside/outside
status of the query is determined by dotting the vector from
the query point to the closest point with the surface normal
at the closest point. The sign of the dot product gives the sign
of the distance. If the closest point is on a trimming loop, we
use a classic ray shooting algorithm and count the number of
crossing of the model to determine whether the query point
is inside or outside.
3.1.4.3. Acceleration Techniques NURBS surfaces have
a local convex hull property when the homogeneous coordinate of the control points have positive values. These convex
hulls provide a natural means of computing a lower bound
on the minimum distance from the query point to the contained portion of surface. We use the GJK package¶ as a robust implementation of Gilbert’s algorithm [GJK88, Cam97]
to efficiently compute a lower bound on distance. Refined
surfaces with a lower distance bound larger than the current
minimum distance cannot contribute a closer point, so they
can be ignored.
We note that the minimum distance from one query to the
next cannot vary more than the distance between the two
query points. We therefore initialize the minimum distance

for a new query as the last minimum distance plus the space
between query points. This helps to quickly remove surfaces
to be tested using the convex hull technique. Finally, the ray
intersection inside/outside test can be accelerated by noting
that if the last query point was outside, then the new query
cannot be inside if the last minimum distance was larger than
distance between query points, and vice versa when the last
query was inside. This efficiently removes the need to test
the sign of many queries. Figure 8 presents a slice from a
signed distance volume produced from a trimmed NURBS
models containing 20 patches and four trimming curves. It
was calculated in 25 minutes on a 2.7 GHz Pentium4 computer.
3.1.5. Point Sets
Some level set editing operators need to determine the closest member in a point set to another arbitrary point. This
capability is used during level set blending (when calculating the distance to an intersection “curve”, see Figure 15)
and embossing (moving a level set surface towards a point
set, see Figure 9). We utilize the ANN library of Mount and
Arya.k The library calculates closest point queries of a point
set in O(log N ) time by first storing the point set in a hierarchical data structure that partitions the space around the
point set into non-overlapping cells. Given an input point,
the hierarchical structure is traversed and candidate cells are
identified and sorted [AMN∗ 98]. A priority search technique
is then utilized to find the closest point (within some tolerance ) in the list of candidate cells [AM93]. When the
points are uniformly distributed, we have found that storing the point set in a K-D tree [dBvKOS97] provides the
best performance. For clustered points, storing the point set
in the balanced box decomposition (BBD) tree described in
[AMN∗ 98] produces the fastest result.

¶ URL: http://web.comlab.ox.ac.uk/oucl/work/stephen.cameron/distances/k URL: http://www.cs.umd.edu/∼mount/ANN
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3.1.6. Fast Marching Method
We utilize a Fast Marching Method (FMM) to generate distance volumes when given distance values only at voxels immediately adjacent to the zero level set. This can occur when
scan-converting implicit primitives, and generating distance
volumes from a level set segmentation [WBMS01]. The
FMM is also used to calculate the distance values needed
for our morphological operators.
The solution of the Eikonal Eq. (7) with the boundary condition φ|S = 0 (a zero level set) is the distance from the
manifold S. The characteristics of the solution are straight
lines which are orthogonal to S. We call the direction in
which the characteristics propagate the downwind direction.
More than one characteristic may reach a given point. In this
case the solution is multi-valued. One can obtain a singlevalued weak solution by choosing the smallest of the multivalued solutions at each point. This is a weak solution because φ is continuous, but not everywhere differentiable. The
equation may be efficiently and directly solved by ordering
the grid points of the volume, so that information is always
propagated in the direction of increasing distance. This is the
Fast Marching Method [Set96]. It achieves a computational
complexity of O(N log N ).
The Fast Marching Method is similar to Dijkstra’s algorithm [Dij59, CLRS01] for computing the single-source
shortest paths in a weighted, directed graph. In solving this
problem, each vertex is assigned a distance, which is the sum
of the edge weights along the minimum-weight path from
the source vertex. As Dijkstra’s algorithm progresses, the
status of each vertex is either known, labeled or unknown.
Initially, the source vertex in the graph has known status and
zero distance. All other vertices have unknown status and
infinite distance. The source vertex labels each of its adjacent neighbors. A known vertex labels an adjacent vertex
by setting its status to labeled if it is unknown and setting
its distance to be the minimum of its current distance and
the sum of the known vertices’ weight and the connecting
edge weight. It can be shown that the labeled vertex with
minimum distance has the correct value. Thus the status of
this vertex is set to known, and it labels its neighbors. This
process is repeated until no labeled vertices remain. At this
point all the vertices that are reachable from the source have
the correct shortest path distance. The performance of Dijkstra’s algorithm depends on quickly determining the labeled
vertex with minimum distance. One can efficiently implement the algorithm by storing the labeled vertices in a binary
heap. Then the minimum labeled vertex can be determined
in O(log n) time where n is the number of labeled vertices.
Sethian’s Fast Marching Method differs from Dijkstra’s
algorithm in that a finite difference scheme is used to label
the adjacent neighbors when a grid point becomes known.
If there are N grid points, the labeling operations have a
computational cost of O(N ). Since there may be at most N
labeled grid points, maintaining the binary heap and choos-

ing the minimum labeled vertices makes the total complexity
O(N log N ).

3.2. Solving the Level Set Equation
Several editing operators modify geometric objects, represented by volume datasets (a 3D grid), by evolving the level
set partial differential equation (PDE) (Eq. (8)). As was first
noted by Osher and Sethian [OS88] this PDE can be solved
using finite difference (FD) schemes originally developed
for Hamilton-Jacobi type equations. This corresponds to discretizing Eq. (8) on a regular 3D spatial grid and a 1D temporal grid. The use of such grids raises a number of numerical
and computational issues that are important to the accuracy
and stability of the implementation. The two central issues
are the proper choice of a numerical integration scheme with
respect to time, and the development of an appropriate narrow band algorithm for localizing computation in the spatial
dimensions. The details of these schemes/algorithms will ultimately affect the stability, accuracy and efficiency of the
system.
There exists a large number of implicit and explicit integrations schemes that can be used to propagate Eq. (8) forward in time [BF01]. The implicit schemes have the advantage of being unconditionally stable with respect to the time
discretization, but typically at the cost of large truncation errors. They also require massive matrix manipulations which
make them hard to implement and more importantly increase
the computation time per time step. This is in strong contrast
to explicit methods like forward Euler or the more accurate
TVD Runge-Kutta scheme [SO88] that are relatively simple
to set up and program. Unfortunately explicit schemes often
have stability constraints on their time discretization given
a certain space discretization. One exception to this rule is
the semi-Lagrangian integration scheme that can be considered an unconditionally stable explicit scheme. However the
semi-Lagrangian scheme is developed specifically for transport (i.e. advection) equations and as such it is unclear how
to generalize it to diffusion problems like mean curvature
flow used extensively in our level set framework.
It is our experience that for the level set problems considered in this paper the stability constraints associated with
a simple explicit integration scheme like the “forward Euler
method”
n
n
un+1
i,j,k = ui,j,k + ∆t∆ui,j,k ,

(30)

offer a good balance of speed, fast update times and simplicity. In this equation un denotes the approximation of φ(x, t)
at the nth discrete time step, ∆t is a time-increment that is
chosen to ensure stability, and ∆un
i,j,k is the discrete approximation to ∂φ/∂t evaluated at grid point xi,j,k and timestep tn . We shall assume, without a loss in generality, that
the grid spacing is unity. The initial conditions u0 are established by the scan conversion algorithms discussed in the
c The Eurographics Association and Blackwell Publishing 2005.
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previous sections and the boundary conditions produce zero
derivatives toward the outside of the grid (Neumann type).
The next step expresses the time-increment, ∆un
i,j,k of
Eq. (30), in terms of the fundamental level set Eq. (8b)
˛ n ˛
˛
˛
∆un
(31a)
i,j,k = F (i, j, k) ∇ui,j,k
s
”2
X “
δw un
(31b)
≈ F(i, j, k)
i,j,k
w∈x,y,z

δw un
i,j,k

where
approximates ∂un
i,j,k /∂w, i.e. the discretization of the partial derivative of u with respect to the spatial
coordinate w ∈ x, y, z. The final step expresses these spatial
derivatives as well as the speed function, F (i, j, k), in terms
of finite differences (FD) on the spatial 3D grid. Many different FD schemes with varying stencil and truncation error
exist. For accurate level set simulations the ENO [OS91] or
WENO [LOC94] schemes are very popular, but we are more
concerned with computational efficiently in which case the
following simple FD schemes are preferred
∂un
i,j,k
+ n
= δw
ui,j,k + O(∆w)
∂w
− n
= δw
ui,j,k + O(∆w)

(32b)

± n
δw
ui,j,k

(32c)

=

2

+ O(∆w )

(32a)

where short-hand notations are defined for the following FD
expressions
n
un
i+1,j,k − ui,j,k
(33a)
∆x
n
n
ui,j,k − ui−1,j,k
(33b)
δx− un
i,j,k =
∆x
n
n
ui+1,j,k − ui−1,j,k
δx± un
.
(33c)
i,j,k =
2∆x
The explicit choice of˛ an FD ˛scheme for the first order
˛
derivatives in the term ˛∇un
i,j,k turns out to be closely related to the functional expression of the speed-term. This is
a consequence of the fact that the corresponding solutions
to the level set PDE with different speed-functions can exhibit very different mathematical behavior. This is formulated more precisely by the CFL condition for the two important classes of level set PDEs, namely hyperbolic and
parabolic.

δx+ un
i,j,k =

3.2.1. Upwind Schemes for Hyperbolic Advection
Two versions of the fundamental level set equation, Eq. (8),
are
∂φ
= V · ∇φ = a|∇φ|
(34)
∂t
which correspond to advection (i.e. transport) of a level set
surface by a vector field, V , or by a scalar, a, in the normal
direction of the surface. Examples hereof are the embossing
operator described in [MBWB02, MBW03] or constant normal flow when performing surface dilation or erosion. In the
case of embossing the level set surface being advected in a
c The Eurographics Association and Blackwell Publishing 2005.

flow field generated by attraction forces to other geometry
like a surface or a set of points. Such advection problems are
also common in computational fluid dynamics and the corresponding hyperbolic PDEs have the mathematical property
of propagating information in certain characteristic directions. The explicit finite difference scheme used for solving
the corresponding hyperbolic level set equations should be
consistent with the information flow direction. Indeed, this is
nothing more than requiring the numerical scheme to obey
the underlying “physics” of the level set surface deformation.
The Courant-Friedrichs-Lewy (CFL) stability condition
[CFL28] states that the domain of dependence of the discretized FD problem has to include the domain of dependence of the differential equation in the limit as the length
of the FD steps goes to zero. Loosely speaking this means
the stencil used for the FD approximation of the spatial
derivatives in Eq. (31a) should only include sample points
(or more correctly information) from the domain of dependence of the differential equation, i.e. from the side of the
zero-crossing opposite to the direction in which it moves or simply up-wind to the level set surface. This amounts to
using an up-wind scheme that employs anisotropic FD like
the single-sided derivatives in Eqs. (33a) and (33b). The partial derivatives in the term |∇φ| of Eq. (31b) are computed
using only those derivatives that are up-wind relative to the
movement of the level set. In our initial work we used the
upwind scheme described in [Whi98], but we now use the
more accurate Godunov’s method [RT92]:
If F (i, j, k) ≤ 0 then
2
+ n
2
− n
2
(δw un
i,j,k ) = max(min(δw ui,j,k , 0) , max(δw ui,j,k , 0) )
(35a)

else if F (i, j, k) > 0 then
2
+ n
2
− n
2
(δw un
i,j,k ) = min(max(δw ui,j,k , 0) , min(δw ui,j,k , 0) )
(35b)

Note that Eq. (35) assumes F|∇φ| to be a convex function.
Another consequence of the CFL condition is that for the
numerical FD scheme to be stable the corresponding numerical wave has to propagate at least as fast as the level set
surface. Since the maximum surface motion is defined by
the speed-function F (i, j, k) and the FD scheme (by definition) propagates the numerical information exactly one grid
cell (defined by {∆x, ∆y, ∆z)}) per time iteration, an upper
bound is effectively imposed on the numerical time steps, ∆t
in Eq. (30). This can be expressed in a conservative time step
restriction
∆t <

Min(∆x, ∆y, ∆z)
,
supi,j,k∈S |F(i, j, k)|

(36)

which can be derived by Von Neumann stability analysis
[Str89] assuming F can be approximated as a linear function in φ.
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3.2.2. Central-Difference for Parabolic Diffusion

3.2.3. Computing Mean Curvature

Another fundamental level set equation is the geometric heat
equation

According to Eq. (12b) the mean curvature, appearing in
Eq. (37), can be expressed as
K=

∂φ
= αK|∇φ| ≈ α∇2 φ,
∂t

(37)

where α is a scaling parameter and K is mean curvature,
Eq. (10b). As discussed in section 2.2 mean curvature flow
corresponds to minimization of surface area, Eq. (16b). In
our level set framework [MBWB02, MBW03], such curvature based flow is used extensively in the blending and
smoothing/sharpening operators. If the level set function is
normalized to a signed distance function, i.e. |∇φ| = 1, the
geometric heat equation simplifies to the regular (thermodynamic) heat equation as indicated in Eq. (37). Thus the
physical interpretation of Eq. (37) is diffusion, and the corresponding parabolic PDE has a mathematical behavior that
is very different from the hyperbolic transport equations in
Eq. (34). As oppose to the latter, Eq. (37) does not propagate information in any particular direction. More specifically, the parabolic PDE has no real characteristics associated with it and hence the corresponding solution at a particular time and position depends (in principle) on the previous
global solutions. Consequently parabolic PDEs have infinite
domain of dependence and one needs to use ordinary central
finite difference schemes to discretize the spatial derivatives.
So, for the first order partial derivatives in Eq. (31b) we simply use Eq. (33c). Discretization of the mean curvature will
be the topic of the next section.
Since parabolic PDEs have infinite mathematical domain
of dependence the propagation speed is also infinite and the
CFL stability condition described in the previous section
does not apply - or more correctly is not sufficient. Instead
one has to perform a Von Neumann stability analysis [Str89]
on the FD scheme described above. This is an error analysis in Fourier space which leads to the following stability
constraint on the time steps,

„
∆t <

2α
2α
2α
+
+
∆x2
∆y 2
∆z 2

φ2 (φyy + φzz ) − 2φy φz φyz
1
∇φ
∇·
= x `
´3/2
2
|∇φ|
2 φ2x + φ2y + φ2z

«−1
.

(38)

+

φ2y (φxx + φzz ) − 2φx φz φxz
`
´3/2
2 φ2x + φ2y + φ2z

+

φ2z (φxx + φyy ) − 2φx φy φxy
, (39)
`
´3/2
2 φ2x + φ2y + φ2z

using the short-hand notation φxy ≡ ∂ 2 φ/∂x∂y. For the
discretization we can use the following second order central
difference schemes
n
n
∂ 2 un
un
i,j,k
i+1,j,k − 2ui,j,k + ui−1,j,k
=
+ O(∆x2 )
∂x2
∆x2
(40a)
n
un
∂ 2 un
i+1,j+1,k − ui+1,j−1,k
i,j,k
=
(40b)
∂x∂y
4∆x∆y
n
un
i−1,j−1,k − ui−1,j+1,k
+
+ O(∆x2 , ∆y 2 ).
4∆x∆y

We found this direct discretization of mean curvature by
central FD to occasionally produced instabilities and small
oscillations. As an alternative we developed a different FD
scheme based on staggered normals that proved more stable and also had the added benefit of easily allowing for the
computation of other types of curvature. The principle curvatures and principle directions are the eigenvalues and eigenvectors of the shape matrix [dC76]. For an implicit surface,
the shape matrix is the derivative of the normalized gradient
(surface normals) projected onto the tangent plane of the surface. If we let the normals be n = ∇φ/|∇φ|, the derivative
of this is the 3 × 3 matrix
–T
»
∂n ∂n ∂n
,
(41)
N≡∇⊗n=
∂x ∂y ∂z
where ⊗ is the exterior (tensor) product. The projection of
this derivative matrix onto the tangent plane gives the shape
matrix B = N(I − n ⊗ n). The eigenvalues of the matrix
B are k1 , k2 and zero, and the eigenvectors are the principle directions and the normal, respectively. Because the
third eigenvalue is zero, we can express mean curvature as
Tr[∆]/2 where ∆ denotes the diagonalization of the shape
matrix, B. However, since the trace of a matrix is invariant
under orthogonal transformations we also have
1
1
Tr[B] = Tr [∇ ⊗ n(I − n ⊗ n)] .
(42)
2
2
We directly compute Eq. (42) by the method of differences
of normals [ROF92, WX01] in lieu of central differences.
This approach computes normalized gradients at staggered
grid points and takes the difference of these staggered normals to get centrally located approximations to N. See FigK=

It should be noted that in this stability constraint ∆t is
O(∆w2 ), which is significantly more stringent than in the
hyperbolic case in Eq. (36) where ∆t is only O(∆w). This
is a consequence of the fact that the CFL condition is a necessary but not always sufficient stability condition for a numerical FD scheme.
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Figure 10: The normal derivative matrix N, defined in
Eq. (41), is computed by using the central finite differences
of staggered (i.e. not grid-centered) normals. For instance,
the normal vector centered at the green triangle is approximated using Eqs. (43a) (43b) and (43c).

ure 10. The shape matrix B is computed with gradient estimates based on central differences. The resulting curvatures
are treated as speed functions (motion in the normal direction), and the associated gradient magnitude is computed using the up-wind scheme. For instance the normal vector centered at the green triangle in Figure 10 is approximated using
the following first order difference expressions
∂un
i+ 1 ,j,k
2

∂x
∂un
,j,k
i+ 1
2
∂y
∂un
i+ 1 ,j,k

Figure 11: Linked-list data structures provide efficient access to those grid points with values and status that must be
updated.

= δx+ un
i,j,k + O(∆x)

(43a)

´
1`
n
=
δy un
i+1,j,k + δy ui,j,k + O(∆y) (43b)
2

´
1`
n
2
=
δz un
i+1,j,k + δz ui,j,k + O(∆z) (43c)
∂z
2
which involve the six nearest neighbors (18 in 3D).
3.2.4. Sparse-Field Narrow Band Method
In the original level set formulation of [OS88] the fundamental PDE, Eq. (8), is solved in the full embedding space of
the surface leading to a computational complexity of O(n3 ),
where n is the side length of a bounding volume. This suboptimal computational complexity was improved with the
introduction of a narrow band method in [AS95] which restricted (most) computations to a thin band of active voxels immediately surrounding the interface, thus reducing the
time complexity to O(n2 ). This work was later followed
up with more advanced narrow band methods like accurate
scheme of [PMO∗ 99] and the fast but approximate sparse
c The Eurographics Association and Blackwell Publishing 2005.

fields method of [Whi98]. These narrow band method all
rely on the assumption that only one level set solution (typically the zero level set) is of interest, which is exactly the
case in our editing framework. Since our focus is on interactivity rather then accuracy we found the latter sparse fields
method to be most useful. Below we briefly outline the main
ideas behind this narrow band method and refer the reader to
[Whi98] for more details and experimental validations. We
shall present the sparse field algorithm in 2D and simply note
that the generalization to 3D (or higher) is trivial.
Figure 11 illustrates the discrete sampling of a level set,
φ(i, j), for a closed (black) curve on a uniform 2D grid. If
we assume the grid size to be one we can define layers, Ln ,
of grid points embedding the curve
˛

– ff
»
˛
1
1
Ln = (i, j) ˛˛φ(i, j) ∈ n − , n +
,
(44)
2
2
where we have made use of the fact that φ(i, j) is (initially) defined as a signed Euclidian distance function to the
curve. A convenient data structure for these layers are linked
lists. This is illustrated in Figure 11 for the zero crossing
layer, L0 , and the first inner layer, L−1 , shaded respectively
green and red. It then follows that the set of 2N + 1 layers,
Ln , n = 0, ±1, ±2, . . . , ±N effectively defines a narrow
band of grid points with values [−N − 12 , N + 12 ] embedding
the curve. The number of layers in the narrow band should be
determined by the footprint of the finite difference stencils
used to calculate derivatives. Since our editing framework
extensively uses mean curvature it follows from the discussion in section 3.2.3 that at least five layers are necessary (2
inside layer, 2 outside layer, and the zero crossing layer).
The sparse field method approximately solves the level set
equation, Eq. (8), only in the narrow band of 2N + 1 layers
in a self-consistent way, i.e. Eq. (44) should remain valid after each iteration of the time integration. In fact, to improve
speed and preserve normalization (i.e. |∇φ| = 1) the sparse
field method only explicitly solves Eq. (8) in L0 using ve-
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foreach (i, j) ∈ L0 do
compute F (i, j) using Eq. (17) and Eq. (21);
end
compute ∆t using Eq. (36) or Eq. (38);
foreach (i, j) ∈ L0 do
compute |∇φ(i, j)| using Eq. (33c) or Eq. (35);
φ(i, j) = φ(i, j) + ∆tF (i, j)|∇φ(i, j)|;
if φ(i, j) ∈
/ [− 21 , 12 ] then add to list S0 ;
end
foreach Ln , n = ±1, ±2, . . . , ±N do
foreach (i, j) ∈ Ln do
find closest neighbor (i0 , j 0 ) ∈ Ln∓1 ;
φ(i, j) = φ(i0 , j 0 ) ± 1;
if φ(i, j) ∈
/ [n − 21 , n + 12 ] then add to Sn ;
end
end
foreach Sn , n = ±1, ±2, . . . , ±N do
foreach (i, j) ∈ Sn do
remove (i, j) from Ln ;
if |n| < N then
add (i, j) to Ln−1 or Ln+1 ;
else if |φ(i, j)| < N − 21 then
add (i, j) to LN −1 or L−N +1 ;
add to Ln all neighbors ∈
/ narrow band;
end
end
end
Algorithm 1: Pseudo-code for the sparse-fields method
of [Whi98]. As illustrated in Figure 11 Ln denotes
linked lists of grid points in the n’th layer of the
narrow band and Sn are simply auxiliary lists of
grid points that change layer. An implementation of
this algorithm is available in the VISPACK library at
http://www.cs.utah.edu/∼whitaker/vispack.

locity extension, Eq. (17), and then uses simple ‘city-block”
distances to update φ in the remaining layers. To improve accuracy it further employs the first-order accurate distance approximation in Eq. (21). (See discussions related to Eqs. 18
and 20). For the temporal and spatial discretizations we use
Eqs. (35) and (36) with advection (hyperbolic speed functions) whereas Eqs. (33c) and (38) are used for diffusion (e.g.
parabolic mean curvature flow). As grid points in a layer Ln
pass out of the range [n − 21 , n + 21 ] they are removed and
other neighboring grid points are added. The overall structure of the sparse field method is outline in Algorithm 1.
3.2.5. Level Set Subvolumes
One of the most effective techniques for increasing interactivity in our level set editing system involves restricting computations to a subregion of the volume dataset. This is feasible because many of the editing operators by their very nature are local. The selection of the proper subvolume during

the editing process is implemented with grid-aligned bounding boxes. Having the bounding boxes axis-aligned makes
them straightforward to compute and manipulate, and having them grid-aligned guarantees that intersections directly
correspond to valid subvolumes. The bounding box position
and size are based on the geometric primitive, e.g. superellipsoid, triangle mesh or point set, utilized by a particular
operator.
Employing bounding boxes within the local level set editing operators (blending, smoothing, sharpening and embossing) significantly lessens the computation time during the
editing process. These operators are defined by speed functions (F ()) that specify the speed of the deformation on the
surface. For the smoothing, sharpening and embossing operators, the user specifies the portion of the model to be edited
by positioning a region-of-influence (ROI) primitive. The
speed function is defined to be zero outside of the ROI primitive. During a blending operation a set of intersection voxels
(those containing both surfaces being blended) are identified
and blending only occurs within a user-specified distance of
these voxels. The speed function is zero beyond this distance. In both cases no level set computation is needed in
the outer regions. Given the ROI primitive and the distance
information from the set of intersection voxels, a grid/axisaligned bounding box that contains only those regions where
the speed function is non-zero can be defined. A subvolume
is “carved” out from the complete model by performing a
CSG intersection operation with the signed distance field associated with the bounding box and the model’s volume. The
resulting subvolume is then passed to the level set solver, and
inserted back into the model’s volume after processing.
3.3. Efficient Mesh Extraction
As indicated by the green box in Figure 1 level set surfaces
may either be rendered directly by means of ray casting or
indirectly by a simple two-step procedure (a polygonal mesh
is extracted from the volume dataset and displayed on graphics hardware). We have successfully tested both (See Figures
12 and 15.) and found the latter to perform and scale better
with the size of our volumes. Implementing a few straightforward mesh extraction procedures make the overhead of
the indirect rendering approach insignificant. Conventional
graphics hardware is then capable of providing interactive
frame-rates for all of the models presented in this paper.
3.3.1. Fast Marching Cubes
Much work has been presented over the years on improving the quality of the triangle meshes extracted from volume datasets, the fundamental data structure of level set
models [WDSB00, GCBB01, KBSS01]. However, these improvements come at a cost, and sacrifice speed for improved
mesh structure. Fortunately, the simplicity of the original
Marching Cubes (MC) algorithm [LC87] allows us to easily optimize mesh extraction in the level set editing system.
c The Eurographics Association and Blackwell Publishing 2005.
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Another variation of the MC algorithm that works effectively with our level set models utilizes the sparse-field representation presented in Section 3.2.4. Since the sparse-field
method implements a narrow-banded distance field with a
linked list of active voxels, we know at each step which voxels contain the level set of interest. The list is traversed and
only those voxels needed to generate the MC mesh are processed.

Input Model Generation

Scan Conversion

The first optimization relies on the fact that level set models are represented by a signed distance field. This allows us
to easily leap-frog through the volume as opposed to marching through the entire volume. An effective implementation
of this idea increments the inner-most loop in the triplenested for-loop of the MC algorithm by the distance of the
current voxel value (i.e. f loor[|φi, j, k|]). While more sophisticated space-pruning schemes can certainly be designed
we found this straightforward step balances the potential
complexity of leap-frogging and the relatively fast triangulation table look-up of the MC algorithm.

Distance Calculations

Figure 12: Volume renderings (left & center) of a winged, two-headed dragon created by merging pieces from a griffin and
dragon model. A physical model (right) manufactured from the level set model.

Modules

Table 1: Distribution of algorithms used in each module in
our interactive level set model editing system.

3.3.2. Incremental Mesh Extraction
Even though the procedures described so far significantly
improve the original MC algorithm they still do not make
our indirect rendering approach truly interactive. Fortunately
there are other algorithms that can be employed to achieve
the goal of interactive rendering of the deforming level set
surfaces. Mesh extraction can be significantly accelerated by
incrementally updating the mesh only in regions where the
level set surface changes.
We start by making the following observations about the
bounding boxes introduced in Section 3.2.5. First, the definition of the speed functions that utilize bounding boxes guarantees that the mesh outside of the bounding boxes is unchanged after a local editing operation. Second, the bounding boxes are by definition grid-aligned and all vertices of
a MC mesh lie, by construction, on grid edges. These observations lead to the following incremental mesh extraction
c The Eurographics Association and Blackwell Publishing 2005.

algorithm. Given a complete global mesh we first trim away
all triangles with vertices inside a bounding box. Next, for
each subsequent iteration of the level set calculation, new
triangles are only extracted from the sub-volume defined by
the bounding box. The resulting new triangles are then incrementally added to the trimmed mesh, which by construction properly connect without the need for additional triangle
clipping.
Given the collection of these procedures the mesh of the
deforming level set surface may be interactively displayed
while the level set equation is being iteratively solved, allowing the user to view the evolving surface and terminate
processing once a desired result is achieved.
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4. System Modules
Table 1 identifies the specific algorithms utilized in each of
the modules in our interactive level set model editing system.
Since a wide variety of geometric models may be imported
into our system, many algorithms are needed to perform the
necessary conversions, including shortest distance calculations (Sections 3.1.3, 3.1.4), scan conversion (Section 3.1.2)
and the Fast Marching Method (Section 3.1.6). All of the
level set deformation operators (blending, smoothing, sharpening and embossing) use bounding boxes (Section 3.2.5),
numerical integration (Section 3.2) and the sparse-field techniques (Section 3.2.4). The blending and embossing operators use K-D trees (Section 3.1.5) to quickly find closest
points. The smoothing, sharpening and embossing operators
utilize shortest distance calculations (Section 3.1.3) for localizing computation. The morphological operators employ
the Fast Marching Method (Section 3.1.6) to calculate the
needed distance information. Our mesh extraction algorithm
also extensively utilizes bounding boxes and the active list
of the level set solver to implement an incremental version
of the Marching Cubes algorithm [LC87]. All of the modules use some kind of narrow band calculation to either limit
computation to only those voxels near the level set of interest (Section 3.2.4), or to re-establish proper distance information in the narrow band after performing its operation
(Section 3.1.1).

5. Results
We have produced numerous models with our level set editing system. The teapot (NURBS surface), dragon (scanned
volume), human head and bust (polygonal surfaces) and eyelet on the winged dragon’s back (superquadric) in Figures
9, 12, 13, 15 demonstrate that we are able to import several types of models into our system. The CSG operators
with blending were utilized to produce the winged, doubleheaded dragon and repaired bust in Figures 12 and 15. The
images of the dragon are volume rendered and were interactively produced by VTK’s Volview program utilizing TeraRecon’s VolumePro 1000 volume rendering hardware. The
smoothing operator is used to fix problems in a model produced by an early, unfinished version of the NURBS scan
conversion code in Figure 14. The embossing operator produced the result in Figure 9. The results of our morphological operators [Ser82] are presented in Figure 13. It should
be noted that the images in Figure 15 are screen shots from
an interactive editing session with our system, running on a
Linux PC with an AMD Athlon 1.7GHz processors. All of
the following timing information is produced on this computer.
A level set editing session, as illustrated in Figure 15, begins by first importing a level set model into our system. The
process of generating an initial level set model, e.g. with
scan conversion, is not incorporated into the system. It is

considered a separate preprocessing step. Once a model∗∗ is
brought into the system, it and the tools to modify it may
be interactively (at ∼30Hz) manipulated and viewed. Once
a level set editing operation (e.g. blending, smoothing, embossing, and opening) is invoked, an iterative computational
process modifies the model. After each iteration the current
state of the model is displayed, allowing the user to stop the
operation, once a desired result is produced. We have found
that most operations need approximately 10 iterations to produce a satisfactory result. Each iteration takes approximately
1/2 to 1 second, this includes level set evolution, mesh extraction and display. Therefore most level set operations take
5 to 10 seconds to complete. The CSG operations are not iterative and require less than one second of computation time.
These computation times provide an environment that allows
a user to quickly specify an operation, and then wait just a
few seconds for it to complete. Our system includes an undo
facility, giving the user the ability to rapidly try numerous
editing operations until the best result is found.
6. Conclusions
This paper has described the collection of techniques and algorithms (some new, some pre-existing) needed to create an
interactive editing system for level set models. It has summarized the algorithms for producing level set input models and, more importantly, for localizing/minimizing computation during the editing process. These algorithms include
distance calculations, scan conversion, closest point determination, fast marching methods, bounding box creation, incremental and fast mesh extraction, numerical integration,
and narrow band techniques. Together these algorithms provide the capabilities required for the interactive editing of
level set models.
In the near future we plan to implement our editing framework with the advanced and compact level set data structure
of Nielsen and Museth [NM04]. This will allow us for the
first time to edit high resolution level set surfaces.
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Figure 13: Applying a morphological opening to a laser scan reconstruction of a human head (left). The opening performs
global smoothing by removing protruding structures smaller than a user-defined value d. First an offset surface a distance
d outwards (dilation) is created (center). Then the signed distance is computed to this d level set using the Fast Marching
Method[Set96] and next it is used define an offset surface distance d inwards (erosion) to produce the smoothed result (right).

Figure 14: Scan conversion errors near the teapot spout (left). These errors were produced by an early pre-debugged version
of our software. Placing a (red) superellipsoid around the errors (middle). The errors are smoothed away with a level set
smoothing operator (right).
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S CHR ÖDER P.: Sparse matrix solvers on
the GPU: Conjugate gradients and multigrid. ACM Trans. on Graphics (Proc. SIGGRAPH) 22, 3 (July 2003), 917–924.
B REEN D., M AUCH S., W HITAKER R.: 3D
scan conversion of CSG models into distance, closest-point and colour volumes. In
Volume Graphics, Chen M., Kaufman A.,,
Yagel R., (Eds.). Springer, London, 2000,
pp. 135–158.
B REEN D., W HITAKER R.: A level set approach for the metamorphosis of solid models. IEEE Trans. on Visualization and Computer Graphics 7, 2 (2001), 173–192.
C AMERON S.: Enhancing GJK: Computing minimum penetration distances between
convex polyhedra. In Proc. Int. Conf. On
Robotics and Automation (1997), pp. 3112–
3117.

tional Geometry: Algorithms and Applications. Springer, Berlin, 1997.
[dC76]

DO C ARMO M.: Differential Geometry of
Curves and Surfaces. Prentice-Hall, Englewood Cliffs, NJ, 1976.

[DC98]

D ESBRUN M., C ANI M.-P.: Active implicit
surface for animation. In Proc. Graphics Interface (June 1998), pp. 143–150.

[Dij59]

D IJKSTRA E. W.: A note on two problems in connexion with graphs. Numerische
Mathematik 1 (1959), 333–352.

[EMF02]

E NRIGHT D., M ARSCHNER S., F EDKIW
R.: Animation and rendering of complex
water surfaces. ACM Trans. on Graphics
(Proc. SIGGRAPH) 21, 3 (July 2002), 736–
744.

[FC00]

FANG S., C HEN H.: Hardware accelerated
voxelization. Computers & Graphics 24, 3
(June 2000), 433–442.

[FCG00]

F ERLEY E., C ANI M.-P., G ASCUEL J.-D.:
Practical volumetric sculpting. The Visual
Computer 16, 8 (2000), 469–480.

[FCG01]

F ERLEY E., C ANI M.-P., G ASCUEL J.D.: Resolution adaptive volume sculpting.
Graphical Models 63, 6 (November 2001),
459–478.

[FPRJ00]

F RISKEN S., P ERRY R., ROCKWOOD A.,
J ONES T.: Adaptively sampled distance
fields: A general representation of shape for
computer graphics. In Proc. SIGGRAPH
2000 (2000), pp. 249–254.

[GCBB01]

G AVRILIU M., C ARRANZA J., B REEN D.,
BARR A.: Fast extraction of adaptive multiresolution meshes with guaranteed properties from volumetric data. In Proc. IEEE Visualization 2001 (2001), pp. 295–302.

[CDM∗ 02]

C UTLER B., D ORSEY J., M C M ILLAN L.,
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This article introduces the Hierarchical Run-Length Encoded (H-RLE) Level Set data structure. This novel data structure
combines the best features of the DT-Grid (of Nielsen and Museth [2004]) and the RLE Sparse Level Set (of Houston et al. [2004])
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1.

INTRODUCTION

Modeling and animation of geometry lie at the very heart of many computer graphics applications. As
such, the field of geometric modeling has been the subject of many research articles in recent years.
Efficient, high-quality representation of deforming surfaces, however, remains a major challenge. In
this article, we offer a solution to this challenge by introducing a novel data structure and algorithms
that allow for implicit but compact representations of deforming geometry at very high resolutions. We
demonstrate the usefulness of this data structure with a series of important graphics applications.
While polygonal meshes are very popular in many graphics applications, when they are used to
represent deformable surfaces they are hampered by issues like self-intersections and degeneracy of
the polygons. These limits are most apparent in the animation of fluid and fire as well as during
shape metamorphosis. For such dramatic surface deformations, level set models have been increasingly
popular [Foster and Fedkiw 2001; Breen and Whitaker 2001; Enright et al. 2002; Museth et al. 2002;
Losasso et al. 2004]. Level sets, originally developed by Osher and Sethian[1988] for use in interface
tracking, are essentially time-dependent isosurfaces (typically Euclidian distance fields) sampled on a
three-dimensional (3D) grid. The surface deformations are described implicitly by solving an associated
time-dependent partial differential equation (PDE). Several robust mathematical schemes exist for
solving this PDE, which together allow for virtually any type of surface deformation. As such, it would
seem advantageous to adapt this implicit geometry representation for many graphics applications.
Most current level set implementations, however, suffer from either poor computational or memory
efficiency. Consequently, the majority of applications have been limited to effective voxel resolutions no
greater than 5123 . Two exceptions are the recently and independently proposed RLE Sparse Level Set
[Houston et al. 2004] and DT-Grid [Nielsen and Museth 2006]. In this article, we combine these level
set representations into the Hierarchical Run Length Encoded (H-RLE) level set representation and
hence form a novel, versatile, compact, and fast data structure and toolbox of algorithms specifically
suited for computer graphics. The Hierarchical RLE level set allows for very high-resolution level sets
without compromising computational or memory efficiency and at the same time offers a very high level
of flexibility, which is a necessity for computer graphics applications. We stress that to the best of our
knowledge no other existing data structure offers all of these advantages.
Our general approach is to use a compact run-length-encoding (RLE) of sampled level sets by means
of hierarchical dimensional decomposition. This approach generalizes to any dimensions through recursive definitions and allows for the H-RLE level set to scale proportionally to the area of the geometric
surface. Furthermore, our versatile grid representation has the advantage that it is truly dynamic; it
is unbounded and can expand indefinitely (within machine precision). We finally note that our data
structure can be used to store any volume-defined fields such as volume textures, fluid velocity fields,
elastic tensor fields, and sparse matrices. We illustrate the significant value of this data structure with
several different challenging graphics applications.
2.

RELATED WORK

The powerful level set method is due to Osher and Sethian [1988]. However, both time and storage
complexity of this original formulation is O(n3 ), where n is the side length of a bounding volume for
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the corresponding surface deformation. Adalsteinsson and Sethian [1995] introduced a narrowband
method which restricted most computations to a thin band of active voxels immediately surrounding
the interface, thus reducing the time complexity to O(n2 ). However, the storage complexity for this
narrowband scheme was still O(n3 ). Additionally, periodic updates of the narrowband structure required an O(n3 ) operation in which voxels over the entire volume were accessed to rebuild the list
of active voxels. This O(n3 ) time complexity was eliminated in the approximate sparse field level set
method of Whitaker [1998]. The sparse field level set method employs a set of linked lists to track the
active voxels around the interface. This allows incremental extension of the active region as needed
without incurring any significant overhead. While consistently efficient in time, O(n3 ) storage space
is still required by the sparse field level set method. Peng et al. [1999] next introduced a narrowband scheme tailored for more accurate finite difference schemes and without the need for slow linked
lists. However, their method did not overcome the O(n3 ) storage requirements and the O(n3 ) periodic
update.
These narrowband methods [Adalsteinsson and Sethian 1995; Whitaker 1998; Peng et al. 1999] all
require O(n3 ) storage even though computations are restricted to the O(n2 ) subset of the voxels around
the interface. In fact additional storage is required in order to track the actual grid poins present in
the narrowband. The presence of this dichotomy has thus pushed research toward reducing the storage
requirements of level sets without significantly affecting the O(n2 ) computational efficiency. Two such
recent approaches are sparse block grids and octrees.
The sparse block grid method of Bridson [2003] divides the entire bounding volume of size n3 into
n 3
small cubic blocks of m3 voxels each. A coarse grid of size ( m
) then stores pointers only to those blocks
that intersect the narrowband of the level set. Block allocation and deallocation occur as the surface
propagates to accommodate to the deformations. This method has a suboptimal storage complexity of
n 3
O(( m
) + m3 n2 ), but retains the constant time access inherent to dense grids.
Octrees have, in recent years, been applied to narrowband level sets [Strain 1999; Bridson 2003;
Guendelman et al. 2003; Losasso et al. 2004, 2005; Enright et al. 2004] and signed distance fields
[Frisken et al. 2000]. The octree level set method uses a tree of nested cubes of which the leaf nodes
contain signed distance values. This representation is efficient in terms of storage, O(n2 ), and relatively efficient in terms of access queries, O(log n). However, as stated in Bridson [2003], there are
hidden costs associated with the pointer structure of the octree, and a single random access can result
in O(log n) cache misses. Implementing most finite difference-based level set methods using octrees
requires uniform refinement along the interface in order to obtain sufficient precision [Losasso et al.
2005]. In particular, it is difficult to accurately solve hyperbolic advection with high-order methods like
ENO [Osher and Shu 1991] or WENO [Liu et al. 1994] and parabolic diffusion problems like curvature
based flow on a non-uniform octree. Hence one of the most advantageous features of octrees, that is,
adaptiveness, is rarely exploited in level set simulations. However, octrees have proven very efficient for
adaptive representations of velocities in computational fluid simulations [Losasso et al. 2004]. It should
be noted, though, that these solutions of the Navier-Stokes equations on an adaptive octree grid ignore
parabolic diffusion (i.e., they are inviscid) and use simple semi-Lagrangian integration techniques for
the self-advection term.
The work most related to ours is the RLE sparse level set representation of Houston et al. [2004] and
the Dynamic Tubular Grid (DT-Grid) of Nielsen and Museth [2006].
In the past, Run-Length-Encoding (RLE) has been successfully applied to volumes, for example,
Curless et al. [1996]. While Bridson [2003] mentioned the potential value of applying RLE to level set
volumes, Houston et al. [2004] were the first to implement an RLE compressed level set volume data
structure. Using a two-dimensional look-up table, their RLE sparse level set also provided a very fast,
O(l o gr), random access method, where r is the number of runs in a level set cross section.
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The DT-Grid of Nielsen and Museth [2006] is a level set representation that employs a hierarchical
(with respect to dimension) compression scheme inspired by the “compressed row storage” technique
known from sparse matrix representations. Their data structure and algorithms focus on space- and
time-efficient level set representations of deforming closed interfaces. The memory consumption of the
DT-Grid is proportional to the surface area, and it is verified to be near optimal in practice. Furthermore,
their experiments show that it is faster than previous methods.
Our novel data structure, the Hierarchical RLE level set (H-RLE level set) representation, presented
in this article and previewed as the Compact RLE Level Set1 in the sketch of Houston et al. [2005],
combines ideas from both the RLE sparse level set and the DT-Grid to obtain a general scalar field
representation and set of algorithms that make the H-RLE level set tailored for computer graphics
and level set applications. Contrary to previous work, it offers both a high level of flexibility and good
performance with respect to both memory consumption and running times.
The next section outlines the main contributions of this article, including the novel features of the
H-RLE level set, and points out the key differences between this work and the DT-Grid.2
3.

CONTRIBUTIONS

Our H-RLE level set representation combines ideas from the RLE sparse level set [Houston et al.
2004] and the DT-Grid [Nielsen and Museth 2006]. In particular, our H-RLE level set uses the idea of
hierarchical compression from the DT-Grid. Instead of applying it to a compressed-row storage scheme,
we integrate it with the explicit RLE compression scheme introduced with the RLE sparse level set.
More specifically, the H-RLE level set differs from the DT-Grid via the following four contributions:
—Run codes. As will be explained in Section 4, the H-RLE data structure employs RLE to encode the
domain into a series of runs, each associated with a specific run code. The run code categorizes a run
as being either defined (inside the narrowband), or undefined. An undefined run can be identified
by any of the possible run codes3 and hence offers great flexibility in encoding undefined regions.
This feature is not shared by the DT-Grid, which only stores what corresponds to defined runs and
distinguishes inside regions from outside regions based solely on the sign of adjacent level set values.
One of the unique benefits of the H-RLE data structure implied by using run codes and having an
explicit bounding box is that it allows us to easily store, access, and manipulate unenclosed level sets
(see Section 6.5 and Figure 9 for more details) and in general unenclosed scalar or vector fields. (In
contrast, the DT-Grid requires that the narrowband forms a closed domain.) The usability of this
feature shows up frequently in computer graphics as it can be used to perform collision tests, do CSG
operations, and so on with open level sets that are in fact part of a more complex level set model,
hence speeding up these applications. Finally, note that a DT-Grid can be represented by an H-RLE
level set, but that the opposite is not the case.
—Flexible encoding. The H-RLE level set is able to both represent narrowbands of varying width (i.e.,
the width of the narrowbands varies along the surface of an implicitly represented object) as well
as nonsymmetric narrowbands (narrowbands that are wider on one side of the zero-set than the
other). These two abilities are derived from the H-RLE grid’s support for the encoding of arbitrary
run configurations—the location and length of runs can be whatever one desires. We discuss our
practical application of this feature to level set metamorphosis in Section 6.4.
1 After submission of this sketch, we decided to change the name of the structure from the original Compact RLE level set name
to the more descriptive Hierarchical RLE level set. We apologize for any confusion this may cause.
2 Since [Houston et al. 2004] is an ACM SIGGRAPH sketch, it should be interpreted as a preview, and thus we will refrain for
the remainder of this article from making comparisons between our current work and the RLE sparse level set.
3 Any of the possible run codes, that is, within the bit-precision of the run code pointer, that is, (231 − 1).
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—Decoupling. Contrary to the DT-Grid, the H-RLE data structure decouples the RLE-compressed grid
structure from the array specifying the values in the narrowband. This can save storage (compared
to the DT-Grid approach) and gives optimal flexibility in storing and combining several scalar fields
as part of an augmented level set representation (see Section 6.1) using the same compressed HRLE structure. It is also possible to not store an array of values at all, but simply use the H-RLE
compression to efficiently store regions of constant values.
—Explicit bounding box. The H-RLE level set has an explicitly defined bounding box. In contrast, the
DT-Grid only has the implicit bounding box of the defined narrowband. Because of this, the H-RLE
level set allows for O(1) culling of occlusion queries that fall outside of the explicit bounding box. We
exploit this fast culling of occlusion queries for detecting collisions between our FEM tetramesh and
our level set-based occlusions (see Section 6.5). Note that the existence of the explicit bounding box
still allows for level set simulations to go “out-of-the-box” on the H-RLE level set, as the bounding
box is recomputed dynamically by the dilation algorithm described in Section 5.
This article introduces several applications of the H-RLE level set in computer graphics and adds
the following contributions to the new features outlined above:
—a robust and a fast technique for polygonal mesh scan conversion into our new level set data structure;
both methods are memory-efficient, and the robust method handles both open and self-intersecting
meshes with grace.
—a level set-based unified implicit object representation that provides a simplifying abstraction with
wide applicability;
—an efficient RLE data structure for fluid simulation in which all computation and storage are restricted
to the volume of the fluid, not to its bounding volume.
In addition, the H-RLE level set representation inherits the following features from combining the RLE
sparse level set and the DT-Grid:
—fast, sequential traversal of the narrowband elements with O(1) access time to elements within the
finite difference stencil, thus leading to efficient level set propagation;
—rapid logarithmic time random access (and neighbor access) to any voxel within the bounding volume,
thus leading to efficient ray tracing, collision detection, and other similar algorithms;
—both the encoding computational complexity and the overall memory consumption proportional to
and scaling with the area of the geometric surface;
—compatibility with all existing mathematical finite difference schemes used to solve the level set
partial differential equation on regular (i.e., equidistant) grids;
—“out-of-the-box” dynamic grid representation that frees surface deformations from dealing with any
fixed boundaries of the computational domain, hence allowing surfaces to expand and contract freely
without encountering boundaries and without any extra bookkeeping.
4.

DATA STRUCTURE

Run-Length Encoding (RLE) is a popular lossless data compression algorithm based on the simple idea
of replacing sequences (runs) of identical data values by a count number and a single value (run code).
A sequence of level set values, φ1 , . . , φn , can be considered as a stream of data to which one can apply
RLE. To facilitate efficient compression of a narrowband level set of width β, we introduce the following
three run codes: negative (interior region with φ < −0.5β), positive (exterior region with φ > 0.5β), and
defined (within the narrowband, |φ| ≤ 0.5β ). Each continuous sequence of adjacent values not within
the narrowband is compressed to just a single run, whereas values within the narrowband are stored
ACM Transactions on Graphics, Vol. 25, No. 1, January 2006.
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Fig. 1. Left: 1D RLE encoding of a level set function with two zero crossings. The width of the narrowband is β = 3 and
corresponds to the region of the green guidelines. Right: The corresponding one-level hierarchical RLE level set data structure.
Note the 1D RLE block illustrated by the gray box. See Section 4 for details.

explicitly. In our implementation, the defined run code for grid points inside the narrowband will be an
index into a separate array storing the corresponding values of φ.
4.1

Taxonomy of the RLE Data Structure

As a prelude to the presentation of our dimensionally hierarchical data structure, it is convenient to
introduce the following terms. A run is a sequence of connected values with the same run code. An RLE
segment is a collection of adjacent runs corresponding to a single axis-aligned scan-line through the
level set. An RLE block represents the encoding of a collection of segments, not necessarily immediately
adjacent to each other, and serves as a fundamental building block in our hierarchical data structure. A
hierarchical RLE grid is a recursive entity composed of n RLE blocks in R n , and, finally, a hierarchical
RLE level set is a hierarchical RLE grid together with the separate array of defined values (see Figure 1).
Within the hierarchical RLE grid, it is convenient to think of the hierarchy of RLE blocks as beginning
with the top RLE block and proceeding to lower RLE blocks until the bottom RLE block is encountered.
In 3D, the top and bottom RLE blocks are, respectively, the z-axis and the x-axis RLE blocks.
Let us first consider the simple 1D level set function, φ(x), illustrated on the left in Figure 1. The
rectangle at the bottom shows the RLE segment containing five (colored) runs corresponding to β = 3.
The right-hand side of Figure 1 illustrates the corresponding hierarchical RLE level set and its two
components: an RLE block that encodes the topology of the segment (gray), and an array with discrete
values of φ(x) within the narrowband (bottom). This decoupling of values and topology is essential in
our data structure as it facilitates great flexibility. In fact, this separation is somewhat analogous to
the separation of topology and geometry common in mesh data structures.
Each RLE block consists of the following four separate arrays:
—Start indices for each segment are stored as pointers into the run-codes array (in 1D a single pointer
since the block only has one segment).
—Extents of the absolute coordinates along the encoding axis are stored as a [min, max +1) pair.
—Run codes define how each segment is divided into different runs. Negative and positive run codes
denote compressed runs while defined run codes are pointers into an associated defined data array
or the start indices array of the next lower RLE block if it exists.
—Run breaks contain, in an order mirroring that of the run codes, the absolute coordinates along the
encoding axis at which each run starts, except for the first run in each segment. The start coordinates
of the first run of each segment are determined by the above-defined minimum extents.
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Fig. 2. Top left: A triangle shape overlaid on a coarse voxel grid. Middle left: The triangle interface is now indicated. The voxels
are categorized based on a narrow bandwidth of x into narrowband (green), interior (red) and exterior (blue) voxels. Top right:
A schematic representation of a 2D H-RLE level set. The top-level y-axis encoding is given in the 1 × 12 grid and the x-axis
encoding is the 12 × 12 grid. Along the y-axis encoding, the ranges 0–1 and 10–11 are categorized as fully exterior, while the
range 2–9 is defined. The defined values of the y-axis encoding indicate the offset of the corresponding x-axis encoding segment.
The x-axis encoding contains no information for regions not encoded by the y-axis as defined. The values of the defined ranges
of the x-axis encoding are the level set values of the narrowband. Bottom: The layout and contents of the H-RLE level set data
structure corresponding to the schematic representation above. The defined values of the y-RLE grid’s defined runs are stored
in the x-RLE grid’s start indices table. The defined values of the x-RLE grid’s defined runs are stored in the decoupled defined
values arrays. See Section 4 for further explanation.

Note that although the hierarchical RLE grid coincides with the RLE block in 1D this is not the case
for higher dimensions (see Figure 2.)
4.2

The Hierarchical Data Structure

Our data structure generalizes to any dimensions through dimensionally hierarchical encoding [Nielsen
and Museth 2006] based on the taxonomy introduced above. We stress that doing a hierarchical
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encoding, as opposed to only encoding in a single direction (as in Houston et al. [2004]), ensures that the
memory requirements of the data structure will be proportional to the area of the geometric surface.
Let us consider the 2D example in the top of Figure 2 illustrating a 12 × 12 bounding box containing a
subset of a level set function.
In the bottom of Figure 2 is the corresponding 2D H-RLE level set. It is composed of two RLE blocks
related hierarchically, the top RLE block encoded along the y-axis and the bottom RLE block encoded
along the x-axis. First, each linear traversal of the 2D level set function along the x-axis is encoded
resulting in the x-block shown in the bottom-right part of Figure 2. Note that traversals resulting in a
single nondefined run are not stored but rather offloaded to the next higher RLE block. The higher RLE
block is encoded along the y-axis leading to the y-RLE block shown in the bottom-left part of Figure 2.
As shown in Figure 2 (bottom), the RLE blocks store the run-codes sequentially. Run-codes in the
x-RLE block reference into the single array of defined values and indicate where that particular run of
defined values begins. The run-codes of defined runs in the y-RLE block reference into the x-RLE block
start index array. This is related to the fact that the lowest level RLE block encodes level set values,
whereas all higher RLE blocks are actually encoding the results of the previous RLE encoding.
The storage format for the H-RLE level set readily generalizes to higher dimensions, in which case
it stores one RLE block for each axial direction as well as an array of defined values. As a result, the
storage requirement of our data structure is O(D), where D is the number of defined voxels inside
the narrowband. We point out that the bounding box associated with the H-RLE block extents is very
useful for many graphics applications and is fully dynamic. In fact, the rebuild algorithm described in
Section 5 applies a dilation algorithm that dynamically expands or shrinks this bounding box as the
interface moves. We finally note that our data structure is versatile and allows for the representation of
both closed and open surfaces, which has important practical applications for graphics, such as collision
detection with fluids and geometric modeling.
5.

ALGORITHMS

In this section we describe a set of efficient algorithms for the use of our H-RLE level set in graphics
applications. To ease the description, we introduce the following notational conventions:
—n: the side length in voxels of a dense cubical bounding volume,
—N : the total number of voxels in the dense volume,
—D: the total count of defined voxels within the narrowband,
—si : the number of segment indices,
—ri : the number of runs, and
—d i : the number of defined values in the ith dimension RLE block.
5.1

Random Access

A fast random access operation is essential in many graphics applications, such as ray tracing, collision
detection, signed distance function generation using fast marching [Sethian 1996], and so on. The
random access algorithm of the H-RLE level set operates recursively:
(1) The random access operator begins as a procedural call on the top RLE block with two parameters:
A vector of query coordinates, Q = (q1 , . . , qn ), and a segment index, sn , initialized to zero. The vector
of query coordinates is split to isolate the first query coordinate, qn .
(2) From the given segment index, si , one can determine the indices of both the first run and the first
run break as well as the total number of runs in the segment (the segment length). The run code
of the run containing qi can be determined via a binary search within the run breaks array in the
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region of the current segment (defined by the first run, first run break and the segment length).
If the run code is negative or positive, then return the corresponding run code value. Otherwise,
compute the defined data index by adding together the run code with the offset of qi from the start
coordinate of the run.
(3) If a lower RLE block exists, then this procedure is recursively called on it (go to Step 2 above), using
the remaining vector of query coordinates and the defined data index as the respective values of
its vector of query coordinates and segment index parameters. If no lower RLE block exists, return
the defined data index or the corresponding value in the associated defined data array.
The computational complexity of the random access algorithm is as follows: step 1 above takes constant time. Step 2 takes time logarithmic in the number of runs (as opposed to the number of elements
within the runs) in a single segment in an RLE block. Note that a binary search is possible since the
run breaks are sorted in increasing order within each segment as part of the encoding. Step 3 calls
recursively on a lower level RLE block of which there
 are at most k, where k is the dimension of the
H-RLE grid. The total time required amounts to O( i=1..k log2 rsi ), where rsi is the number of runs in
the segment identified by segment index si and contained in the ith-dimension RLE block.
Also note that the time complexity depends only on the number of runs within a total of k segments
in the compression—one segment at each level of the encoding. Hence the efficiency of the random
access operation is not affected, even if a model projects to a large lower-dimensional area. In the worst
case, the number of runs will be equal to the number of elements in the grid and, in that case, the
random access operation will be logarithmic in the total number of elements stored in the grid, but in
all practical cases it will be better.
5.2

Neighbor Access

Efficient neighbor search is of great importance in, for example, the fast marching method. When doing
neighbor search in an H-RLE, the structure of the encoding can be exploited to make the neighbor search
more efficient than its random access alternative. Imagine doing a neighbor search in the X -direction
in the H-RLE depicted in Figure 2. In this case, neighbor search can be done in constant time, since the
X direction is at the lowest level of compression. Finding a neighbor in the Y -direction would require a
binary search (as described in step 2 of the random access operation above) in the neighboring segment
in the Y -direction (Y ± 1). In general, the time complexity of a neighbor
search in the jth direction

(where X is the first direction, Y is the second, and so on) is O(1 + i=1..( j −1) log2 rsi ), where again rsi is
the number of runs in the segment identified by segment index si and contained in the ith-dimension
RLE block.
5.3

Sequential Access

Most existing surface deformation schemes access the level set sequentially, and the H-RLE level set
has been specifically optimized for this. This algorithm also operates recursively.
The sequential access iterator also begins as a procedure call on the top RLE block with two parameters: a segment index initialized to zero, and an empty vector of parent coordinates. The procedure
begins by traversing the runs of the specified segment. Nondefined runs are ignored when encountered. When a defined run is encountered, both its length and its start coordinate along the current
encoding axis are determined. Then an iteration along the individual coordinates of this run commences. At each coordinate, the defined data index is computed by adding together the run code with
the current coordinate’s offset from the start of the run. Also, a vector of current coordinates is created by concatenating the input vector of parent coordinates with the current coordinate. If the RLE
block is the bottommost, then append both the current coordinate vector and the defined data index
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Fig. 3. Dilation of an RLE segment by one grid point. Top: original segment with existing defined grid points labeled e. Bottom:
dilated segment with new grid points labeled n.

to the resulting enumeration. Otherwise, the above described procedure is called recursively on the
next lower RLE block using the defined data index and the constructed current coordinate vector as
the respective values of its segment index and parent coordinates parameters. This sequential access
iterator traverses each defined run in each of the RLE blocks in addition to enumerating each of the
defined data indices. The resulting computational complexity is O(D) and hence O(1) per defined data
element.
In order to obtain constant time access to all elements within the finite difference stencils typically
used in level set deformations, one can iterate an entire stencil of iterators over the narrowband. It
is possible to exploit the movement of the center of the stencil to further improve the practical access
time. All iterators within the stencil pass over the grid once, so—on average—access to elements within
the stencil is O(1) if the entire grid is visited.
5.4

Rebuilding the Hierarchical RLE Level Set

This ensures that it contains, at all time steps, the grid points defining the zero-level set and a surrounding band wide enough to support the finite difference stencils used in the level set computations.
Logically, rebuilding the H-RLE level set is comprised of two steps: first, grid points that are too far
from the interface are removed. Next, the remaining subset of the original H-RLE level set is dilated by
effectively adding grid points that pass under a hypercube-shaped stencil being iterated over the subset.
Any existing method for reinitializing a level set function can then be used to reinitialize the resulting
H-RLE level set to a signed distance function. While the dilation may seem trivial, we note that a direct
implementation is very inefficient and slow. Hence, we have developed a much faster algorithm that
dilates a narrowband in O(D) time and space. This algorithm is recursive in the dimensionality of the
H-RLE level set and takes advantage of its hierarchical RLE definition.
The dilation of a 1D H-RLE level set simply corresponds to dilating the corresponding 1D RLE
segment as illustrated in Figure 3. It consists of two steps: first, each defined run in the segment is
dilated independently. Next, a new RLE segment is constructed by forming the union of each dilated
run and keeping the remaining inside/outside runs consistent with the original segment.
The dilation algorithm of a 2D H-RLE level set operates in each coordinate direction independently
and proceeds as follows:
(1) Dilate the y-axis RLE block as a 1D RLE segment. The y-axis RLE block corresponds to the
projection of the 2D H-RLE level set onto the y-axis, and the dilated y-axis RLE block corresponds
to the projection of the dilated 2D H-RLE level set.
(2) To dilate the x-axis RLE block, the defined elements of the dilated y-axis RLE block are processed
iteratively: let the current element have y-coordinate y m . The corresponding dilated x-axis RLE
segment is computed by first dilating all defined x-axis RLE segments in the original x-axis RLE
block with y coordinate in the range y m − n to y m + n, where n is the number of dilation grid points.
Next, the union is taken of these individually dilated x-axis RLE segments.
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Fig. 4. A simple augmented level set data structure supporting three optional fields in addition to the shared H-RLE grid and
required level set values. The augmented level set structure, a unified implicit object representation, greatly simplifies the design
and implementation of algorithms that involve both level sets and other related data fields in areas such as level set-based fluid
simulation, object deformation, collision detection and especially rendering.

(3) Allocate storage for the decoupled value array of the dilated 2D H-RLE level set. In a single pass,
the value of grid points also existing in the original 2D H-RLE level set can be set to their original
value and the value of grid points added as a result of the dilation can be initialized, if necessary.
We finally note that the dilation algorithm readily generalizes to higher dimensions.
6.

APPLICATIONS

We now present a series of applications in order to fully demonstrate the usefulness of the techniques
we have outlined. These examples include mesh conversion, rendering, morphing, and simulation.
6.1

Unified Implicit Object Representation

It is appropriate to begin the applications section by describing the compatibility of the H-RLE level
set with the augmented level set (Figure 4), our unified implicit object representation. As the name
augmented level set suggests, it is a level set (not necessarily an H-RLE level set) defining a implicit
surface that is augmented with a set of subordinate fields of various types. The primary benefit of the
augmented level set is that it provides an abstraction layer on top of many common level set operations
such that the subordinate fields can be automatically handled appropriately. The H-RLE level set is
well suited to the augmented level set because of the decoupled nature of the H-RLE grid and the array
storing the level set distance values. It is a trivial matter to associate other arrays representing other
data fields with the H-RLE grid of the level set. Besides efficient storage, this configuration also allows
efficient access to the subordinate fields since the defined data index, resulting from an iteration or
random access, can be reused to retrieve the corresponding value or values of any of the other fields. In
addition to subordinate fields that align exactly with the level set grid structure, our augmented RLE
level set can handle, with some loss of storage and access efficiency, fields with more complex lattice
structures such as the staggered velocities of the MAC-grid (see Foster and Fedkiw [2001]) or the tensor
fields required for viscoelastic fluids (see Goktekin et al. [2004].)
We have applied the augmented level set representation to our mesh-to-level set scan converter
(to optionally capture texture coordinates, surface velocities and arbitrary map channels), constructive solid geometry (such as the union, subtraction, and intersection operators), advection (we use
semi-Lagrangian methods to advect the subordinate fields where necessary), outward extrapolation
of quantities from the level set interface (which we use for free surface fluid velocity extrapolation,
and occlusion constrained velocity extrapolation), and rendering (where shading often requires texture
coordinates or color data and motion blur requires the surface velocities). In addition, in our simulation
systems (see Figures 10, 11 and 13) we represent both the fluid and the occlusions as augmented level
sets—a choice which significantly reduced both the design and implementation complexity.
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Mesh To Level Set Conversion

6.2.1 Rapid Scan Conversion of Closed Meshes. The scan conversion technique of Mauch [2000] for
computing the signed distance transform to a closed and non-self-intersecting mesh has gained wide
acceptance. It sequentially scan converts a set of characteristic polyhedra, resembling a set of widened
Voronoi cells, derived from the mesh. In theory it has a near optimal speed, O(cD + F ) (when ignoring
the O(n3 ) initialization time), where D is the number of defined voxels, F is the number of faces and
c is a constant that depends on the overlap of the characteristic polyhedra (see Mauch [2000]). In
practice the method is very fast and compares favorably with the fast marching method [Sethian 1996].
Furthermore, the result is accurate to within machine precision. The method as originally proposed has
memory requirements that are O(n3 + F ). Here we describe how to augment the algorithm to only use
O(D + F ) memory, and how to use it in the context of H-RLE level set representations. Furthermore,
this new technique has a total time complexity of O(cD + F ), whereas the original formulation has
a time complexity O(n3 + F ) when including the initialization time. As a prelude to introducing our
H-RLE scan converter, let us first consider a modified “dense-grid” scan converter of a triangular mesh
into a clamped signed distance function (|φ| ≤ β/2):
(1) Partition the bounding volume of the mesh into P × Q × R (nonoverlapping) rectangular axis-aligned
subvolumes and initialize the values in each of these to β/2.
(2) Partition the mesh into P × Q × R sub-meshes, where the ( p, q, r)th submesh contains all polygons
of the original mesh that lie within a distance of β/2 from the ( p, q, r)th subvolume.
(3) Scan convert each submesh into the corresponding subvolume.
Our approach is similar to the one above, except that, in order to ensure the O(cD+F ) time-complexity
and the O(D+F ) memory complexity, only one representative subvolume of size O(D) is kept in memory.
In addition, this sub-volume is only initialized once. When scan converting the ( p, q, r)th submesh into
the representative subvolume, the coordinates of each grid point—for which a distance is computed—
are stored in a data structure that compresses the coordinates on-the-fly. When the submesh has been
scan converted, the values of the grid points that were updated are saved and the corresponding grid
points in the representative subvolume reinitialized to β/2. This procedure is then repeated for the
remaining submeshes, after which three linear time bucket sorts are performed on the compressed
coordinates of the recorded grid points. This ensures they are lexicographically ordered. Finally, the
sorted grid points are stored in an H-RLE level set. The outlined scan conversion algorithm retains the
speed of the original method. In practice, the relative time usage of the partitioning and bucket sorting
steps is negligible, for example, scan converting the Happy Buddha with a tight-fitting bounding box
into a 600 × 1445 × 600 volume with β = 6 takes only 59 s on a 1.5-GHz Pentium Mobile.
6.2.2 Disambiguating Imperfectly Closed Meshes. To robustly resolve meshes with holes or selfintersections, we adopt the efficient ray casting-based visibility sampling approach of Houston et al.
[2003]. Our method more closely resembles the ray casting parity-counting method of Yngve and Turk
[2002] rather than the local surface reconstruction method of Ju [2004] or the methods cited therein.
Unlike Yngve and Turk [2002], we do not use parity-counting to determine interior regions but rather we
integrate in a additive fashion surface orientation (i.e., normal) information. Our approach is adapted
to the way that CG artists create their models. CG artists do not think about parity- counts, or whether
their models are solid, but rather concentrate on how good a model appears in the viewport of their
modeling tool. We thus embraced a visibility-based approach to determining surfaces, interiors, and
exteriors that attempts to mimick the quick, context-based, “best-fit” judgments of artists.
From each voxel, we cast a number of rays, and used the normals of the nearest ray-mesh intersections
to determine whether the voxel was inside the mesh. For imperfectly closed geometry, some voxels
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Fig. 5. A demonstration of our robust scan conversion algorithm described in Section 6.2. Top: The original Tar Monster character
mesh (red) was often ill-posed. The white arrows denote regions of self-intersections. The yellow arrows point at crevasses or sharp
ridges. Bottom: The RLE level sets (blue) resulting from the scan conversion of the Tar Monster’s 69,120 faces and 69,153 vertices.
The original conversion, at a resolution of 624 × 554 × 488, was able to resolve the mesh and its regions of self-intersections into
a closed level set. The subsequent down-sampling, to a resolution of 312 × 277 × 244, reduced the temporal aliasing artifacts
caused by the original mesh’s moving sharp ridges and crevasses. The whole process of scan conversion, down-sampling, and
subsequent rendering took an average of 7 min frame.

will return contradictory results; we therefore employed a “majority wins” rule to decide the sign
of the voxel value. Each ray also provides the distance from the voxel to the geometry surface in
the direction it is cast. This information was used to determine the magnitude of the voxel value, by
selecting the minimum magnitude distance from the set of rays corresponding to the “winning” sign.
In our implementation, we employed a structured sampling approach that utilizes the results from a
single ray cast to provide sample results for all voxels that it intersects.
Employing the above algorithm directly may result in undefined regions of opposite sign being immediately adjacent, with no defined narrowband in between. This can occur in regions where a mesh
has a significant hole or opening. In these situations, we simply assumed that the zero level set passes
between the two adjacent signed regions and created an initial narrowband having a width of one or
two voxels at this location. Finally, in order to produce a smooth signed distance field with a uniform
defined narrowband width, we dilated the defined narrowband region as necessary and performed a
reinitialization.
This method will always extract accurately the implicit surface of a closed mesh in addition to producing a guaranteed closed implicit surface for imperfectly closed or self-intersecting meshes.
Both the spider model in Figure 6 and the character meshes used in Figures 5, 13 and 14 were
produced using this algorithm. In the case of the spider model, 724 hand-crafted trimesh components,
a large number of which were nonclosed or highly self-intersecting, were converted at a bounding
resolution of 1691 × 1223 × 839 (1.74 billion voxel volume) in 7.5 h on a single-processor Athlon 1600
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Fig. 6. Two large H-RLE level sets produced by the scan converters of Section 6.2 and rendered via direct ray tracing as described
in Section 6.3. Left: The Lucy Statue level set was rapidly scan converted from a 14-M vertex and 23-M triangle mesh retrieved
from the Stanford 3D Scanning Repository. The resulting level set had a minimum bounding voxel resolution of 3000×1726×5144
(26-B voxels) and consumed 738 MB of memory. Right: The Spider Mech level set was robustly derived from a Frantic Films
0.5-M triangle mesh composed of 724 unclosed components. The resulting level set had a minimum bounding voxel resolution of
1691 × 1223 × 839 (1.74-B voxels) and consumed 229.6 MB of memory. The defined interface contained 44.7 million voxels.

computer. The resulting defined interface consisted of 44.7 million voxels. The complete H-RLE level
set representation of the spider model required only 229.6 MB.
6.2.3 Extra Fields. Often applications require additional properties of a mesh to be captured. For
example, interface velocities are required when integrating level set-based occlusions into soft-body
(see Section 6.6) or fluid simulations (see Section 6.7.) Also, the creation of the Tar Monster effect (see
Section 6.5) required capturing both the grayscale vertex channel and the UVW texture coordinates of
the artist animated character mesh.
We captured additional properties of a source mesh, such as the ones listed above, as a postprocess
to the mesh to H-RLE level set scan conversion. First, a new defined value array, appropriate for the
new fields data type, was allocated and paired, as an augmented field, with with H-RLE grid of the
H-RLE level set resulting from the scan conversion. Then the narrowband was traversed. For each voxel
immediately adjacent to the mesh surface (i.e., φi ≤ c, where c is the voxel width), the relevant property
of the mesh at its surface location closest to the current voxel was determined. If the relevant property
of the mesh was only defined on the vertices, the subface value could be calculated via Barycentric
interpolation. After completion of the narrowband traversal, we then extrapolate newly set quantities
off the immediate interface voxels into the remainder of the narrowband.
6.2.4 Antialiasing. Many meshes, especially those of traditional animated characters, often have
subvoxel features such as sharp folds or edges. When animated across a regular grid of insufficient
resolution, these features can result in visually displeasing aliasing artifacts. To remove these artifacts
without artist intervention, a basic supersampling approach can be employed. First, the mesh is scan
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converted to an H-RLE level set at twice the desired resolution and then subsequently down-sampled
with a low-pass filter to remove the smaller features that otherwise would cause aliasing (see Figure 5).
6.3

Direct Ray Tracing

When rendering the surface embedded in the H-RLE level set, we prefer to use direct volumetric ray
tracing over mesh extraction. Standard ray tracing techniques are directly applicable, with two major
advantages:
—The H-RLE grid is not only a data representation, but an acceleration structure as well; it offers
fast random access without the additional build (and memory consumption) of external acceleration
structures (e.g., Kd-tree, octree).
—Voxel values are samples of a signed distance function that allows for efficient ray leaping.
To abstract the ray tracing algorithm from the details of the defined and undefined regions, we render
the results of all (random access) queries as scalar level set values, which are then interpreted without
additional discrimination to extract the surface profile. If a query is to a defined region, the actual level
set value is used. When a query is to an undefined region, an approximate level set value is constructed
by multiplying the sign of the undefined region by the narrowband’s maximum allowable level set
value—usually half of the interface bandwidth used during dilation.4
Our ray tracing algorithm achieves its efficiency by adaptive stepping based on the magnitude of the
level set values encountered along the ray’s path. Given an accurate signed distance field, it is possible
to take discrete steps along the ray’s path as large as the magnitude of the level set values encountered
until either a voxel immediately adjacent to the interface is discovered (which can be inferred from
the level set value being less than the voxel width) or the ray exits the bounding domain of the level
set. When near the interface, an analytic solution to the ray-interface crossing is found with a cubic
polynomial root finder. The normal is computed as the derivative of the cubic interpolation function.
If no surface is found in the current narrowband region, ray tracing can once again begin taking large
steps through the +/− regions.
A crude efficiency estimate can be written based on random access to voxel values. For a grid of
width n, with narrowband width β, approximately n/β such operations are needed per ray. This makes
tracing of R rays O((n/β)R log2 r). Memory footprint is O(Cr + D) where Cr is the ray tracer and D is
the number of defined voxels in the grid.
In practice, this allows us to efficiently ray trace very large models on ordinary desktop machines. We
have scanned converted and ray traced models with effective grid resolutions up to 5000 × 3000 × 3000.
This corresponds to a full grid with more than 45 billion voxels, but required less than 1 GB of RAM.
For examples, see Figures 6, 7 and 8.
6.4

Deformation of High-Resolution Interfaces

6.4.1 Shape Metamorphosis. Morphological operations with level sets have previously been restricted to relatively low-resolution models (see Breen and Whitaker [2001].) This is primarily due
to the unfavorable memory requirements of the applied level set schemes. However, using our scalable
H-RLE level set, we can easily perform high-resolution morphs between geometric models with fine
surface details.
4 These approximate undefined region level set values, while useful for both this ray tracing algorithm and other applications,
are not useful for calculating gradients since they are constant within contiguous undefined regions and cannot properly account
for situations where the narrowband is of widely varying bandwidth (such as the situation described in Section 6.4.)

ACM Transactions on Graphics, Vol. 25, No. 1, January 2006.

16

•

B. Houston et al.

Fig. 7. A level set shape metamorphosis. The human figure (left), courtesy of Frantic Films, has a bounding box of 512×797×145.
The Thai Statuette (left), retrieved from the Stanford 3D Scanning Repository, has a bounding box 1000 × 1676 × 865.

Fig. 8. Extreme level set deformation of a high-resolution model exhibiting very thin walls. The Stanford bunny is advected by a
divergence-free and periodic vector field [LeVeque 1996; Enright et al. 2002]. The maximum bounding grid is 10243 , but memory
requirements never exceed 97 MB. From left to right the simulation times are (in units of the period) 0, 1/15, 1/2, 1.

The morphing process from source to target can elegantly be achieved by a propagation of the source
level set according to
∂φsource
(1)
= (φsource − φtarget )|∇φsource |.
∂t
This PDE is propagated in time until steady state, when the two level sets completely overlap. Figure 7
shows the result of morphing a human model 512 × 797 × 145 into a statuette at resolution 1000 ×
1676 × 865. This morph uses an H-RLE level set to represent both the source and the target distance
field, resulting in a clamped speed function. Since the target level set is static, it could also be encoded
by the adaptive distance field structure of Frisken et al. [2000].
Alternatively, it is possible to exploit the H-RLE level set’s flexible encoding to optimize morphing
between objects with similar profiles. This avoids the “speed limit” effect, visible in Figure 7, for morphs
between level sets whose defined narrowbands do not overlap. If the gaps between the narrowbands are
not prohibitively large, one can adjust the narrowbands via reencoding and subsequent reinitialization,
of one or both level sets, to ensure complete overlap. This is possible since the H-RLE level set allows,
unlike the DT-Grid, for variable and nonsymmetric narrowbandwidths. Once the region through which
the morph will occur is defined, and the newly defined voxels are reinitialized to proper signed distance values, the morph can proceed without any “speed limiting” clamping artifacts. This method of
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reencoding the source and target level sets to ensure their respective narrowbands overlap was employed twice in the final cut of Scooby Doo 2.
6.4.2 3D Deformation Test. As a benchmark test with dramatic surface deformations, we advected
the Stanford bunny in the following time-dependent velocity field (from LeVeque et al. [1996] and
Enright et al. [2002]):
vt (x, y, z) = (2 sin(π t) sin2 (π x) sin(2π y) sin(2π z)
− sin(π t) sin(2π x) sin2 (π y) sin(2π z)
− sin(π t) sin(2π x) sin(2π y) sin2 (π z)).

(2)

Since it is periodic and divergence free (i.e., without sources or sinks), a geometric surface should return
to its original shape after one period. However, very high grid resolutions are required to faithfully capture the thin level set surface resulting from this deformation. Figure 8 shows results from a simulation
on an effective bounding grid of 10243 using a third order accurate TVD Runge-Kutta [Shu and Osher
1988] for time integration and a fifth order accurate HJ-WENO [Liu et al. 1994] for space discretization.
Using our compact scalable data structure, this high resolution was easily achieved with a dynamic
memory footprint never exceeding 97 MB.
6.5

Collision Detection

Guendelman et al. [2003] described a rigid body system that employs a dual level set-triangle mesh
representation. This dual representation allows for quick collision detection by querying the level set.
The same collision detection paradigm is also encountered in the cloth simulations of Bridson et al.
[2003] and the finite element simulations of Irving et al. [2004]. Guendelman et al. [2003] recommended
using octrees where memory is an issue, and dense level sets otherwise due to their faster access speeds.
Our experience using RLE level sets for collision detection, as we relate below, indicate that they are a
preferrable alternative to octree level sets when working with large and detailed occlusions.
For these collision detection tests, we used the RLE sparse level set of Houston et al. [2004]. The RLE
sparse level set can be understood as a variant of the H-RLE level set in which the recursive encoding
is halted after a single dimension. This choice offers faster random access times by eliminating two
of the three binary searches, at the cost of more memory. The tradeoff between space and time for a
particular problem can thus dictate the level of recursion that is appropriate.
In situations where large occlusions only have portions of their surface in close proximity to the body
under simulation, it is advantageous to clip the occlusions to only these simulation-relevant regions,
especially if the whole occlusion object requires significant memory or requires per-frame scan conversion because of its dynamic properties. When clipping the level sets of occlusion objects, the RLE level
set’s ability to store unenclosed level set domains (which is not shared by the DT-Grid) significantly
reduces memory consumption (see Figure 9).
Additionally, both the H-RLE level set and the RLE sparse level set allow O(1) culling of occlusion
queries that fall outside of the structures’ explicit bounding boxes. Similar occlusion queries into the DTGrid, because it does not contain a bounding box, must rely on the logarithmic random access operation.
Figure 10 shows a finite element sphere going through a set of gears represented as RLE sparse level
sets. This simulation was created using the method of Irving et al. [2004].
6.6

Liquid Simulation

Using the particle level set method-(PLSM-) based fluid simulation system presented in Enright et al.
[2002] as a theoretical foundation, we have created our own fully sparse RLE-based system. Our RLEbased fluid simulator employs the RLE structure for both the fluid and occlusion surfaces (represented
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Fig. 9. Left: A sphere DT-Grid level set is depicted before and after clipping by a plane oriented to the right and aligned along
the vertical axis. Note the need to allocate additional defined (green) voxels along the vertical axis in order to capture the effect of
the clipping plane. Right: An equivalent sphere H-RLE level set is depicted before and after clipping by a similarly oriented plane
along the same vertical axis. The resulting level set does not require the addition of any newly allocated defined (green) voxels
because it is able to represent “unenclosed” level sets via the combination of its bounding box and its explicit categorization of
non-narrowband regions as either positive or negative.

Fig. 10. A sequence of frames from a FEM soft body simulation of a deformable sphere (orange) interacting with two animated
hard-body gears (blue.) The collision detection between the deformable sphere and the gears was performed using an augmented
RLE level set. The augmented level set (which included a velocity field to capture the rotational motion of the gears) was generated
from the gear meshes only within the immediate domain of the deformable sphere.

as level sets), the interior physical properties of the fluid (such as velocity and pressure), and the
properties of the occlusions (such as slip coefficients and surface velocities). In this way, the memory
and computational requirements of our RLE fluid simulation scale proportional to the volume of the
fluid even though we maintain a regular grid structure. This is in contrast to the fixed uniform grids
of [Stam 1999; Foster and Fedkiw 2001; Enright et al. 2002], the dynamic uniform grids of Shah et al.
[2004] and Rasmussen et al. [2004], in which the cost scales with the bounding volume of the simulation
grid, and the scalable, but nonregular grid fluid simulation method of Losasso et al. [2004]. Additionally,
our RLE-based fluid simulator, because of the H-RLE level set’s “out-of-box” nature, does not limit the
domain of the fluid in terms of bounding volume or location. As best as we can determine, the scalable
octree level set method described in Losasso et al. [2004] is still limited by the bounds of the root
octree node. And, even though the methods of Shah et al. [2004] and Rasmussen et al. [2004] do permit
something similar to our “out-of-box” feature via the ability to translate and resize the simulation
domain, both of them still suffer from the fundamental volume limitations of a bounding uniform grid.
Using our method, a moving, resizing, and unbounded grid is an inherent element of the data structure,
and requires no additional code.
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Our method involves the following:
—Fluid surface. We employ the RLE level set to represent the deformable fluid surface. Computational
and memory requirements of this representation scale with the area of the fluid surface. In some
situations, we have further augmented the level set of the fluid surface with auxiliary fields storing
for example texture coordinates or RGB color values. The fluid surface is rendered using direct ray
tracing, or if polygon representations of the fluid level set are required by third-party renderers or
other tools, we use the adaptive polygonization method of de Araujo and Jorg [2004].
—Fluid volume. The properties of the fluid volume, such as those of the standard MAC grid, are also
stored in a sparse RLE representation. Centered, per-voxel quantities such as fluid pressure, external
forces, or RGB color values all share a single RLE grid that is defined across both the narrowband
of the fluid surface and the interior volume of the fluid. The RLE MAC grid, used to store the fluid
velocities, is constructed from three appropriately offset RLE scalar fields, one field for each of the
three orthogonal velocity components. Like the RLE grid for fluid pressure, the RLE scalar fields of
the MAC grid are defined throughout the fluid volume in addition to being defined in the surface
narrowband region. The computational complexity and memory usage of the fluid simulation based
on these RLE representations are proportional to the volume of the fluid.
—Occlusions. For occlusions, we use an augmented level set representation that captures the occlusion
surface as well as the instantaneous surface velocities in an auxiliary RLE velocity field. The occlusions are integrated into the fluid simulation using the constrained velocity extrapolation approach introduced in Houston et al. [2003] and further developed in Rasmussen et al. [2004]. In addition, the use
of “unenclosed” level sets allowed us in many cases to store only the regions of occlusions in close proximity to the fluid, reducing the memory overhead and processing time required by large occlusions.
—Linear systems. Two steps of the stable fluids algorithm of Stam [1999] require the solution of large
sparse systems of linear equations: The viscosity diffusion step and the pressure projection step.
Our approach is premised on the three following attributes of the linear system in our context:
First, as a result of our uniform 3D simulation grid, the coefficient matrix A is both symmetric
and heptadiagonal (i.e., it contains just six nonzero off-center diagonals.) Second, directly mapping
from our uniform simulation grid to the system of linear equations results in a large nullspace—the
pressure in voxels outside of the fluid domain are irrelevant to our free surface fluid calculations.
Third, unless calculating the variable viscosity solution as discussed in Carlson [2004], the coefficients
in the six nonzero off-center diagonals are restricted to two values, either 0 or −1. Because of the
symmetric, heptadiagonal nature of the matrix, we need only store the central and three upper (or
lower) diagonals. Fourth, in simulations that do not require complex occlusion or surface boundaries,
the central diagonal elements are restricted to the integral range of 0 to 6 and is the negative sum of
the row’s diagonal elements. This results in reducing the required matrix storage to O(n) from O(n2 ),
where n is the total volume of the fluid domain bounding box. Our matrices and vectors also exclude
the nonfluid volume null-space elements via undefined runs using the RLE scheme. This reduces the
storage further to O(v), where v is proportional to the fluid volume, from O(n). Additionally, since
the null space is a property of the linear system as a whole, in our system, all vectors and matrices
in a time step share the same RLE run data structure (i.e., the H-RLE grid.) When not computing
a variable viscosity solution, we dispense with the full storage of the three noncentral diagonals.
Instead, we use a single byte per defined (i.e., non-null-space) central diagonal element whose first
6 bits indicate whether the corresponding noncentral diagonal element is 0 or −1. In the situation
where neither complex occlusion or surface boundaries are required, the integer central and offcenter diagonal elements can be compressed into runs. While this optimization precludes sharing the
common H-RLE grid with the matrix diagonals, the storage of the matrix by itself is reduced to O(v1/2 )
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Fig. 11. Two fluid simulations using RLE level sets to achieve a large simulation bounding volume without incurring a similarly
large memory burden. Left: The bounding volume is 136 × 136 × 320 (6 million voxels) while the memory usage is only 20 MB,
77% less than the 90 MB of memory required by a corresponding dense field fluid simulation. Right: The bounding volume is
444 × 178 × 102 (8 million voxels) while memory usage is only 30 MB, 75% less than the 130 MB of memory required by a
corresponding dense field fluid simulation. See Section 6.6 for details.

Fig. 12. Four frames of an animation featuring a fully sparse RLE-based elastic fluid interacting with an augmented RLE level
set-based occlusion. The simulation of fluid with elastic or viscoelastic properties necessitated development of an RLE-based
tensor field to compliment our RLE-based MAC grid. See Section 6.6 for full explanation.

in most cases. Last, whether or not the last two conditional optimizations are implemented, all vector
and vector-matrix operations employed by the standard conjugate gradient algorithm (see Shewchuk
[1994]) require only O(v) computation since all operations can be computed via a single-pass linear
traversal through the defined regions of the involved RLE-vector and/or RLE-matrix data structures.
This RLE-matrix and RLE-vector approach is roughly equivalent to that of Carlson [2004] in terms
of efficiency and storage. It should also be noted that since the memory improvements discussed above
require the use of multiple classes of nondefined runs they cannot readily be implemented with the
DT-Grid structure.
It should be mentioned that, while we are considering implementing an octree fluid velocity grid
similar to Losasso et al. [2004] to pair with our RLE fluid surface level set representation, our current
regular RLE fluid velocity grid has the advantage of allowing trivial solution of the parabolic PDE
viscosity equation which has proved problematic (according to Losasso et al. [2004]) on octree velocity
grids such that octree fluids are limited to inviscid fluids.
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Table I. Results for Smoothing Away the Stanford Bunny (Using Mean Curvature
Flow) on a Grid of Size 256 × 256 × 256 (The octree stores only a uniformly refined
narrowband. Peng-I refers to the full rebuild method described in Peng et al. [1999],
and Peng-II refers to the recent sparse rebuild optimization of Breen et al. [2004].
The Sparse RLE LS is the Sparse Run Length Encoded Level Set of Houston et al.
[2004] and DT-Grid is the Dynamic Tubular Grid of Nielsen and Museth [2006].
The benchmarks were performed on a 2.4-GHz AMD Athlon 4000+).
Min mem (MB)
Max mem (MB)
Avg. time/iteration (s)

H-RLE
0.00
4.20
0.727

Sparse RLE LS
0.00
4.39
1.050

DT-Grid
0.00
4.00
0.600

Octree
0.00
8.60
1.47

Peng-I
80.0
85.1
3.22

Peng-II
80.0
85.1
1.41

Table II. A Comparison of the Memory Required by Various Level Set Representations to
Represent the Larger Models of the Stanford 3D Scanning Repository (A narrowbandwidth
of 6 voxels was used. The octree stores only a uniformly refined narrowband. Peng refers to
the method described in Peng et al. [1999].)
Model
Thai Statue
Lucy
Buddha
Asian Dragon

Bounding Box
1800 × 3023 × 1556
3000 × 1726 × 5144
1800 × 4367 × 1802
5000 × 2781 × 3329

H-RLE
402 MB
738 MB
816 MB
750 MB

Sparse RLE LS
436 MB
769 MB
847 MB
843 MB

DT-Grid
378 MB
700 MB
765 MB
700 MB

Octree
836 MB
1.60 GB
1.63 GB
1.48 GB

Peng
41.0 GB
128 GB
68.0 GB
222 GB

On one frame of the 136 × 136 × 320 scene, shown on the right in Figure 11, the level set and velocity
field consumed roughly 20 MB, whereas a comparable dense grid simulation would require 90 MB. The
bounding resolution of the fluid simulation depicted in Figure 10(b) was 448 × 178 × 102. The storage
required for the fluid level set and the MAC grid velocity field was only 30 MB, a savings of 75% over
the 100-MB storage required by a comparable dense grid simulation. As Figure 12 demonstrates, it is
not a difficult matter to further extend our RLE-based representations to tensor fields, thus allowing
for the simulation of elastic or viscoelastic fluids (for more information on viscoelastic fluid simulation
see Goktekin et al. [2004]).
7.

BENCHMARK RESULTS

Below we compare the performance of the H-RLE data structure to other existing state-of-the art level
set representations with respect to time and memory usage. The performances of the H-RLE and the
DT-Grid are comparable, although the H-RLE sacrifices a bit of the efficiency due to the high level of
flexibility of the data structure.
7.1

Memory and Time Usage for Level Set Propagation

Table I lists the time usage and the minimum and maximum memory consumption for smoothing away
the Stanford bunny (using mean curvature flow) on a 256 × 256 × 256 grid using several different
level set representations. The relevance of this benchmark test is justified by for example, the use of
smoothing in blending of geometric models (as demonstrated in Museth et al. [2002].) As can be seen
from this test, the performance of the H-RLE level set is comparable to the performance of the DT-Grid.
Due to the unique and extreme flexibility of the H-RLE, a bit of the efficiency is sacrificed, but it still
uses considerably less memory and time than the other state-of-the-art representations. Even though
the H-RLE level set operations are more complex, the good results are attributable to the cache coherent
memory layout of the data structure and the ability of the associated algorithms to exploit this.
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Fig. 13. Right: The Tar Monster from Scooby Doo 2 immediately after completing a RLE level set shape metamorphosis (see
Section 6.4) from a large claw object. Left: The Tar Monster holding the actress Sarah Michelle Gellar captive while speaking and
gesturing—making use of both the robust mesh to level set converter (see Section 6.2) and a surface deformation algorithm (see
c
Wiebe and Houston [2004]) to ensure his facial features are properly resolved. Scooby Doo 2 production images 2004
Warner
Brothers. Images provided by Frantic Films.

Fig. 14. A production still from the movie Cursed containing a prominent trail of wispy smoke. Augmented RLE level sets were
employed to accurately integrate the contours and motions of the actors into the smoke simulation. See Batty and Houston [2005]
c
for more details. Cursed production image 2005
Dimension Films. Image provided by Frantic Films.

7.2

Memory Usage for High-Resolution Models

We have scan-converted several of the high-detail models from the Stanford 3D Scanning Repository.
In Table II, we compare the memory required by various level set data structures to represent these
models. Again, the memory usage of the H-RLE is comparable to that of the DT-Grid. The deviations
are between 5 and 7% which, given the flexibility that comes with the H-RLE, is a reasonable price to
pay. As also mentioned earlier, when storing unenclosed level sets, the performance of the H-RLE will
be better than the DT-Grid, which is forced to close the level set by introducing articifical boundaries
(see Figure 9). Clearly, the H-RLE level set is more memory efficient than the other state-of-the-art
representations. It should be noted that an adaptive distance field of Frisken et al. [2000] probably would
be more memory efficient than the representations listed here in some cases. However, as mentioned
earlier, current octree-based level set implementations refine uniformly near the interface.
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CONCLUSIONS AND FUTURE WORK

Due to their ability to describe arbitrary topological changes, level sets have gained increasing popularity not only in academia but also in real-life production settings. As a result, existing level set
technology is constantly pushed to its limits as the demand for larger and more detailed simulations
becomes ubiquitous. At the same time, a high level of flexibility is required of a level set data structure
in order to be useful in a wide range of computer graphics applications. In this article, we addressed
these issues by presenting the hierarchical run-length encoded (H-RLE) level set that combines ideas
from two recently proposed level set representations, the RLE sparse level set and the DT-Grid. The
H-RLE is a novel and very versatile data structure and toolbox of algorithms that enable very highresolution level set deformations with a near optimal memory footprint. To the best of our knowledge,
no other existing level set data structure has all of these features. Also, the performance of the method
presented proved comparable to the performance of the DT-Grid and more time-efficient than other
existing state-of-the-art approaches, due to its cache optimized memory layout and algorithms. The
H-RLE level set and the H-RLE grid, due in large part to their versatile underlying RLE encoding
scheme, are easily tailored to many applications in computer graphics, as we demonstrated: fluid simulation, collision detection, level set surface editing, morphing, and geometric modeling. We also focused
on developing a level set pipeline in computer graphics by proposing the augmented level set unified
implicit object representation, a fast and robust mesh to level set converter and an efficient method for
direct ray tracing. This allowed us to scan-convert, deform, and render several very detailed models
represented as level sets with effective voxel counts on the order of billions.
The move from theory to practice has been swift. Already, RLE level sets have played key roles in two
Hollywood productions: in the creation of the CG Tar Monster effect, described in Wiebe and Houston
[2004], for Warner Brothers’ 2004 release of Scooby Doo 2 (see Figure 13), and in the wispy smoke
simulation technology, described in Batty and Houston [2005], developed for Dimension Films’ 2005
release of Cursed (see Figure 14).
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The Main Point

2

LS Segmentation Framework

• Level set methods are not sufficient by themselves
for segmentation
• For successful segmentations
– They should be accompanied by powerful initialization
techniques
– Combined in a flexible framework

•
•
•
•

Extract closed, smooth models from volumes
Rough estimate + Fine tuning (sub-voxel)
Initialization + Level Set Deformation
Initial conditions + Evolve Level Set PDE

• General approach
– Fit to (noisy, incomplete) data
– Apply smoothing
– Find the right balance between the two
7/29/06

3

Computational Initialization

7/29/06
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Interactive Initialization

• Gaussian low-pass filter

• Interactively fit primitives to input data
• Scan convert CSG model into initial volume

– Blurs data and removes noise

• Voxel classification
– Low and high thresholding

• Topological/logical operations
– Flood fill (image & gradient magnitude values)

• Morphological filtering
– Opening and closing
7/29/06

Marching Cubes
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Scan Conversion

LS Deformation
6

1

Level Set Deformation (1)

Level Set Deformation (2)

• Define components of velocity term F( )

• Greyscale features

• Smooth surface based on mean curvature H
%
r r
r r
"$ ( "$
F (X )= H N (X ) = ' " #
*
"$ ) "$
&

– Smooths regions of high curvature

• Smooth distance r r

– Pulls level set from a distance toward edges in data
7
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Results - MRI Head

• Initialization
–
–
–
–

!

!
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Results - MRI Head

• Goal - single, smooth outer surface

7/29/06

r

r
"# %' I( X ) $ k (
r *
F( X) =
g
| "# | & | "I( X ) | )

r

• Given distance rtorCanny edges
D" (X ) , define
r
velocity term F (X )= "D# (X )
7/29/06

r r

– Gradient of gradient magnitude F ( X ) = ±" | "I( X ) |
– With smoothing, can move level set to edges
with subvoxel accuracy
r
r
• Distance to isosurface ~ (I( X ) " k)/ | #I( X ) |
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Gaussian blur
Threshold
Flood fill
Closing

7/29/06
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!

Results - MRI Head

Results - MRI Mouse Liver
• Goal - extract structures from an MRI scan
of a mouse embryo
• Liver especially difficult
– surrounded by brighter and darker regions

• Gaussian blur, threshold, flood fill, opening
followed by closing
• Move to Canny edges
• Fit to gradient magnitude
Liver
7/29/06

Fit to isosurface with smoothing
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2

Results - MRI Mouse Liver

Results - MRI Mouse Liver

Liver

Initialization
7/29/06
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edge fitting

gradient mag

7/29/06

Mouse Embryo Segmentation

14

Results - ET Dendrite
• Goal - extract spiny dendrite structure from
an electron tomogram

Ventricles

Eye
Liver

7/29/06
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Results - ET Dendrite
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Results - ET Dendrite

• Initialization
–
–
–
–
–

Gaussian blur
Threshold
Flood fill
Opening followed by closing
Move to Canny edges

• Fit to gradient magnitude with smoothing
Initialization
7/29/06
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LS Deformation
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3

Results - ET Dendrite
•

Results - MRI Frog Embryo
• Interactive
initialization
• Gradient magnitude
• Smoothing

LS

Manual
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LS Framework Summary
• Level set methods can be used to successfully
segment noisy volume datasets
• Level set methods (iso-surface deformation) are
not sufficient by themselves
• For successful segmentations

Level Set Segmentation
of Diffusion Tensor MRI
Brain Data

– They should be accompanied by powerful
initialization techniques
– Combined in a flexible framework

7/29/06
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Goal

22

MRI

• Extract 3D structures from diffusion tensor
MRI volume datasets
• Regions with similar diffusion properties
• Visualization
• Modeling and analysis

• T1,T2, spin density
• Intensity image
• Voxel - scalars

0.1234

– Surface area
– Curvature
– Volume
7/29/06
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4

Diffusion Tensor MRI

Diffusion Tensor MRI

• Voxel - rank 2 tensor

• “raw data”
• 3 × 3 matrix

0.359 0.023 0.076
0.023 0.432 0.354
0.076 0.354 0.251

0.359 0.023 0.076
0.023 0.432 0.354
0.076 0.354 0.251
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Diffusion Tensor

How to Visualize?

• Diffusion equation

• Direct volume rendering (Kindlmann)
• Streamlines based on diffusion properties
(Zhukov)
• Probability ellipsoids (Laidlaw)
• Calculate scalar diffusion invariants

"C
= # $ (D#C)
"t
• Isotropic/anisotropic
!

" Dxx
$
D = $ Dyx
$D
# zx

Dxy
Dyy
Dzy

Dxz %
'
Dyz '
Dzz '&

– Create “invariant” volumes
– Visualize and segment invariants

• D dependent on orientation

!
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Invariants

Eigenvalues/vectors

DT MRI

Diffusivity

• Eigenvalues/eigenvectors basis

e3

(D " #I)e = 0

Anisotropy

• Eigenvalue computations

!

e1

e2

• Eigenvalue/eigenvector diagonalization, LAPACK
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5

Spinal Cord Diffusion Tensor
Imaging: Laidlaw et al.

Diffusion ellipsoids

e3
Isotropic

e1

e2

Anisotropic
7/29/06
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Traditional measures

32

Difficulties

• Mean diffusivity:

• Computationally expensive
– Solve cubic equation
– Solve linear system

• Fractional anisotropy:

• Sensitive to noise
– May change order of eigenvalues/vectors

Basser 96, Westin 97
7/29/06

33

7/29/06

Invariants

34

New Invariants
• Instead of using eigenvalues, use
coefficients of characteristic eq. (I1,I2, I3)
• Less computation
• Rotationally invariant
• Combinations of coefficients are invariant
• Less sensitive to noise
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6

In eigen-frame-of-reference
•
•
•
•

New Invariants

I1 = λ 1 + λ 2 + λ 3
I2 = λ1λ2 + λ1λ3 + λ2λ3
I3 = λ1λ2λ3
Proportional to

• Diffusivity:


– sum of radii
– surface area
– volume

• Anisotropy:


of “diffusion” ellipsoid
7/29/06
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New Invariants

trace (T) =

trace (

)

Invariants – 2D slice

=
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Isosurface
Mean diffusivity D i
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40

Isosurface

Anisotropy D a

41
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Level Set Segmentation

Isosurface

Initialization

Isotropic

LS Deformation
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Isotropic

7/29/06

Anisotropic
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Same Dataset Different Models

Corpus Callosum
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8

Different Dataset
Same Parameters

Exploded View

Isosurface
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Abstract
This paper presents a framework for extracting surface models from
a broad variety of volumetric datasets. These datasets are produced
from standard 3D imaging devices, and are all noisy samplings of
complex biological structures with boundaries that have low and
often varying contrasts. The level set segmentation method, which
is well documented in the literature, creates a new volume from
the input data by solving an initial-value partial differential equation (PDE) with user-defined feature-extracting terms. Given the
local/global nature of these terms, proper initialization of the level
set algorithm is extremely important. Thus, level set deformations alone are not sufficient, they must be combined with powerful
initialization techniques in order to produce successful segmentations. Our level set segmentation approach consists of defining a
set of suitable pre-processing techniques for initialization and selecting/tuning different feature-extracting terms in the level set algorithm. This collection of techniques forms a toolkit that can be
applied, under the guidance of a user, to segment a variety of volumetric data. Users can combine these methods in different ways
and thereby access a wide range of functionalities, several of which
are described in this paper and demonstrated on noisy volume data.

1

Introduction

As visualization tasks grow in size and complexity, the problem of
presenting data effectively is accompanied by another, potentially
more difficult problem—how to extract presentable data from the
flood of raw information produced by large simulations and high
resolution instruments. Thus, the field of data visualization is intimately tied to more traditional studies of data analysis such as
signal and image processing, pattern recognition, artificial intelligence, and computer vision. However, in contrast to more conventional areas of data analysis, the field of visualization explicitly includes the user in the process of filtering, extracting, and rendering
meaningful data.
This paper deals with a specific visualization problem—that is,
how to build meaningful 3D models of complex structures from
noisy datasets generated from 3D imaging devices. In certain circumstances such data can be visualized directly [1, 2, 3, 4]. While
direct techniques can provide useful insights into volume data,
they are insufficient for many problems. For instance, direct volume rendering techniques typically do not remove occluding structures, i.e., they do not allow one to “peel back” the various layers
of the data to expose the inner structures that might be of interest. They also do not generate the models needed for quantitative
study/analysis of the visualized structures. Furthermore, direct visualization techniques typically do not perform well when applied
directly to noisy data, unless one filters the data first. Techniques
for filtering noisy data are abundant in the literature, but there is
a fundamental limitation—filtering that reduces noise tends to distort the shapes of the objects in the data. The challenge is to find
methods which present the best tradeoff between fidelity and noise.
Level set segmentation relies on a surface-fitting strategy, which
is effective for dealing with both small-scale noise and smoother

intensity fluctuations in volume data. The level set segmentation
method, which is well documented in the literature [5, 6, 7, 8],
creates a new volume from the input data by solving an initialvalue partial differential equation (PDE) with user-defined featureextracting terms. Given the local/global nature of these terms,
proper initialization of the level set algorithm is extremely important. Thus, level set deformations alone are not sufficient, they
must be combined with powerful initialization techniques in order to produce successful segmentations. Our level set segmentation approach consists of defining a set of suitable pre-processing
techniques for initialization and selecting/tuning different featureextracting terms in the level set algorithm. We demonstrate that
combining several pre-processing steps with level set deformations
produces a powerful toolkit that can be applied, under the guidance
of a user, to segment a wide variety of volumetric data.
There are more sophisticated strategies for isolating meaningful
3D structures in volume data. Indeed, the so called segmentation
problem constitutes a significant fraction of the literature in image
processing, computer vision, and medical image analysis. For instance, statistical approaches [9, 10, 11, 12] typically attempt to
identify tissue types, voxel by voxel, using a collection of measurements at each voxel. Such strategies are best suited to problems
where the data is inherently multi-valued or where there is sufficient
prior knowledge [13] about the shape or intensity characteristics of
the relevant anatomy. Alternatively, anatomical structures can be
isolated by grouping voxels based on local image properties. Traditionally, image processing has relied on collections of edges, i.e.
high-contrast boundaries, to distinguish regions of different types
[14, 15, 16]. Furthermore deformable models, incorporating different degrees of domain-specific knowledge, can be fitted to the 3D
input data [17, 18]. The work of this paper demonstrates a mathematical and computational framework which effectively combines
or unifies classification, filtering, and surface-fitting approaches to
modeling and visualizing 3D data.

2

Example Datasets

Our work is largely motivated by the desire to produce a semiautomatic segmentation approach which can partly or fully replace
the tedious and extremely time-consuming process of manual data
segmentation – a solution which to our initial surprise is widely
used by colleagues in biology and medicine. Thus, to scientists
working in these fields even an approximate scheme which can
segment out approximately 90% of the model is immensely useful because it reduces the manual labor needed to produce a final
result. We stress that there exists no fully automatic solution to
the segmentation problem typically encounter in 3D imaging. For
example, Figure 1(a) shows one of 270 slices of an electron tomography (ET) volume of a spiny dendrite provided by the National
Center for Microscopy and Imaging Research, at UC San Diego.
The complex structure of the dendrite and the noisy nature of the
data make the rendering of such volume data difficult. Figure 1(b)
shows the results of attempting to isolate the relevant structures in
this dataset by extracting isosurfaces at greyscale value of 129. For
this example we have blurred the data with a small Gaussian ker-

(a)

(a)

(b)

Figure 1: a) One slice of a 154  586  270 ET scan of a spiny dendrite shows low contrast and high noise content in a relatively complex data set. b) An isosurface rendering, with prefiltering, shows
how noise and inhomogenieties in density interfere with visualizing
the 3D structure of the dendrite.

(a)

(b)

Figure 3: a) One slice of a 130  128  128 magnetic resonance
(MR) volume of a human head shows high-contrast, relatively
noise-free data with numerous internal structures. b) An isosurface
rendering, with a small wedge removed for visualization, shows
aliasing and internal structures that are not appropriate for the application.

(b)

Figure 2: a) One slice of a 130  128  128 magnetic resonance
(MR) volume of a human head shows high-contrast, relatively
noise-free data with numerous internal structures. b) An isosurface
rendering, with a small wedge removed for visualization, shows
aliasing and internal structures that are not appropriate for the application.
nel (σ = 1:0) to try to improve the appearance of the isosurfaces.
Despite the smoothing the isosurfaces are quite noisy, and contain
many small, disconnected pieces that are not indicative of the structure of the dendrite. Furthermore, fluctuations in the tissue density
both within and outside of the dendrite create a large number of distortions which prevent the isosurface from accurately representing
the underlying shape of that structure.
Note that the image shonw in Figure 1(b) is produced in two
stages: First, we compute the isosurface with the Marching Cubes
algorithm [19] for a given isovalue. Next, the polygonal mesh
is displayed using conventional graphics hardware. Alternatively
we could visualize structures within the volume data using a onestage direct method such as volume-rendering (e.g. ray casting with
transfer functions or maximum intensity projection). Our choice of
Marching Cubes for rendering isosurfaces of this and other datasets
in this paper is not essential to the proposed method. The problems
of noise and aliasing, present in the examples in this paper, would
exist even if we used a direct volume rendering technique.
A second example, shown in Figure 2(a), is a magnetic resonance (MR) scan of a human head. Here the problem is not so
much the quality of the data—isosurfaces can be used to visual-

(a)

(b)

Figure 4: a) One slice of a 44  45  43 MR scan of a frog embryo.
b) A Marching Cubes isosurface from the frog embryo volume. Isovalue = 60.

(a)

(b)

Figure 5: a) Level set models represent curves and surfaces implicitly using greyscale images. For example an ellipse is represented
as the level set of an image shown here. b) To change the shape of
the ellipse we modify the greyscale values of the image by solving
a certain PDE.

ize the skin or skull. In this case the particular application [20]
requires a relatively smooth, simple, closed surface, and will not
tolerate significant aliasing. The application also requires that the
fairly complicated structure of the inner head (usually unseen) be
removed. Figure 2(b) shows a isosurface rendering, at a greyscale
value of 30, which demonstrates the aliasing in the data. A small
wedge has been removed to show the complex internal structures in
this volume.
The third example, shown in Figure 3(a), is a 256  128  128
MR scan of a 12-day-old mouse embryo. Colleagues in the Caltech
Biological Imaging Center (BIC) are using such images to develop
a detailed atlas for the gestational development of these organisms.
For this paper we will consider the specific task of isolating the
liver, which is the dark, kidney-shaped area on the right. The liver,
however, is not a single grey-scale value, and it is bordered by both
more dense and less dense regions. Furthermore, the data contains
noise. Therefore, the liver is not easily isolated by simple greyscale
classification or isovalue schemes. Figure 3(b) shows an isosurface
rendering which accommodates high and low thresholds associated
with the liver, i.e., the zero crossings of I 0 = min(I tlo ; thi I ),
where I is the input volume, and thi=lo are the thresholds. The
model constructed from the isosurface shows significant artifacts
from noise and low-frequency fluctuations in the tissue. It also
shows artifacts from the greyscale classification, which captures a
large number of voxels in the transition between the skin and the
surrounding regions. Smoothing further aggravates this problem.
The final example, shown in Figure 4(a), is a 44  45  43 in vivo
MR scan of a frog embryo. This is one slice from one scan of a
sequence of 22 volumes taken over a 24-hour period. Colleagues at
the Caltech BIC are acquiring time-lapsed MR volume sequences in
order to generate the first 3D staging sequence of a developing frog
embryo. They require models of the dynamic structures that appear,
move, change shape, merge and/or disappear over time within the
embryo, as well as the outside shell. The individual structures do
not necessarily have distinct signals in the MR scans, thus making
it difficult to computationally isolate them. Figure 4(b) presents a
polygonal isosurface (isovalue = 60) generated with the Marching
Cubes algorithm [19]. At this isovalue two internal structures are
produced, as well as a significant part of the outer shell.

3

Level Set Surface Models

When considering deformable models for segmenting 3D volume
data, one is faced with a choice from a variety of surface representations, including triangle meshes [20, 21], superquadrics
[22, 23, 24], and many others [18, 25, 26, 27, 28, 29, 30]. Another
option is an implicit level set model, i.e., specifying the surface as a
level set of a scalar volumetric function, φ : U 7! IR, where U  IR3
is the range of the surface model. Thus, a surface S is
S = fsjφ (s) = kg ;

(1)

and the choice of the isovalue, k, is arbitrary. In other words, S is
the set of points s in IR3 that composes the k isosurface of φ . The
embedding φ can be specified as a regular sampling on a rectilinear
grid.
Our overall scheme for segmentation is largely based on the
ideas of Osher and Sethian [31] that model propagating surfaces
with (time-varying) curvature-dependent speeds. The surfaces are
viewed as a specific level set of a higher-dimensional function φ –
hence the name level set methods. These methods provide the mathematical and numerical mechanisms for computing surface deformations as isovalues of φ by solving a partial differential equation
on the 3D grid. That is, the level set formulation provides a set of
numerical methods that describes how to manipulate the greyscale
values in a volume, so that the isosurfaces of φ move in a prescribed

manner (shown in Figure 5). This paper does not present a comprehensive review of level set methods, but merely introduces the basic
concepts and the notation used in successive sections. See [7] for
more details.
There are two different approaches to defining deformable surface from a level set of a volumetric function as described in Equation 1. Either one can think of φ (s) as a static function and change
the isovalue k(t ) or alternatively fix k and let the volumetric function dynamically change in time, i.e. φ (s; t ). Thus, we can mathematically express the static and dynamic model respectively as

φ (s) = k(t )
φ (s; t ) = k:

(2a)
(2b)

To transform these definitions into partial differential equations
which can easily be solved by standard numerical techniques, we
differentiate both sides of Equation 2 with respect to time t, and
apply the chain rule:
ds dk(t )
=
dt
dt
∂ φ (s; t )
ds
+ ∇φ (s; t ) 
∂t
dt

∇φ (s)

(3a)
=0

(3b)

The static Equation 3a is often referred to as the “Eikonal” equation and defines a boundary value problem for the time-independent
volumetric function φ . This static level set approach has been
solved [32, 33] using a “Fast Marching Method”. However, it has
some inherent limitations following the simple definition in Equation 2a. Because φ is a function (i.e. single-valued), isosurfaces
cannot self intersect over time, i.e. shapes defined in the static
model are strictly expanding or contracting over time. The dynamic
level set approach of Equation 3b is much more flexible and shall
serve as the basis of the segmentation scheme in this paper. Equation 3b is sometimes referred to as a “Hamilton-Jacobi-type” equation and defines an initial-value problem for the time-dependent φ .
Throughout the remainder of this paper we shall for simplicity refer
to this dynamical approach as the level set method – and completely
ignore the static alternative.
Thus, to summarize the essence of the (dynamic) level set approach; let ds=dt be the movement of a point on a surface as it
deforms, such that it can be expressed in terms of the position of
s 2 U and the geometry of the surface at that point, which is, in
turn, a differential expression of the implicit function, φ . This gives
a partial differential equation on φ : s  s(t )

∂φ
∂t

=

∇φ 

ds
dt



∇φ  F (s; Dφ ; D2 φ ; : : :);

(4)

where F is a user-defined “speed” term which depends on a set of
order-n derivatives of φ , Dn φ , evaluated at s, as well as other functions of s. Because this relationship applies to every level set of φ ,
i.e. all values of k, this equation can be applied to all of U, and
therefore the movements of all the level set surfaces embedded in
φ can be calculated from Equation 4. Such level set methods are
well documented in the literature for applications such as computational physics [34], image processing [35, 36], computer vision
[6, 37], medical image analysis [6, 38], shape morphing[39], and
3D reconstruction [40].
The level set representation has a number of practical and theoretical advantages over conventional surface models, especially in
the context of deformation and segmentation. First, level set models
are topologically flexible, they easily represent complicated surface
shapes that can, form holes, split to form multiple objects, or merge
with other objects to form a single structure. These models can incorporate many (millions) of degrees of freedom, and therefore they
can accommodate complex shapes such as the dendrite in Figure 1.

Level Set
Surface
Models

Voxel-based
Methods

Input Volume

•Linear filtering
•Voxel classification
•Topology
• Math. Morphology
• Interactive

•Curvature
•Discrete edges
•Greyscale features
•Isosurface

Initialization

Fitted Surface

Figure 6: Level set segmentation stages – initialization and surface
deformation.
Indeed, the shapes formed by the level sets of φ are restricted only
by the resolution of the sampling. Thus, there is no need to reparameterize the model as it undergoes significant changes in shape.
Level set methods have been shown to be effective in extracting
surface structures from biological and medical data. For instance
Malladi et al. [6] propose a method in which the level sets form an
expanding or contracting contour which tends to “cling” to interesting features in 2D angiograms. At the same time the contour is
also influenced by its own curvature, and therefore remains smooth.
Whitaker has shown [38, 41, 42] that level sets can be used to simulate conventional deformable surface models, and demonstrated this
by extracting skin and tumors from thick-sliced (e.g. clinical) MR
data, and by reconstructing a fetal face from 3D ultrasound. A variety of authors [36, 43, 44] have presented variations on the method
with results for 2D and 3D data. Sethian [7] gives several examples
of level set curves and surface for segmenting CT and MR data.
The purpose of this paper is to present a collection of initialization and level set mechanisms which form a “toolbox” for volume
dataset segmentation. We also show how these methods can be
combined to solve the problems presented in Figures 1–4. These
tools provide a set of techniques that are not as direct as simple
thresholding or volume rendering but are more powerful than the
“hand-contouring” that is currently the state-of-the-art in many applications, such as the dendrite example in Figure 1.

4

Segmentation Stages

Our level set segmentation process has two major stages, initialization and level set surface deformation, as seen in Figure 6. Each
stage is equally important for generating a correct segmentation.
Within our framework a variety of operations are available in each
stage. A user must “mix-and-match” these operations in order to
produce the desired result.

4.1

Initialization

Because the deformable models move using gradient descent, they
seek local solutions, and therefore the results are strongly dependent on the initialization, i.e., the starting position of the surface.
Thus, one controls the nature of the solution by specifying an initial model from which the surface deformation process proceeds.
We have implemented both computational (i.e. “semi-automated”)
and manual/interactive initialization schemes; each offers distinct
advantages in different situations.
4.1.1 Computational Initialization
Because the level set modeling technology is based on the isosurfaces of volumes, we can, for many different types of problems,
computationally construct reasonable initial estimates directly from
the input data. We do this by combining a variety of techniques.
Linear filtering: We can filter the input data with a low-pass
filter (e.g. Gaussian kernel) to blur the data and thereby reduce

(a)

(b)

(c)

Figure 7: a) [color] Interactively positioning a CSG model relative
to a Marching Cubes mesh. b) Isosurface of a binary scan conversion of the initialization CSG model. c) Final internal embryo
structures.
noise. This tends to distort shapes, but the initialization need
only be approximate.
Voxel classification: We can classify pixels based on the filtered
values of the input data. For greyscale images, such as those
used in this paper, the classification is equivalent to high and
low thresholding operations. These operations are usually accurate to only voxel resolution (see [12] for alternatives), but
the deformation process will achieve sub-voxel results.
Topological/logical operations: This is the set of basic voxel
operations that takes into account position and connectivity.
It includes unions or intersections of voxel sets to create better initializations. These logical operations can also incorporate user-defined primitives. Topological operations consist
of connected-component analyses (e.g. flood fill) to remove
small pieces or holes from objects.
Morphological filtering: This includes binary and greyscale
morphological operators on the initial voxel set. For the results in the paper we implement openings and closings using
morphological propagators [45, 46] implemented with level
set surface models. This involves defining offset surfaces of φ
by expanding/contracting a surface according to the following
PDE,

∂φ
∂t

=

j∇φ j

;

(5)

up to a certain time t. The value of t controls the offset distance from the original surface of φ (t = 0). A dilation of size
α , Dα , corresponds to the solution of Equation 5 at t = α using the positive sign, and likewise erosion, Eα , uses the negative sign. One can now define a morphological opening operator Oα by first applying an erosion followed by a dilation
of φ , i.e. Oα φ = Dα Æ Eα φ , which removes small pieces or
thin appendages. A closing is defined as Cα φ = Eα Æ Dα φ ,
and closes small gaps or holes within objects. Both operations have the qualitative effect of low-pass filtering the isosurfaces in φ —an opening by removing material and a closing
by adding material. Both operations tend to distort the shapes
of the surfaces on which they operate, which is acceptable for
the initialization because it will be followed by a surface deformation.

4.1.2 Interactive Initialization
Computational initialization may not always produce a reasonable
starting model that deforms into an acceptable final result. Such is
the case with the frog-embryo data shown in Figure 4. For volumes
that do not allow one to automatically generate an initial model, it

is desirable and easier for the user to interactively specify the initial
model which is then deformed to fit to the input data. The interactive initialization process has four steps and is presented in Figures
4(b), and 7(a-c). First, the user generates a Marching Cubes mesh
from the input volume. This gives some indication of the structures
present in the data (Figure 4(b)). The user then creates a Constructive Solid Geometry (CSG) model which defines the shape of the
initial surface. The CSG model in blue is interactively positioned
relative to the Marching Cubes mesh (Figure 7(a)). The CSG model
is scan-converted into a binary volume, with voxels simply marked
as inside (1) or outside (0), using standard CSG evaluation techniques [47] within our modeling system [48]. An isosurface of the
initialization volume dataset generated from the torus and sphere in
Figure 7(a) is presented in Figure 7(b), isovalue = 0.5. This volume
dataset is then used as the starting model for the level set deformation stage, which produces the final result seen in Figure 7(c).

4.2

the set of edges, and DE (x) is the distance transform to those
edges, then the movement of the surface model is given by
F (x) = ∇DE (x):

Greyscale features—gradient magnitude: Surface models can
also be attracted to certain greyscale features in the input
data. For instance, the gradient magnitude indicates areas of
high contrast in volumes. By following the gradient of such
greyscale features, surface models are drawn to minimum or
maximum values of that feature. Typically greyscale features,
such as the gradient magnitude are computed with a scale operator, e.g., a derivative-of-Gaussian kernel. If models are
properly initialized, they can move according to the gradient of the gradient magnitude and settle onto the edges of an
object at a resolution that is finer than the original volume.
If G(x) is some greyscale feature, for instance G(x) = j∇I (x)j,
where I (x) is the input data (appropriately filtered—we use
Gaussian kernels with σ  0:5), then

Level Set Surface Deformation

The initialization should position the model near the desired solution while retaining certain properties such as smoothness, connectivity, etc. Given a rough initial estimate, the surface deformation process moves the surface model toward specific features in the
data. One must choose those properties of the input data to which
the model will be attracted and what role the shape of the model
will have in the deformation process. Typically, the deformation
process combines a data term with a smoothing term, which prevents the solution from fitting too closely to noise-corrupted data.
There are a variety of surface-motion terms that can be used in succession or simultaneously, in a linear combination to form F (x) in
Equation 4.

F (x) = ∇G(x);



∇φ
j∇φ j



∇φ

j∇φ j

:

Isosurface: Surface models can also expand or contract to conform to isosurfaces in the input data. To a first order approximation, the distance from a point x 2 U to the k-level surface
of I is given by (I (x) k)p=j∇I j. If we let g(α ) be a fuzzy
threshold, e.g., g(α ) = α = 1 + α 2 , then



F (x) =

Edges: Conventional edge detectors from the image processing literature produce sets of “edge” voxels that are associated with areas of high contrast. For this work we use a gradient magnitude threshold combined with non-maximal suppression, which is a 3D generalization of the method of Canny
[16]. The edge operator typically requires a scale parameter
and a gradient threshold. For the scale, we use small, Gaus1:0] voxel
sian kernels with standard deviation σ = [0:5
units. The threshold depends on the contrast of the volume.
The distance transform on this edge map produces a volume
that has minima at those edges. The gradient of this volume
produces a field that attracts the model to these edges. The
edges are limited to voxel resolution because of the mechanism by which they are detected. Although this fitting is not
sub-voxel accurate, it has the advantage that it can pull models toward edges from significant distances, and thus inaccurate initial estimates can be brought into close alignment with
high-contrast regions, i.e. edges, in the input data. If E is

∇φ
I (x) k
j∇φ j g j∇I j



(9)

causes the surfaces of φ to expand or contract to match the
k isosurface of I. This term combined with curvature or one
of the other fitting terms can create “quasi-isosurfaces” that
also include other considerations, such as smoothness or edge
strength.

(6)

The mean curvature is also the normal variation of the surface area (i.e., minimal surface area). There are a variety of
options for second-order smoothing terms [41], and the question of efficient, effective higher-order smoothing terms is the
subject of on-going research [7]. For the work in this paper,
we combine mean curvature with one of the following three
terms, weighting it by a factor β , which is tuned to each specific application.

(8)

where a positive sign moves surfaces towards maxima and the
negative sign towards minima.

Curvature: This is the smoothing term. For the work presented
here we use the mean curvature of the isosurface H to form a
vector in the direction of the surface normal n given by
F (x) = Hn = ∇ 

(7)

5

Results

This section describes how our approach may be used to extract
structures from the data described in Section 2. We present surface
renderings of the resulting models and detail the specific methods
needed to construct each model.
Figure 10 shows 3D renderings of the sequence of steps performed on the ET dendrite data from Figure 1. The first two are
the initialization steps, generating a smoothed isosurface and filling
gaps with topological and morphological operations. The second
two are surface deformation steps, first fitting to discrete edges and
then to the gradient magnitude. Figure 8 shows a slice with the
boundary of the solution drawn in red, that confirms the accuracy
of the results—the red boundary is only an indicator of the solution
because it is limited to voxel resolution while the level set model
has sub-voxel resolution. This figure also shows the same result
for a smoothed isosurface—which is significantly affected by density fluctuations in the data. Figures 9 and 11 show the results of
the proposed method compared to the results of a manual segmentation, which took approximately 10 hours of slice-by-slice hand
contouring. The manual method suffers from slice-wise artifacts,
and, because of the size and complexity of the dataset, the manual
segmentation is unable to capture the level of detail that we obtain
with the surface-fitting results. Manual segmentation can, however,
form connections that are not well supported by the data in order
to complete the “spines” that cover this dendrite. These types of

(a)

(b)

Figure 8: [color] a) Voxel-resolution contours of a dendrite using
our level set approach. b) Voxel-resolution contours of the isosurface of the smoothed sampling of the same dendrite.

“judgments” that humans make when they perform such tasks by
hand are a mixed blessing. Humans can use high-level knowledge
about the problem to fill in where the data is weak, but the expectations of a trained operator can interfere with seeing unexpected
or unusual features in the data. Our future work will attempt to incorporate user input to guide the surface-fitting results to obtain a
better blend of user expectations and data-driven modeling.
Figure 12 shows the results of fitting a surface model to the MR
head data shown in Figure 2. Figure 12(a) is a rendering of the
initial model which is the result of smoothing the data, using a flood
fill on the exterior to remove isolated holes or bubbles within the
head, and treating the model with a closing, C5:0 . Figure 12(b)
shows the results of fitting to the isosurface with a curvature term
to ensure smoothness. Some detail is lost around the lips and ears,
but overall the fidelity is good and the smoother, simpler surface
model suites our application quite well [20].
Figure 13 presents 3D renderings of the sequence of steps performed on the mouse MR data from Figure 3. The first step is the
initialization, and the second two are the surface deformation, first
fitting to discrete edges and then to the gradient magnitude. This is
a significant improvement over the result in Figure 3(b) which suffers from noise and misclassifications. Figure 13(d) presents several other structures that were segmented from the mouse embryo
dataset. The skin (grey) and the liver (blue) were isolated using
computational initialization. The brain ventricles (red) and the eyes
(green) were segmented with interactive initialization.
Figure 14 presents models from four samples of the MR series
of the developing frog embryo. The top left image (Hour 9) shows
the first evident structure, the blastocoel, in blue, surrounded by the
outside casing of the embryo in grey. The top right image (Hour 16)
demonstrates the expansion of the blastocoel and the development
of the blastoporal lip in red. In the bottom left image (Hour 20)
the blastoporal lip has collapsed, the blastocoel has contracted, and
the archenteron in green has developed. In the bottom right image
(Hour 30) the blastocoel has collapsed and only the archenteron is
present. As can been seen from Figure 4(b) that it may be difficult to
isolate structures using only their voxel values. We therefore used
our interactive techniques to isolate (during initialization) most of
the structures in the frog embryo samples.
Table 1 describes for each dataset the specific techniques and
parameters we used for the results in this paper. These parameters
were obtained by first making a sensible guess based on the contrasts and sizes of features in the data and then using trial and error
to obtain acceptable results. Each dataset was processed between
4 and 8 times to achieve these results. More tuning could improve
things further, and once these parameters are set, they work moderately well for similar modalities with similar subjects. The method
is iterative, but the update times are proportional to the surface area.
On an SGI 180MHz MIPS 10000 machine, the smaller mouse MR
dataset required approximately 10 minutes of CPU time, and the
dendrite dataset ran for approximately 45 minutes. Most of this
time was spent in the initialization (which requires several complete passes through the data) and in the edge detection. The frog

(a)

(b)

Figure 9: [color] a) Rendering of a dendrite segmented using our
the proposed method. b) Rendering of the same dendrite, but this
time segmented manually.

(a)
(a)

(b)

(b)

Figure 12: a) This image shows the rough initialization surface used
for a level set segmentation of an MR scanned head. A small section
of the surface has been removed to show that it does not contain internal structures. b) The final result is smoothed (almost no aliasing
from the scanning slices), but with good fidelity.

embryo datasets needed only a few minutes of processing time, because they did not require computational initialization and are significantly smaller than the other example datatsets.
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(c)

(d)

Figure 10: a) The steps in the surface fitting process: An isosurface
of smoothed data. b) Morphological operators fill in gaps and remove smaller, disconnected pieces. c) Fitting to edges brings the
model closer to high-contrast regions in the data. d) Fitting to maximal gradient magnitude gives more detail.

(a)

(b)

Figure 11: [color] a) Close-up view of the final result of the dendrite
rendering using our scheme – note the level of details. b) Close-up
view of the manual segmentation – note the lack of detail compared
to the proposed method.

Conclusions

This paper describes a system that uses level set surface models
in conjunction with a suite of initialization techniques to segment
structures in volume data. Level set surface modeling is a technology that allows one to manipulate or deform the isosurfaces of
a volume toward interesting features in the input data. Because
the technology is volumetric, it provides opportunities to combine
voxel-based techniques, such as filtering, classification, and morphology with surface-fitting methods based on deformable models.
We have shown that combining level set methods with a variety of
initialization techniques produces a powerful framework capable of
segmenting many different types of volume datasets. In the case
of the ET dendrite data, our approach offers significant advantages
in both time and quality over hand-contoured segmentations, which
are currently the state-of-the-art.
Currently there are two significant drawbacks of the proposed
method. First is the choice of parameters. There are a number of
parameters that must be tuned, and their settings affect the final
solution. The second drawback is the computation time, which is
quite long for large datasets. The second problem aggravates the
first, because exploring the parameter space by trial and error is a
potentially lengthy process. Future work will focus on increasing
the update rates by parallelizing the computation. This is feasible
because the numerical methods lend themselves to a spatial decomposition of the model domain. If the updates were sufficiently fast,
users can explore the parameter space interactively by turning various knobs and evaluating the quality of the results. This would
greatly increase the effectiveness of the method.
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Dataset

Initialization

Surface Fitting

Dendrite

1.
2.
3.
4.

Gaussian blur σ = 0:5
Threshold: I < 127
Fill isolated holes
Morphology: O0:5 Æ C1:5

1. Edge fitting: σ = 0:75, threshold = 6, β =
0:1
2. Gradient magnitude fitting: σ = 0:5, β = 1:0

Head

1.
2.
3.
4.

Gaussian blur σ = 1:0
Threshold: I > 30
Fill isolated holes
Morphology: C5:0

1. Isosurface fitting: β

Mouse

1.
2.
3.
4.

Gaussian blur σ = 0:5
Threshold: I > 3, I < 60
Fill isolated holes
Morphology: O2:0 Æ C3:0

1. Edge fitting: σ = 0:75, threshold = 20, β = 2
2. Gradient magnitude fitting: σ = 0:5, β =
16:0

Frog

= 5:0,

k = 30.

1. Gradient magnitude fitting: σ
1:0

1. Interactive

=

1:25, β

=

Table 1: Parameters for processing example datasets.
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Figure 13: a) The initialization of a mouse liver dataset using morpholog to remove small pieces and holes. b) Surface fitting to discrete edges. c) The final fit to maxima of gradient magnitude. d)
[color] Final mouse embryo model with skin (grey), liver (blue),
brain ventricles (red), and eyes (green).

Figure 14: [color] Geometric structures extracted from MRI scans
of a developing frog embryo, with blastocoel (blue), blastoporal lip
(red), and archenteron (green). Hour 9 (top left). Hour 16 (top
right). Hour 20 (bottom left). Hour 30 (bottom right).
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A Streaming Narrow-Band Algorithm: Interactive
Computation and Visualization of Level Sets
Aaron E. Lefohn, Joe M. Kniss, Charles D. Hansen, Ross T. Whitaker
(Invited Paper)
I. I NTRODUCTION

Fig. 1. Interactive level-set segmentation of a brain tumor from a 256 ×
256 × 198 MRI with volume rendering to give context to the segmented
surface. A clipping plane shows the user the source data, the volume rendering,
and the segmentation simultaneously. The segmentation and volume rendering
parameters are set by the user probing data values on the clipping plane.

Abstract— Deformable isosurfaces, implemented with level-set
methods, have demonstrated a great potential in visualization and
computer graphics for applications such as segmentation, surface
processing, and physically-based modeling. Their usefulness has
been limited, however, by their high computational cost and
reliance on significant parameter tuning. This paper presents
a solution to these challenges by describing graphics processor
(GPU) based algorithms for solving and visualizing level-set
solutions at interactive rates. The proposed solution is based on
a new, streaming implementation of the narrow-band algorithm.
The new algorithm packs the level-set isosurface data into
2D texture memory via a multi-dimensional virtual memory
system. As the level-set moves, this texture-based representation
is dynamically updated via a novel GPU-to-CPU message passing
scheme. By integrating the level-set solver with a real-time volume
renderer, a user can visualize and intuitively steer the level-set
surface as it evolves. We demonstrate the capabilities of this
technology for interactive volume segmentation and visualization.

Level-set methods [1] rely on partial differential equations
(PDEs) to model deforming isosurfaces. These methods have
applications in a wide range of fields such as visualization, scientific computing, computer graphics, and computer vision [2],
[3]. Applications in visualization include volume segmentation [4], surface processing [5], and surface reconstruction [6].
The use of level sets in visualization can be problematic.
Level sets are relatively slow to compute and they typically
introduce several free parameters that control the surface
deformation and the quality of the results. Setting these free
parameters can be difficult because, in many scenarios, a
user must wait minutes or hours to observe the results of a
parameter change. Although efforts have been made to take
advantage of the sparse nature of the computation, the most
highly optimized solvers are still far from interactive. This
paper proposes a solution to the above problems by mapping
the level-set PDE solver to a commodity graphics processor.
While the proposed technology has a wide range of uses
within visualization and elsewhere, this paper focuses on a
particular application: the analysis and visualization of volume
data. By accelerating the PDE solver to interactive rates and
coupling it to a real-time volume renderer, it is possible to
visualize and steer the computation of a level-set surface as it
moves toward interesting regions within a volume. The volume
renderer provides visual context for the evolving level set due
to the global nature of the transfer function’s opacity and color
assignment. Also, the results of a level-set segmentation can
specify a region-of-interest for the volume renderer [7].
The main contributions of this paper are:
•

•
•

•

Index Terms— Deformable Models, Image Segmentation, Volume Visualization, GPU, Level Sets, Streaming Computation,
Virtual Memory
•

All authors are associated with the Scientific Computing and Imaging
Institute at the University of Utah.
e-mail:{lefohn|jmk|hansen|whitaker}@sci.utah.edu

•

An integrated system demonstrating that level-set computations can be intuitively controlled by coupling a realtime volume renderer with an interactive solver
A GPU-based 3D level-set solver that is approximately
15 times faster than previous optimized solutions
A multi-dimensional virtual memory scheme for GPU
texture memory that supports computation on timedependent, sparse data
Real-time volume rendering directly from a packed, 2D
texture format. The technique also enables volume rendering from a data set represented as a single set of 2D
slices.
A message passing scheme between the GPU and CPU
that uses automatic mipmap generation to create compact,
encoded messages
Efficient computation of a volumetric distance transform
on the GPU
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II. BACKGROUND AND R ELATED W ORK
A. Level Sets
This paper describes a new solver for an implicit representation of deformable surface models called the method
of level sets [1]. The use of level sets has been widely
documented in the visualization literature, and several works
give comprehensive reviews of the method and the associated
numerical techniques [2], [3]. Here we merely review the
notation and describe the particular formulation that is relevant
to this paper.
An implicit model represents a surface as the set of points
S = {x̄|φ(x̄) = 0}, where φ : R3 → R. Level-set methods
relate the motion of that surface to a PDE on the volume, i.e.
∂φ/∂t = −∇φ · v̄,

(1)

where v̄ describes the motion of the surface. Note that v̄
can vary in both space and time. Within this framework one
can implement a wide range of deformations by defining an
appropriate v̄. This velocity term is often a combination of
several other terms, including data-dependent terms, geometric
terms (e.g. curvature), and others. In many applications, these
velocities introduce free parameters, and the proper tuning
of those parameters is critical to making the level-set model
behave in a desirable manner. Equation (1) is the general form
of the level-set equation, which can be tuned for wide variety
of problems and which motivates the architecture of our solver.
The proposed solver addresses the issues surrounding the
solutions of (1). For this paper, however, we restrict the
discussion on the particular form of this equation that is
suitable for the segmentation application described in Sect. VIA. This special case of (1) occurs when v̄ = G(x̄, t̄)n̄, where
n̄ is the surface normal and G is a scalar field, which we refer
to as the speed of the level set. In this case (1) becomes
∂φ/∂t = −|∇φ|G.

(2)

Equation (2) describes a surface motion in the direction of the
surface normal, and thus the volume enclosed by the surface
expands or contracts, depending on the sign and magnitude of
G.
Another important special case occurs when G, in (2), is the
mean curvature of the level-set surface. The mean curvature
of the level sets of φ are expressed as
H=

∇φ
1
∇·
.
2
|∇φ|

(3)

In volume segmentation and surface reconstruction this mean
curvature term is typically combined with an applicationspecific data term in order to obtain a smooth result that
reflects interesting properties in the data.
There is a special case of (1) in which the surface motion is strictly inward or outward. In such cases the PDE
can be solved somewhat efficiently using the fast marching
method [3] and variations thereof [8]. However, this case
covers only a very small subset of interesting speed functions.
In general, we are concerned with solutions that allow the
model to expand and contract as well as include a curvature
term.

1 Initiallize
Computational
Domain

2 Execute
Kernel

3 Update
Computational
Domain

Fig. 2. The three fundamental steps in a sparse-grid solver. Step 1 initializes
the sparse computational domain. Step 2 executes the computational kernel
on each element in the domain. Step 3 updates the domain if necessary. Steps
2 and 3 are repeated for each solver iteration.

Efficient algorithms for solving the more general equation
rely on the observation that at any one time step the only
parts of the solution that are important are those adjacent
to the moving surface (near points where φ = 0). This
observation places level-set solvers as part of a larger class
of solvers that efficiently operate on time-dependent, sparse
computational domains—i.e. a subset of the original problem
domain (Figure 2).
Two of the most common CPU-based level-set solver techniques are the narrow-band [9] and sparse-field [6], [10]
methods. Both approaches limit the computation to a narrow
region near the isosurface yet store the complete computational
domain in memory. The narrow-band approach implements the
initialization and update steps in Figure 2 (Steps 1 and 3) by
updating the embedding, φ, on a band of 10-20 pixels around
the model, using a signed distance transform implemented with
the fast marching method [3]. The band is reinitialized whenever the model (defined as a particular level set) approaches
the edge. In contrast, the sparse-field method only traverses the
complete domain during the initialization step of the algorithm
in Figure 2. The sparse-field approach keeps a linked list of
active data elements. The list is incrementally updated via a
distance transform after each iteration. Even with this very
narrow band of computation, update rates using conventional
processors on typical resolutions (e.g. 2563 voxels) are not
interactive. This is the motivation behind our GPU-based
solver. Although the new solver borrows ideas from both
the narrow-band and sparse-field algorithms, it implements a
new solution that conforms to the architectural restrictions of
GPUs.
B. Scientific Computation on Graphics Processors
Graphics processing units have been developed primarily
for the computer gaming industry, but over the last several
years researchers have come to recognize them as a low cost,
high performance computing platform. Two important trends
in GPU development, increased programmability and higher
precision arithmetic processing, have helped to foster new nongaming applications.
For many data-parallel computations, graphics processors
out-perform central processing units (CPUs) by more than an
order of magnitude because of their streaming architecture [11]
and dedicated high-speed memory. In the streaming model of
computation, arrays of input data are processed identically by
the same computation kernel to produce output data streams.
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In contrast to vector architectures, the computation kernel
in a streaming architecture may consist of many (possibly
thousands) of instructions and use temporary registers to hold
intermediate values. The GPU takes advantage of the datalevel parallelism inherent in the streaming model by having
many identical processing units execute the computation in
parallel.
Currently GPUs must be programmed via graphics APIs
such as OpenGL or DirectX. Therefore all computations must
be cast in terms of computer graphics primitives such as
vertices, textures, texture coordinates, etc. Figure 3 depicts the
computation pipeline of a typical GPU. Vertices and texture
coordinates are first processed by the vertex processor. The
rasterizer then interpolates across the primitives defined by
the vertices and generates fragments (i.e. pixels). The fragment
processor applies textures and/or performs computations that
determine the final pixel value. A render pass is a set of data
passing completely through this pipeline. It can also be thought
of as the complete processing of a stream by a given kernel
(i.e. a ForEach call).
Grid-based computations are solved by first transferring
the initial data into texture memory. The GPU performs the
computation by rendering graphics primitives that access this
texture. In the simplest case, a computation is performed on all
elements of a 2D texture by drawing a quadrilateral that covers
the same number of grid points (pixels) as the texture. Memory
addresses that identify each fragment’s data value as well as
the location of its neighbors are given as texture coordinates.
A fragment program (the kernel) then uses these addresses
to read data from texture memory, perform the computation,
and write the result back to texture memory. A 3D grid
is processed as a sequence of 2D slices. This computation
model has been used by a number of researchers to map
a wide variety of computationally demanding problems to
GPUs. Examples include matrix multiplication, finite element
methods, multi-grid solvers, and others [12]–[14]. All of these
examples demonstrate a homogeneous sequence of operations
over a densely populated grid structure.
Strzodka et al. [15] were the first to show that the levelset equations could be solved using a graphics processor.
Their solver implements the two-dimensional level-set method
using a time-invariant speed function for flood-fill-like image
segmentation, without the associated curvature. Lefohn and
Whitaker demonstrate a full three dimensional level-set solver,
with curvature, running on a graphics processor [16]. Neither
of these approaches, however, take advantage of the sparse
nature of level-set PDEs and therefore they perform only
marginally better (e.g. twice as fast) than sparse or narrow
band CPU implementations.
This paper presents a GPU computational model that supports time-dependent, sparse grid problems. These problems
are difficult to solve efficiently with GPUs for two reasons. The
first is that in order to take advantage of the GPU’s parallelism,
the streams being processed must be large, contiguous blocks
of data, and thus grid points near the level-set surface model
must be packed into a small number of textures. The second
difficulty is that the level set moves with each time step,
and thus the packed representation must readily adapt to the

4
Vertex & Texture
Coordinate data
Rasterize
Vertex Program

Texture data
Frame/Pixel Buffer
Fragment

Program

Fig. 3.

The modern graphics processor pipeline.

changing position of the model. This requirement is in contrast
to the recent sparse matrix solvers [17], [18] and previous
work on rendering with compressed data [19], [20]. Recent
work by Sherbondy et al. [21] describes an alternative timedependent, sparse GPU computation model which is discussed
in Section VI-C.
C. Hardware-Accelerated Volume Rendering
Volume rendering is a flexible and efficient technique for
creating images from 3D data [22]–[24]. With the advent of
dedicated hardware for rasterization and texturing, interactive
volume rendering has become one of the most widely used
techniques for visualizing moderately sized 3D rectilinear
data [25], [26]. In recent years, graphics hardware has become
more programmable, permitting rendering features with an
image quality that rival sophisticated software techniques [27],
[28]. In this paper, we describe a novel volume rendering
system that leverages programmable graphics hardware to
render the packed level-set solution data.
III. A V IRTUAL M EMORY A DDRESS S CHEME FOR S PARSE
C OMPUTATION
The limited computational capabilities of modern GPUs,
their data-parallel streaming architecture, and our goal of
interactive performance impose some important design restrictions on the proposed solver. For instance, the dataparallel computation model requires homogeneous operations
on the entire computational domain, and memory constraints
require us to process and store only the active domain on the
computational processor (i.e. the GPU). Furthermore, GPUs do
not support scatter write operations, and the communication
bandwidth between the GPU and CPU is insufficient to allow
transmission of any significant portion of the computational
domain. Our new streaming, narrow-band level-set solver
works efficiently within these restrictions and leverages GPU
capabilities by packing the active computational domain into
2D texture memory. The GPU solves the 3D, level-set PDE
directly on this packed format and quickly updates the packed
representation after each solver iteration.
Re-mapping the computational domain (a subset of a volume) to take advantage of the GPU’s capabilities has the unfortunate effect of making the computational kernels extremely
complicated—that is difficult to design, debug, and modify.
The kernel programmer must take the physical memory layout
into consideration each time the kernel addresses memory.
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Other researchers have successfully re-mapped computational
domains to efficiently leverage the GPU’s capabilities [12],
[17], [18], [29], but they invariably describe these complex
kernels in terms of the physical memory layout. This section
presents a solution to this problem for level-set computation
that allows kernels to access memory as if it were stored in the
original, 3D domain—irrespective of the 2D physical layout
used on the GPU. Our solution is an extension to the virtual
memory systems used in modern operating systems.
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A. Traditional Virtual Memory Overview
Nearly all modern operating systems contain a virtual
memory system [30]. The purpose of virtual memory is to give
the programmer the illusion that the application has access
to a contiguous memory address space, while allowing the
operating system to allocate memory for each process on
demand, in manageable increments, from whatever physical
resources happen to be available. Note that there are two
meanings of virtual memory. The first is the mapping from a
logical address space to a physical address space. The second
is the mechanism for mapping logical memory onto a physical
memory hierarchy (e.g. main memory, disk, etc). For this
discussion, virtual memory only refers to the former definition.
Virtual memory works by adding a level of indirection
between physical memory and the memory accessed by an
application. Most conventional virtual memory systems divide
physical and virtual memory into equally sized pages. The
data addressed by an application’s contiguous virtual address
space will often be stored in many, disconnected physical
memory pages. A page table tracks the mapping from virtual
to physical memory pages. When an application requests
memory, the system allocates physical memory pages and
updates the page table. Note that the virtual and physical pages
are identically sized.
When an application accesses memory via a virtual address,
the system must first perform a virtual-to-physical address
translation. The virtual address, VA, is first converted to a
virtual page number, VPN. The system uses the page table to
convert the VPN to a physical page address, PPA. The PPA is
the physical address of the first element in a page. Finally, the
memory system obtains the physical address, PA, by adding
the PPA to the offset, OFF. The OFF is the linear distance
between the virtual address and the beginning of the virtual
page which contains it. The address computation is
VPN
PPA
OFF
PA

VA
← S[P]
← PageTable(VPN)
← mod(VA, S[P])
← PPA + OFF,

(4)

where S[P] is the size of a memory page.
B. Multi-Dimensional Virtual Memory for GPUs
The virtual memory system used in our solver is a multidimensional extension of the traditional virtual memory system described in Section III-A.
Traditional virtual memory systems use one-dimensional
virtual and physical address spaces. Our system uses a 3D

Physical Space

Fig. 4. The multi-dimensional virtual and physical memory spaces used
in our virtual memory system. The original problem space is V, the virtual
address space. The virtual page space, VP , is a subdivided version of V.
Virtual memory pages are mapped to the physical page space, GP , by the
page table. The inverse page table maps physical pages in GP to virtual
pages in VP . The collection of all elements in GP constitute G, the physical
memory of the hardware.

virtual and a 2D physical memory address space. We use a
3D virtual memory space because the level-set computation is
inherently volumetric. The 2D physical memory address space
is motivated by the fact that GPUs are optimized to process
2D memory regions. By using a 2D physical address space,
we are able to process the entire active volumetric domain
simultaneously. This maximizes the benefit of the parallel,
SIMD architecture of the GPU. We also make the simplifying
assumption that virtual and physical pages are identical in
dimension and size. Thus, the virtual space is not partitioned
equally in all axes: 2D pages must be stacked in 3D to populate
the problem domain as seen in Figure 4. Our system uses
pages of size S[P] = (16, 16). This size represents a good
compromise between a tight fit to the narrow computational
domain and the overhead of managing and computing pages.
Empirical results validate this choice.
We now introduce notation for the various address spaces
in our system. We notate the space of K-length vectors of
integers as ZK . The set of all voxels in the 3D virtual address
space (i.e. the problem domain) is defined as V ⊂ Z3 . Each
of the virtual memory pages is a set of contiguous voxels in
V; the space of all virtual pages is VP (Figure 4). Similarly,
the physical address space, G ⊂ Z2 , is subdivided into pages
to form the physical page space, GP . The elements within
a virtual or physical page are addressed identically using
elements of P ⊂ Z2 . We also define a size operator for the 2D
and 3D spaces described above. For X in {V, VP , G, GP , P},
we define S[X] to be a 2-vector or 3-vector (according to
the dimension of X) giving the number of elements along
each axis of the space X. Note that S[VP ] = S[V]/S[P] and
S[GP ] = S[G]/S[P] (using component-wise division).
Virtual-to-physical address translation in a multidimensional virtual memory system works analogously
to the 1D algorithm. Virtual addresses are now 3D position
vectors in V and physical addresses are 2D vectors in G.
The page table is a 3D table that returns 2D physical page
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Fig. 5. The virtual-to-physical address translation scheme in our multidimensional virtual memory system. A 3D virtual address, VA, is first
translated to a virtual page number, VPN. A page table translates the VPN
to a physical page address, PPA. The PPA specifies the origin of the physical
page containing the physical address, PA. The offset is then computed based
on the virtual address and used to obtain the final 2D physical address, PA.
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addresses. With these multi-dimensional definitions in mind,
Eq (4) still applies to the vector-valued quantities. Figure 5
shows an example multi-dimensional address translation.
For the level-set solver in this paper, the multi-dimensional
virtual memory system is implemented in part by the CPU and
in part by the GPU. The CPU manages the page table, handles
memory allocation/deallocation requests, and translates VPNs
to PPAs. The GPU issues memory allocation/deallocation requests and computes physical addresses. We further divide the
GPU tasks between the various processors on the GPU. The
fragment processor creates memory allocation/deallocation requests. The address translation implementation uses the vertex
processor and rasterizer to compute all PAs. Sections III-C
and III-D describe the architectural and efficiency reasons
for assigning the various virtual memory tasks to specific
processors.

Edge

Corner

C. Virtual-to-Physical Address Translation
This section explains the details of the virtual-to-physical
address scheme used in our GPU-based virtual memory system. Because the translation algorithm is executed each time
the kernel accesses memory, its optimization is fundamental
to the success of our method.
The simplest and most general way to implement the
virtual-to-physical address translation for a GPU-based virtual
memory system is to directly implement the computation in
(4) and store the page table on the GPU as a 3D texture. A
significant benefit of this approach is that it is completely general. Unfortunately, without dedicated memory-management
hardware to accelerate the translation, this scheme suffers from
several efficiency problems. First, the page table lookup means
that a dependent texture read is required for each memory
access. A dependent texture is defined as using the result
of one texture lookup to index into another. This may cause
a significant loss in performance on current GPUs. Second,
storing the page table on the GPU consumes limited texture
memory. The third problem is that a divide, modulus, and
addition operation are required for each memory access. This
consumes costly and limited fragment program instructions.
Note that Section III-D discusses other problems with storing
the page table on the GPU related to the limited capabilities
of current GPU architectures.

Fig. 6.
The substream boundary cases used to statically resolve the
conditionals arising from 3 × 3 × 3 neighbor accesses across memory page
boundaries. The nine substream cases are: interior, left edge, right edge, top
edge, bottom edge, lower-left corner, lower-right corner, upper-right corner,
and upper-left corner (a). The interior case accesses its neighbors from only
three memory pages (b). The edge cases require six pages (c), and the corner
cases require twelve memory pages (d). Note that for reasonably large page
sizes, the more cache-friendly interior case has by far the highest number of
data elements.

We can avoid the memory and computational inefficiencies that arise from storing the page table on the GPU by
examining the pattern of virtual addresses required by the
application’s fragment program. In the case of our level-set
solver, the fragment programs only use virtual addresses within
a 3 × 3 × 3 neighborhood of each active data element. This
means that each active memory page will only access adjacent
virtual memory pages (Figure 6). Moreover, we show that this
simplified translation case makes it possible to lift the entire
address translation from the fragment processor to the vertex
processor and rasterizer.
Once we resolve the virtual addresses used by a fragment
program, we can determine which virtual pages each active
page will access. With this relative page information, the
GPU can perform the virtual-to-physical address translation
without a page table in texture memory. The CPU makes this
possible by sending the PPAs for all required pages to the
GPU as texture coordinates. The GPU can then use the relative
neighbor offset vectors to decide which adjacent page contains
the requested value (see Figure 6(a)).
The GPU’s task of deciding which adjacent page contains
a specific neighbor value unfortunately requires a significant
amount of conditional logic. This logic must classify each
data element into one of nine boundary cases: one of the four
corners, one of the four edges, or an interior element (see
Figure 6). Unfortunately current fragment processors do not
support conditional execution. This logic could alternatively
be encoded into a texture; however, this would again force
the use of an expensive dependent texture read. Just as
statically resolving virtual addresses allowed us to optimize
the GPU computation, all active data elements can be preclassified into the nine boundary cases. The result is that all

TO APPEAR IN IEEE TRANSACTIONS ON VISUALIZATION AND COMPUTER GRAPHICS 2004

memory addresses used in each case will lie on the same
pages relative to each active page (see Figure 6). In other
words, the memory-page-locating logic has been statically
resolved by pre-classifying data elements into their respective
boundary cases. The data elements for these substream cases
are generated by drawing unique geometry for each case. The
corner substream cases are represented as points, the edges as
lines, and the interior regions as quadrilaterals.
Kapasi et al. [31] describe an efficient solution to conditional execution in streaming architectures. Their solution
is to route stream elements to different processing elements
based on the code branch. Substreams are merely a static
implementation of this data routing solution to conditional
execution. The advantage is that the computation kernel run on
each substream contains no conditional logic and is optimized
specifically for that case. Our solution additionally gains from
optimized cache behavior for the most common, interior, case
(77% of the data points in a 16 × 16 page). The interior
data elements require only three memory pages to access all
neighbors (Figure 6(b)). In comparison, reading all neighbors
for an edge element requires loading six pages (Figure 6(c)).
The corner cases require twelve pages from disparate regions
of physical memory(Figure 6(d)). The corner cases account
for less than 2% of the active data elements.
With the use of substreams, the GPU can additionally
optimize the address computation by computing physical addresses with the vertex processor rather than the fragment
processor. Because all data elements (i.e. fragments) use
exactly the same relative memory addresses, the offset and
physical address computation steps of (4) can be generated by
interpolating between substream vertex locations. The vertex
processor and rasterizer can thus perform the entire address
translation. This optimization distributes computational load
to under-utilized processing units and reduces the number of
limited and expensive fragment instructions.
D. Bootstrapping the Virtual Memory System
This section describes the steps required to initialize the
GPU virtual memory system. To begin, the application specifies the page size, S[P], the virtual page space size, S[VP ], and
the fundamental data type to use (i.e. 32-bit floating point, 16bit fixed point, etc.). The virtual memory system then allocates
an initial physical memory buffer on the GPU. It also creates
a page table, an inverse page table, a geometry engine, and
a stack of free pages on the CPU. The decision to place the
aforementioned data structures on the CPU is based on the
efficiency concerns described in Section III-C as well as GPU
architectural restrictions. These restrictions include: the GPU’s
lack of random write access to memory, lack of writable 3D
textures, lack of dynamically sized output buffers, and limited
GPU memory.
The page table is defined to store a MemoryPage object
that contains the vertices and texture coordinates required by
the GPU to access the physical memory page. The inverse page
table is designed to store a VPN vector for each active physical
page. Figure 5 shows these mappings. Note that the page table
and inverse page table were referred to as the unpacked map
and packed map respectively in Lefohn et al. [32].

7

The vertices and texture coordinates stored in the
MemoryPage object are actually pointers into the geometry
engine. The geometry engine has the capability of quickly
rendering (i.e. processing) any portion of the physical memory domain. Thus the geometry engine must generate the
substreams for the set of active physical pages. The last
initialization step is the creation of the free-page stack. The
virtual memory system simply pushes all physical pages (i.e.
pointers to MemoryPage objects) defined by the geometry
engine onto a stack.
The application issues GPU physical memory allocation
and deallocation requests to the virtual memory system. Upon
receiving a virtual page request, the system pops a physical
page from the free-page stack, updates the page tables, and
returns a MemoryPage pointer to the application. The reverse
process occurs when the application deallocates a virtual
memory page.
The level-set solver generates memory page allocation and
deallocation requests after each solver iteration based on the
form of the current solution. Section IV-D describes how
the solver uses the GPU to efficiently create these memory
requests.
IV. S PARSE GPU L EVEL -S ET S OLVER
This section now explains our GPU level-set solver implementation using the virtual memory system and level-set
equations presented in Section III and Section II-A. Note that
the details of the level-set discretization are found in Lefohn
et al. [33].
A. Initialization of Computational Domain
The solver begins by initializing the sparse computational
domain (Step 1 in Figure 2). An initial level-set volume
is passed to the level-set solver by the host application.
The sparse domain initialization involves identifying active
memory pages in the input volume, allocating GPU memory
for each active page, then sending the initial data to the GPU.
The solver identifies active virtual pages by checking each
data element for a non-zero derivative value in any of the six
cardinal directions. If any element in a page contains nonzero derivatives, the entire page is activated. The initialization
code then requests a GPU memory page from the virtual
memory system for each active page. The level-set data is
then drawn into GPU memory using the vertex locations in
each MemoryPage object.
This scheme is effective only because the input level-set
volume is assumed to be a clamped distance transform–
meaning that regions on or near the isosurface have nonzero gradients while regions outside or inside the surface
have gradients of zero. The outside voxels have a value of
zero (black) and the inside ones have a value of one (white).
Section IV-B explains how the distance transform embedding
is maintained throughout the level-set computation.
The inactive virtual pages do not need to be represented in
physical memory. If an active data element queries an inactive
value, however, an appropriate value needs to be returned.
Because all inactive regions are either uniformly black or
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level-set data. By setting gφ sufficiently high, numerical errors
caused by underflow can easily be avoided. It is important to
note that Gr is strictly a numerical construct; it does not affect
the movement of the zero level set, i.e. the surface model. Also
note that the solver can be used to compute only the distance
transform (i.e. no surface movement) by setting gφ to one and
making Gr the only speed term.
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C. Level-Set Computation
Fig. 7. The level-set solver’s use of the paged virtual memory system. All
active pages (i.e. those that contain non-zero derivatives) in the virtual page
space (a) are mapped to unique pages of physical memory (b). The inactive
virtual pages are mapped to the static inside or outside physical page. Note
that the only data stored on the GPU is that represented by (b).

white, we solve this boundary condition problem by defining
a special, inactive page state. A virtual page in this state is
mapped to one of two static physical pages. One of these
static pages is black, representing regions outside of the levelset surface. The other static page is white and represents
regions inside the level-set surface. The page table contains
these many-to-one mappings, but the inverse page table does
not store a valid entry for the static pages. Note that we could
have alternatively solved this boundary problem using single
pixels instead of entire pages. We also could have solved the
problem by creating substreams for the active elements on the
boundary of the active set.
B. Distance Transform on the GPU
In order to take advantage of the sparse nature of levelset solutions, algorithms must maintain a somewhat consistent
level-set density, which is defined as the number of level sets
per unit volume. If the level-set density becomes too low
(spread out) it can become difficult to efficiently isolate the
computation to the desired interface. Alternatively, a levelset density that becomes too high (close together) can cause
aliasing and numerical problems. The most common way
of maintaining a desired level-set density is to keep the
embedding, φ, resembling a distance transform [6], [9], [34].
The new streaming level-set solver maintains the distance
transform by introducing an additional speed term, Gr , to the
level-set PDE (1) that controls the surface motion. This speed
term pushes the level sets of φ, either closer together or farther
apart, so that they resemble a clamped distance transform
(CDT). The CDT has a constant level-set density within a
predefined band and ensures that voxels near the isosurface
have finite derivatives while those farther away have gradient
magnitudes of zero. As described in Sections IV-A and IVD, the identification of zero-derivative regions is critical for
an efficient solver implementation. This rescaling speed term,
Gr , is computed as
Gr = φgφ − φ|∇φ|,

(5)

where gφ is the target gradient magnitude within the computational domain, and |∇φ| is the gradient magnitude in the
direction of the level-set model isosurface. The target parameter, gφ , can be set based on the numerical precision of the

The GPU next performs the level-set computation (Step
2 of the sparse algorithm in Figure 2). The details of the
level-set discretization used by our solver are given in Lefohn
et al. [33]. This section gives a high-level overview of the
computation. The level-set update proceeds in the following
steps:
A. Compute 1st and 2nd partial derivatives.
B. Compute N level-set speed terms.
C. Update level-set PDE.
The derivative computation in Step A above uses the
substream-based, virtual-to-physical address scheme described
in Section III-C. The derivatives are computed in nine substream render passes, each of which outputs to the same four,
4-tuple buffers. The speed function computations in Step B
are application-dependent. Example speed terms include the
curvature computation described in (3), the rescaling term
described in (5), and the thresholding term described in (7).
There will be zero or more render passes for each speed
function. The level-set update (Step C) is the up-wind scheme
described in Lefohn et al. [33]. This is computed in a single
pass. Note that additional GPU memory must be allocated
to store the intermediate results accumulated in Steps A and
B before they are consumed in Step C. Our solver performs
register allocation of temporary buffers to minimize GPU
memory usage.
D. Update of Computational Domain
After each level-set update, the solver determines which
virtual pages need to be added-to or removed-from the active
domain. The solver accomplishes this by aggregating gradient
information from all elements in each active page. In our
solver, the GPU must compute this information because the
level-set solution exists only in physical memory. The active
set must be updated by the CPU, however, because the page
table and geometry engine exist in CPU main memory. In
addition, the amount of information passed from the GPU to
the CPU must be kept to a minimum because of the limited
bandwidth between the two processors. This section gives an
overview of an algorithm that works within these constraints.
Lefohn et al. [33] explains the full details of the algorithm.
The GPU creates a memory allocation/deallocation request
by producing a small image (of size S[GP ]) with a single-byte
pixel per physical page. The value of each pixel is a bit code
that encapsulates the activation or deactivation state of each
page and its six adjacent neighbors (in VP ). The CPU reads
this small (< 64kB) message, decodes it, and submits the
allocation/deallocation requests to the virtual memory system
(Figure 8).
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Fig. 8. The GPU’s creation of a memory allocation/deallocation request.
Step A uses solver-specific data to create two buffers containing the active
state of each data element and its adjacent neighbors. Step B uses automatic
mipmapping to reduce the buffers from size S[G] to the physical page space
size, S[GP ]. Step C combines the information from the two down-sampled
state buffers into an eight-bit code for each pixel. This code encapsulates
whether or not each active virtual memory page and its adjacent neighbors
should be enabled. In step D, the CPU reads the bit-code buffer, decodes it,
and allocates/deallocates pages as requested.

The GPU creates the bit-code image by first computing two,
four-component neighbor information buffers of size S[G]
(Step A of Figure 8). This computation uses the previouslycomputed, one-sided derivatives of φ to identify the required
active pages. A page must be activated if it contains elements
with non-zero gradient magnitudes. The automatic mipmapping GPU feature is then used to down-sample the resulting
buffers (i.e. aggregate data samples) to the page-space image
(Step B in Figure 8). The final GPU operation combines the
active page information into the bit code (Step C in Figure 8).
A fragment program performs this step by emulating a bitwise OR operation via conditional addition of powers of two.
Finally, in step D of Figure 8, the CPU reads this message
from the GPU.
Note that the use of automatic mipmapping places some
restrictions on the maximum memory page size due to quantization rounding errors that arise when down-sampling 8-bit
values. This limitation can be relaxed by using a 16-bit fixedpoint data type. Alternatively, floating-point values can be used
if the down-sampling is performed with fragment program
passes instead of automatic mipmapping.
E. GPU Implementation Details
The level-set solver and volume renderer are implemented
in programmable graphics hardware using vertex and fragment programs on the ATI Radeon 9800 GPU. The programs are written in the OpenGL ARB vertex program and
ARB fragment program assembly languages.
There are several details related to render pass output buffers
that are critical to the performance of the level-set solver. First
is the ability to output multiple, high-precision 4-tuple results
from a fragment program. Writing sixteen scalar outputs from
a single render pass enables us to perform the expensive 3D
neighborhood reconstruction only once and use the gathered
data to compute the derivatives in a single pass. Second, we
avoid the expensive change between render targets [35] (i.e.
pixel buffers) by allocating a single pixel buffer with many
render surfaces (front, back, aux0, etc.) and using each surface
as a separate output buffer.

Lastly, there is a subtle speed-versus-memory trade-off that
must be carefully considered. Because the physical-memory
texture can be as large as 20482 , storing intermediate results
(e.g. derivatives, speed values, etc.) during the computation
can require a large amount of GPU memory. This memory
requirement can be minimized by performing the level-set
computation in sub-regions. The intermediate buffers must
then be only the size of the sub-region. This partitioning
does reduce computational efficiency, however, and so the subregions are made as large as possible. We currently use 5122
sub-regions when the level-set texture is 20482 and use a single
region when it is smaller.
V. VOLUME R ENDERING OF PACKED DATA
The direct visualization of the level-set evolution is important for a variety of level-set applications. For instance, in
the context of segmentation, direct visualization allows a user
to immediately assess the quality and accuracy of the pending
segmentation and steer the evolution toward the desired result.
Volume rendering is a natural choice for visualizing the levelset surface model, because it does not require an intermediate
geometric extraction, which would severely limit interactivity.
If one were to use marching cubes, for instance, a distinct
triangle mesh would need to be created (and rendered) for each
iteration of the level-set solver. The proposed solver, therefore,
includes a volume renderer, which produces a full 3D (transferfunction based) volume rendering of the evolving level set on
the GPU [28].
For rendering the evolving level-set model, we use a variant
of traditional 2D texture based volume rendering [25]. We
modify the conventional approach to render the level-set
solution directly from the packed physical memory layout,
which is physically stored in a single 2D texture. Because the
level-set data and physical page configuration are dynamic, it
would be inefficient to pre-compute and store three separate
versions of the data, sliced along cardinal views, as is typically
done with 2D texture approaches. Instead we reconstruct these
views each time the volume is rendered. This new technique
is thus both applicable to rendering compressed data as well
as traditional texture-based volume rendering from a single set
of 2D slices.
The volume rendering algorithm utilizes a two pass approach for reconstruction and rendering. Figure 9 illustrates
the steps involved. An additional off-screen buffer caches
two reconstructed neighboring slices containing the level-set
solution and its gradient (Figure 9 A). During the rendering
phase arbitrary slices along the preferred slice direction are
interpolated from these neighboring slices (Figure 9 B). Once
all interpolated slices between slice i and i−1 are rendered and
composited, the next slice (i + 1) is reconstructed. This newly
reconstructed slice replaces the cached slice, i − 1. The GPU
then renders and composites the next set of interpolated slices
(i.e. those between slice i + 1 and i). This pattern continues
until all slices have been reconstructed and rendered.
When the preferred slice axis, based on the viewing angle, is
orthogonal to the virtual memory page layout, we reconstruct
2D slices of the level-set solution and its gradient using a
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current benchmark for level-set deformations, which is a
highly optimized CPU solution [36].
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Fig. 9. Two pass rendering of packed volume data. In step A, a 2D slice (i)
is reconstructed from the physical page (packed) layout, GP . In step B, one or
more intermediate slices between i and i−1 are interpolated, transformed into
optical properties (via the transfer function), lit, and rendered for the current
view. The next iteration begins by reconstructing slice i + 1, replacing i − 1,
and so on.
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Fig. 10. Reconstruction of a slice for volume rendering the packed level-set
model: (a) When the preferred slicing direction is orthogonal to the virtual
memory page layout, the pages (shown in alternating colors) are draw into a
pixel buffer as quadrilaterals. (b) For slicing directions parallel to the virtual
page layout, the pages are drawn onto a pixel buffer as either vertical or
horizontal lines.

textured quadrilateral for each page, as shown in Fig. 10 A.
On the other hand, if the preferred slice direction is parallel
to the virtual page layout, we render a row or column from
each page using textured line primitives, as in Fig. 10 B. In
both cases, slices are reconstructed into a pixel buffer which
is bound as a texture in the rendering pass. These slices are
reconstructed at the same resolution as level-set solution.
In the rendering phase, we leverage the hardware’s bilinear
filtering for in-plane interpolation of the reconstructed level-set
slice. Trilinear interpolation of an arbitrary slice between two
adjacent reconstructed slices is accomplished by combining
them, i.e. performing linear interpolation along the preferred
slice direction, in the fragment program. This same fragment
program also evaluates the transfer function and lighting
for the interpolated data. For efficiency, we also reuse data
wherever possible. For instance, lighting for the level-set
surface, evaluated in the rendering phase, uses gradient vectors
computed during the level-set update stage.
VI. A PPLICATION AND R ESULTS
This section describes an application for interactive volume
segmentation and visualization, which uses the level-set solver
and volume renderer described previously. We show pictures
from the system and present timing results relative to our

For segmenting volume data with level sets, the speed
functions usually consists of a combination of two terms [4],
[37]


∇φ
∂φ
= |∇φ| αD(x̄) + (1 − α)∇ ·
,
(6)
∂t
|∇φ|
where D is a data term that forces the model to expand or
contract toward desirable features in the input data (which
we also call the source data), the term ∇ · (∇φ/|∇φ|) is the
mean curvature H of the surface, which forces the surface
to have less area (and remain smooth), and α ∈ [0, 1] is a
free parameter that controls the degree of smoothness in the
solution.
This combination of a data-fitting speed function with the
curvature term is critical to the application of level sets to
volume segmentation. Most level-set data terms D from the
segmentation literature are equivalent to well-known algorithms such as isosurfaces, flood fill, or edge detection when
used without the smoothing term (i.e. α = 1). The smoothing
term alleviates the effects of noise and small imperfections
in the data, and can prevent the model from leaking into
unwanted areas. Thus, the level-set surface models provide
several capabilities that complement volume rendering: local,
user-defined control; smooth surface normals for better rendering of noisy data; and a closed surface model, which can
be used in subsequent processing or for quantitative shape
analysis.
For the work in this paper we have chosen a simple speed
function to demonstrate the effectiveness of interactivity and
real-time visualization in level-set solvers. The speed function
we use in this work depends solely on the greyscale value
input data I at the point x̄:
D(I) =  − |I − T |,

(7)

where T controls the brightness of the region to be segmented
and  controls the range of greyscale values around T that
could be considered inside the object. In this way a model
situated on voxels with greyscale values in the interval T ± 
will expand to enclose that voxel, whereas a model situated on
greyscale values outside that interval will contract to exclude
that voxel. The speed term is gradual, as shown in Fig. 11,
and thus the effects of D diminish as the model approaches
the boundaries of regions with greyscale levels within the
T ±  range. This makes the effects of the curvature term
relatively larger. This choice of D corresponds to a simple,
one-dimensional statistical classifier on the volume intensity
[38].
To control the model a user specifies three free parameters,
T , , and α, as well as an initialization. The user generally
draws a spherical initialization inside the region to be segmented. Note that the user can alternatively initialize the solver
with a pre-processed (thresholded, flood filled, etc.) version of
the source data.
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Fig. 11. A speed function based on image intensity causes the model to
expand over regions with greyscale values within the specified (positive) range
and contract otherwise.

Fig. 12. A depiction of the user interface for the volume analysis application.
Users interact via slice views, a 3D rendering, and a control panel.

B. Interface and Usage
The application in this paper consists of a graphical user interface that presents the user with two slice viewing windows,
a volume renderer, and a control panel. (Fig. 12). Many of
the controls are duplicated throughout the windows to allow
the user to interact with the data and solver through these
various views. Two and three dimensional representations of
the level-set surface are displayed in real time as it evolves.
The first 2D window displays the current segmentation as a
yellow line overlaid on top of the source data. The second 2D
window displays a visualization of the level-set speed function
that clearly delineates the positive and negative regions. The
first window can be probed with the mouse to accomplish three
tasks: set the level-set speed function, set the volume rendering
transfer function, and draw 3D spherical initializations for
the level-set solver. The first two tasks are accomplished by
accumulating an average and variance for values probed with
the cursor. In the case of the speed function, the T is set to
the average and  is set to the standard deviation. Users can
modify these values, via the GUI, while the level set deforms.
The spherical drawing tool is used to initialize and/or edit
the level-set surface. The user can add-to or subtract-from the
model by drawing white or black spheres, respectively. This
feature gives the user “3D paint” and “3D eraser” tools with
which to interactively edit the level-set solution.
The volume renderer displays a 3D reconstruction of the
current level set isosurface (see Section V) as well as the input
data. In addition, an arbitrary clipping plane, with texturemapped source data, can be enabled via the GUI (Figure 1).
Just as in the slice viewer, the speed function, transfer function,
and level-set initialization can be set through probing on this
clipping plane. The crossing of the level-set isosurface with
the clipping plane is also shown in bright yellow.
The volume renderer uses a 2D transfer function to render

Fig. 13. (top) Volume rendering of a 2563 MRI scan of a mouse thorax.
Note the level-set surface which is deformed to segment the liver. (bottom)
Volume rendering of the vasculature inside the liver using the same transfer
function as in (top) with the level-set surface is being used as a region-ofinterest specifier.

the level set surface and a 3D transfer function to render the
source data. The level-set transfer function axes are intensity
and distance from the clipping plane (if enabled). The transfer
function for rendering the original data is based on the source
data value, gradient magnitude, and the level-set data value.
The latter is included so that the level set model can function
as a region-of-interest specifier. All of the transfer functions
are evaluated on-the-fly in fragment programs rather than in
lookup tables. This approach permits the use of arbitrarily high
dimensional transfer functions, allows run-time flexibility, and
reduces memory requirements [39].
We demonstrate our interactive level-set solver and volume
rendering system with the following three data sets: a brain
tumor MRI (Fig. 1), an MRI scan of a mouse (Fig. 13)
and transmission electron tomography data of a gap junction
(Fig. 14). In all of these examples a user interactively controls
the level-set surface evolution and volume rendering via the
multi-view interface. The initializations for the tumor and
mouse were drawn via the user interface. The initialization
for Figure 14 was seeded with a thresholded version of the
source data.
C. Performance Analysis
Our GPU-based level-set solver achieves a speedup of ten
to fifteen times over a highly-optimized, sparse-field, CPUbased implementation [36]. All benchmarks were run on an
Intel Xeon 1.7 GHz processor with 1 GB of RAM and an
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Fig. 14. Segmentation and volume rendering of 512 × 512 × 61 3D transmission electron tomography data. The picture shows cytoskeletal membrane
extensions and connexins (pink surfaces extracted with the level-set models)
near the gap junction between two cells (volume rendered in cyan).

ATI Radeon 9800 Pro GPU. All timings include the complete
computation, i.e. both the virtual memory system update and
the level-set computation are included. For a 256 × 256 × 175
volume, the level-set solver runs at rates varying from 70 steps
per second for the tumor segmentation (Fig. 1) to 3.5 steps per
second for the final stages of the cortex segmentation from
the same data set. In contrast, the CPU-based, sparse field
implementation ran at 7 steps per second for the tumor and
0.25 steps per second for the cortex segmentation.
The speed of our solver is bound almost entirely by the
fragment stage of the GPU. In addition, the speed of our
solver scales linearly with the number of active voxels in
the computation. Creation of the bit vector message consumes
approximately 15% of the GPU arithmetic and texture instructions, but for most applications the speedup over a dense GPUbased implementation far eclipses this additional overhead.
The amount of texture memory required for the level-set
computation is proportional to the surface area of the level-set
surface—i.e. the number of active pages. Our tests have shown
that for many applications, only 10%-30% of the volume is
active. To take full advantage of this savings, the total size
of physical memory, S[G], must increase when the number of
allocated pages grows beyond the physical memory’s capacity.
Our current implementation performs only static allocation
of the maximum physical memory space, but future versions
could easily realize the above memory savings. Section VII
discusses changes to GPU display drivers that will facilitate
the implementation of this feature.
In comparison to the depth-culling-based sparse volume
computation presented by Sherbondy et al. [21], our packing scheme guarantees that very few wasted fragments are
generated by the rasterization stage. This is especially important for sparse computations on large volumes—where the
rasterization and culling of unused fragments could consume
a significant portion of the execution time. In addition, the
packing strategy allows us to process the entire active data
set simultaneously, rather than slice-by-slice. This improves
the computationally efficiency by taking advantage of the
GPU’s deep pipelines and parallel execution. Our algorithm
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should also be able to process larger volumes, due to the
memory savings discussed above. Our algorithm, however,
does incur overhead associated with maintaining the packed
tiles, and more experimentation is necessary to understand the
circumstances under which each approach is advantageous.
Furthermore, they are not mutually exclusive, and Sect. VII
discusses the possibility of using depth culling in combination
with our packed representation.
As with any sparse algorithm, it will be advantageous to
simply compute the entire (original) domain if the active domain becomes sufficiently large. Our experience with segmentation thus far, however, has shown that the the computation
remains sufficiently sparse even for large structures such as
a cerebral cortex segmentation. The sparseness is due to the
fact that only the surface needs to represented, and the interior
regions need not be represented or computed.
VII. C ONCLUSIONS AND F UTURE W ORK
This papers demonstrates a new tool for interactive volume
exploration and analysis that combines the quantitative capabilities of deformable isosurfaces with the qualitative power
of volume rendering. By relying on graphics hardware, the
level-set solver operates at interactive rates (approximately
15 times faster than previous solutions). This mapping relies
on an efficient multi-dimensional virtual memory system to
implement a time-dependent, sparse computation scheme. The
memory mappings are updated via a novel GPU-to-CPU
message passing algorithm. The GPU renders the level-set
surface model directly from a sparse, compressed texture
format. Future extensions and applications of the level-set
solver include the processing of multivariate data as well as
surface reconstruction and surface processing. Most of these
only involve changing only the speed functions.
There are a couple ways in which the memory and computational efficiency of our solver can be improved. First, it may
be worth achieving an even narrower band of computation
around the level-set model. This is possible by using depth
culling to avoid computation on inactive elements within each
active page [21]. Implementing this depth culling requires a
memory model in which an arbitrary number of data buffers
can access a single depth buffer. The second optimization is to
allow the total amount of physical memory to change at run
time and grow to the limits of GPU memory. This requires
spreading physical memory across multiple 2D textures (i.e.
creating a 3D physical memory space). The proposed super
buffer [40] OpenGL extension supports both of these proposed
optimizations.
The GPU virtual memory abstraction also indicate promising future research. We are currently beginning work on
a more general virtual memory implementation that fully
abstracts N -dimensional GPU memory. The goal is to provide
an API that allows a GPU application programmer to specify
an optimal physical and virtual memory layout for their problem, then write the computational kernels irrespective of the
physical layout. The kernels will specify memory accesses via
abstract memory access interfaces, and an operating-systemlike layer will replace these memory access calls with the
appropriate address translation code.
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A PPENDIX A: D ISCRETIZATION OF L EVEL -S ET E QUATIONS
This appendix describes the discretization of equation 1 and
the curvature computation 3. We discretize equation 1 using
the up-wind scheme [1] and compute the curvature of the levelset surface using the difference of normals method [41].
We begin by describing the finite difference derivatives required for the level-set update and curvature computation. The
neighborhood, u, from which these derivatives are computed
is specified with the numbering scheme
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The upwind approximation to ∇φ is then computed using
Dx+ , Dy+ , Dz+ , Dx− , Dy− , and Dz− . To begin,
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is computed followed by
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The final choice of ∇φ is defined by
















∇φ =

(11)

∇φmax 2
∇φmin 2

if F > 0
,
otherwise

(18)

where F is the linear combination of all speed functions (e.g.
mean curvature, the rescaling term Gr , etc). Section VI-A describes the speed terms used in our segmentation application.
The last step in the upwind scheme computes φ(t + t) by

respectively. The components of the divergence from equation 3 are then computed as
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Curvature is then computed using the above derivatives. The
two normals, n+ and n− , are computed by
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and

Note that u4 denotes the center pixel, and u±z
represents the
i
ith sample on the slice above or below the current one. The
derivatives of the level-set embedding, φ, are then defined as
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φ(t + t) = φ(t) + tF |∇φ|.

(19)
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A PPENDIX B: GPU M EMORY A LLOCATION R EQUEST
G ENERATION
This appendix describes the details of the GPU memory allocation/deallocation request scheme used by the GPU virtual
memory system. The algorithm is described first in terms of
an abstract client solver. Section IV and the B subsection of
this appendix describe the client-specific details.
A. General Allocation Request Algorithm
The allocation request algorithm consists of the following
steps (see the corresponding steps in Figure 8):
A.
GPU computes VPN of requested active pages.
B,C. GPU compresses active-page request.
D.
CPU processes memory request.
1. Reads compressed request image from GPU.
2. Decodes memory allocation/deallocation requests.
3. Releases newly deactivated pages.
4. Allocates/initializes newly activated pages.
Steps A, B, and C create the set of requested active virtual pages. This set serves as the memory allocation/deallocation request to the CPU. The CPU then calls the
client’s ReleasePage function for each newly deallocated
page before deallocating the page. Similarly, the CPU calls
the client’s InitNewPage function for each newly activated
page.
In Step A, the GPU uses client-specific data to create two
RGBA (i.e. 4-tuple) buffers that hold eight true or false (e.g.
255 or 0) values for each active data element (Figure 8). The
first six values represent whether or not the virtual page in
each of the six cardinal directions should be active for the
next pass. The seventh value indicates if the active page itself
should be active, and the eighth value is free to be used by the
client. This eight-dimensional, active-page information vector,
J, is thus J = (+x, −x, +y, −y, +z, −z, self, clientSpecific),
where the first six elements refer to relative neighbor offsets
in the virtual page space, VP .
The eight-value code, J, is computed in eight substream
passes followed by a single standard (i.e. entire memory
page) pass. The substream passes compute whether the inplane adjacent memory pages need to be active (i.e. the
edge-adjacent pages (+x, −x, +y, −y)). Each substream pass
computes a client-specified function, IsNeighborActive,
across the page boundary orthogonal to the page edge being
rendered and writes the boolean result to the corresponding output component of J. The second computation calls
IsNeighborActive for the pages above and below the
active one. Note, however, that because the neighboring pages
are face-adjacent, this computation is performed at all data
elements in the page instead of just the edges. The computation
also writes a true value to the J component representing the
active page itself if the client’s IsSelfActive function
returns true. The value of the eighth bit is filled by the result
of the client’s IsEighthBitTrue function.
Steps B and C of the allocation-request algorithm compress the two, J buffers into a small (≤ 64kB) active-page
message. This compressed message serves as the memory
allocation/deallocation request that is sent to the CPU. The
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compression is accomplished by rendering a quadrilateral of
size S[GP ] with the automatic mipmapping option enabled on
the neighbor-information buffers (Step B). The render pass
also uses a fragment program designed to create a bit code at
each pixel value (Step C). Each pixel in the resulting small
image corresponds to a physical memory page. The value of
each pixel contains an eight-bit code of the same form as
the eight-value code produced in step A (i.e. the J vector).
This eight-bit code completely determines if the memory page
and/or any of its six cardinal neighbors in virtual page space
are to be active on the next pass.
The automatic mipmapping performs a box-filter averaging
of the values written in Step A. The result is that if any data
element in the memory page set a value to true in Step A, the
down-sampled value will also be true. The fragment program
inspects these down-sampled values. It sets the corresponding
bit in the output value to true for each non-zero input. The
bits are set via an emulated bitwise OR operation. Current
fragment processors do not support bitwise operations, but an
OR is emulated by conditionally adding power-of-two values
to the output value.
In Step D.1, the CPU reads the bit-code message from the
GPU. Step D.2 begins by the CPU wrapping the message
buffer with a bit-vector accessor. The resulting bit vector
is a linear representation of the physical page space, GP ,
where each byte represents the information for a page. Two
auxiliary bit-vectors are allocated–each a bit-addressed, linear
representation of the virtual memory page space, VP . The first
is the newActiveSet bit vector, and the second is the clientspecific eighthBitSet bit vector. After the allocation message is decoded, a true bit in the newActiveSet bit vector
will denote an active virtual page.
In the next stage of Step D.2, the CPU decodes the bit-vector
message. For each 8-bit sequence, the current linear index
is converted to a physical page number (PPN). The inverse
page table then converts the PPN to a VPN. Because each
bit in the bit-code message represents an offset direction from
the current virtual page, the decoder can easily reconstruct
the VPN for each neighbor of each active page. The decoder
then reads the seven spatial page bits. It then computes the
VPN for the page represented by each true bit and sets the
corresponding bit in the newActiveSet bit vector to true.
If the eighth bit is true, the eighthBitSet is set to true for
the corresponding virtual page.
The virtual memory system next determines which virtual
memory pages to deallocate and which to allocate (Steps D.3
and D.4). The set of newly deactivated pages is constructed by
performing a set-subtraction of the newActiveSet from the
oldActiveSet. The set of pages that need to be allocated
for the next pass is created by computing the opposite set difference. Each deallocated memory page is pushed onto a stack
of free memory pages. The page table are updated based on
the client’s implementation of ReleasePage function. Each
newly activated page is mapped to a physical memory location
by popping a page from the free page stack. The physical
page is mapped in the page tables and the geometry engine
is appropriately updated. The new physical memory is then
initialized via the client’s InitNewPage implementation.
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B. Level-Set Solver Implementation Details
For Step A of the update algorithm described in Section IVD and the preceding subsection, the level-set solver defines the
functions IsNeighborActive and IsSelfActive. The
IsNeighborActive reads the previously computed, oneside derivative that crosses a page boundary onto a specific
neighbor. The function returns true if the derivative is nonzero. The IsSelfActive function returns true if any of the
six, cardinal, one-sided derivatives are non-zero. The levelset solver simply writes the value of the level-set embedding
to the eighth data value. This is used to determine if a
newly deactivated page is inside or outside of the levelset surface. The IsEigthBitTrue function used by the
fragment program in Step B returns true if the eighth data
value is greater than zero. If a page becomes inactive, it is
guaranteed to be either all black or all white. The downsampled level-set embedding for the page will thus be either
pure black or pure white.
The eighthBitSet used in the bit-code message decoding stage (Step D.2) is used to determine if a newly deactivated
memory page is inside or outside the level-set surface. If the
bit for the page is true, then the page is inside the surface.
Otherwise it is outside. This information is used by the solver’s
ReleasePage function to map deactivated pages to the
correct static physical page (white or black). As described
in Section IV-A, these static mappings ensure that derivatives
across boundaries of the active domain are correct.
The solver’s InitNewPage function initializes newly allocated physical memory. The memory is initialized to either
white or black depending on the inside/outside setting in the
page table entry. Note that no level-set data is transferred to
accomplish the update. The entire level-set solution resides
only on the GPU for the duration of the computation. Our
current implementation also has to send pre-computed speed
pages to the GPU when new pages are added. This could be
optimized for many speed functions, however, by computing
the function on the GPU.
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Abstract
While level sets have demonstrated a great potential for 3D medical image segmentation,
their usefulness has been limited by two problems. First, 3D level sets are relatively slow
to compute. Second, their formulation usually entails several free parameters which can be
very difficult to correctly tune for specific applications. The second problem is compounded
by the first. This paper describes a new tool for 3D segmentation that addresses these problems by computing level-set surface models at interactive rates. This tool employs two
important, novel technologies. First is the mapping of a 3D level-set solver onto a commodity graphics card (GPU). This mapping relies on a novel mechanism for GPU memory
management. The interactive rates level-set PDE solver give the user immediate feedback
on the parameter settings, and thus users can tune free parameters and control the shape of
the model in real time. The second technology is the use of region-based speed functions,
which allow a user to quickly and intuitively specify the behavior of the deformable model.
We have found that the combination of these interactive tools enables users to produce
good, reliable segmentations. To support this observation, this paper presents qualitative
results from several different datasets as well as a quantitative evaluation from a study of
brain tumor segmentations.
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Abstract. While level sets have demonstrated a great potential for 3D medical image segmentation,
their usefulness has been limited by two problems. First, 3D level sets are relatively slow to compute.
Second, their formulation usually entails several free parameters which can be very difficult to correctly
tune for specific applications. The second problem is compounded by the first. This paper describes a
new tool for 3D segmentation that addresses these problems by computing level-set surface models at
interactive rates. This tool employs two important, novel technologies. First is the mapping of a 3D levelset solver onto a commodity graphics card (GPU). This mapping relies on a novel mechanism for GPU
memory management. The interactive rates level-set PDE solver give the user immediate feedback on
the parameter settings, and thus users can tune free parameters and control the shape of the model in real
time. The second technology is the use of region-based speed functions, which allow a user to quickly and
intuitively specify the behavior of the deformable model. We have found that the combination of these
interactive tools enables users to produce good, reliable segmentations. To support this observation, this
paper presents qualitative results from several different datasets as well as a quantitative evaluation from
a study of brain tumor segmentations.

1 Introduction
Image segmentation is arguably the most widely studied problem in image processing, and
the literature shows a plethora of image segmentation algorithms that rely on a diverse
range of strategies such as statistics, differential geometry, heuristics, graph theory, and
algebra. No one segmentation technique has emerged as being superior to all others in all
circumstances, and thus it seems that the field of medical image processing will evolve
to a state where researchers and clinicians have access to a set of segmentation tools, i.e. a
toolbox, from which they can choose the particular tool that is best suited for their particular
application.
A complete segmentation toolbox will include a set of general purpose tools as well as
various specialized segmentation tools. General purpose tools are those that can be quickly
launched and used as the need arises in a wide range of applications. Specialized tools
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rely on stronger assumptions about a specific modality, anatomy, or application. When
properly trained, tuned, and applied we would expect specialized tools to perform better
than general purpose tools—when all other factors, such as operator time and compute
time, are equal. Among general tools, the most popular example, and the goal standard for
many applications, is hand contouring, which entails a knowledgeable user (e.g. a medical
doctor) creating a 2D curve, drawn by manipulating a mouse, on a sequence of slices to
delineate the object of interest.
This paper describes a new, general-purpose segmentation tool that relies on interactive
deformable models implemented as level sets. While level sets have demonstrated a great
potential for 3D medical image segmentation, their usefulness has been limited by two
problems. First, 3D level sets are relatively slow to compute. Second, their formulation
usually entails several free parameters, which can be very difficult to correctly tune for
specific applications. The second problem is compounded by the first. That is, users find
it impractical to explore the space of possible parameter settings when an example result
from a point in that space requires minutes or hours to generate.
The software application described in this paper is called GIST (GPU-based Interactive
Segmentation Tool). GIST updates a level-set surface model at interactive rates on commodity graphics cards (GPUs), such as those that are commonly found on consumer-level
personal computers. It can be applied to a general set of medical and biological applications by tuning several free parameters. Despite its general nature, we demonstrate the
effectiveness of GIST by a quantitative comparison to a specialized tool and the associated
gold standard for a specific problem: brain tumor segmentation [1, 2]. This paper make the
following contributions:
– A 3D segmentation tool that uses a new level-set deformation solver to achieve interactive rates (approximately 10-15 times faster than previous solutions).
– A interactive mechanism for defining a level-set speed function that works on both
scalar and multivalued (i.e. spectral) data.
– Quantitative and qualitative evidence that this interactive level-set approach is effective
for brain tumor segmentation.
The remainder of the paper, which is an extended version of [3], is organized as follows.
The next section gives some technical background and related work on level sets, GPUs,
and segmentation evaluation methods. Section 3 describes the formulation of the level-set
equations and the solution on the GPU. Section 5.2 presents qualitative results on various datasets and a quantitative analysis of the performance of the method for brain tumor
segmentation. Section 6 summarizes this work.
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2 Background and Related Work
2.1 Level Sets
This paper relies on an implicit representation of deformable surface models called the
method of level sets, proposed by Osher and Sethian [4]. The level-set method (See also
Sect. 3) computes the motion of a moving interface by solving a partial differential equation
(PDE) on a volume. The use of level sets has been widely documented in the medical
imaging literature, and several works give more comprehensive reviews of the method and
the associated numerical techniques [5, 6].
For certain classes of applications level sets have several advantages over parametric models. Because they are implicit, level sets can change topology. This means that during a
deformation a user need not worry about surfaces colliding or pinching off. Also, level
sets do not require reparameterization as they deform far from their initial conditions—e.g.
deformable meshes typically require the insertion or deletion of triangles under such circumstances [7]. Finally, level sets allow for geometric surface deformations, which means
that the results of a deformation process depend on the shape of the surface and the input data and not on some underlying parameterization. The level-set method is a general
framework that must be tuned to specific applications.
As with the original work on image segmentation by parametric deformable models [8], the
level-set approach to segmentation typically combines a data-fitting term with a smoothing
term. However, there are alternatives. For instance, Whitaker [9] proposes a formulation
that mimics parametric deformable models, in which level surfaces move toward edges
(high gradient magnitude) in volumes. In that formulation the model must be within a somewhat narrow band of attraction (defined by the second derivative) in order to lock onto such
edges, and therefore the author proposes a multiscale computational method to improve
convergence. Malladi et al. [10] describe a formulation in which level curves/surfaces expand (or contract) with a motion that slows at image edges. Because of the monotonic
expansion/contraction, convergence to local minima is less of a problem, but the results
tend to be biased either inward or outward. Caselles et al. [11] propose an alternative that
minimizes an edge-weighted area metric. In that case the data term is weighted more heavily as the model approaches its target. These methods (and many others) focus on image
edges, but the the literature documents several other strategies for fitting level sets to image
data. For instance, several authors have propose using the statistics of the greyscale interior
of the model to control the motion [12, 13]. Alternatively, the motion of the level set can
depend on a variational formulation that positions the interface to create discontinuities that
best model the discontinuities in the input data [14–16]. In this paper we use a supervised,
statistical classifier to drive the motion of the level-set model.
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Virtually all of these methods include a form of mean curvature to keep the level-set smooth
as it converges on a solution. Whitaker [9] proposes a weighted sum of principle curvatures
to preserve cylindrical structures. Lorigio et al. [17] proposes the minimum curvature, in
the context of segmenting blood vessels; this is equivalent to a space-curvature shortening
for very thin objects. Recently, Tasdizen et al. propose the diffusion of normals in order to
approximate higher-order geometric flows [18, 19].
Solving level-set PDEs on a volume requires proper numerical schemes [20] and entails a
significant computational burden. Stability requires that the surface can progress at most a
distance of one voxel at each iteration, and thus a large number of iterations are required to
compute significant deformations. There is a special case of the level-set PDEs in which the
surface motion is strictly inward or outward. Such equations can be solved somewhat efficiently using the fast marching method [5] and variations thereof [21]. However, this case
covers only a very small subset of interesting speed functions, and such speed functions are
inconsistent with interactive parameter tuning. In general we are concerned with problems
that include a surface curvature term and simultaneously require the model to expand and
contract to match the data.
Efficient algorithms for solving the more general level-set problem rely on the observation
that at any one time step the only parts of the solution that are important are those adjacent
to the moving surface. In light of this several authors have proposed numerical schemes that
compute solutions for only those voxels that lie in a small number of layers adjacent to the
surface as shown in Fig. 1b. Adalsteinsson and Sethian [22] have proposed the narrow band
method, which updates the embedding on a band of 10-20 pixels around the model, and
reinitializes that band whenever the model approaches the edge. Whitaker [23] proposed
the sparse-field method, which introduces a scheme in which updates are calculated only on
the wavefront, and several layers around that wavefront are updated via a distance transform
at each iteration. Peng et al. [24] present a similar local method. Even with this very narrow
band of computation, update rates using conventional processors on typical medical data
sets (e.g. 2563 voxels) are not interactive. This is the motivation behind the GPU-based
solver in GIST.

2.2 Graphics Processing Units for Scientific Computation
Graphics processing units have been developed primarily for the computer gaming industry,
but over the last several years researchers have come to recognize them as low cost, high
performance computing platforms. Two important trends in GPU development, increased
programmability and higher precision arithmetic processing, have helped to foster new
non-gaming applications.
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Graphics processors outperform central processing units (CPUs)—often by more than an
order of magnitude—because of their streaming architecture[25] and dedicated high-speed
memory. In the streaming model of computation, arrays of input data are processed identically by the same computation kernel to produce output data streams. The GPU takes
advantage of the data-level parallelism inherent in this model by having many identical
processors execute the computation in parallel. This computation model has been used by
a number of researchers to map a wide variety of computationally demanding problems
to GPUs. Examples include matrix multiplication, finite element methods, and multi-grid
solvers [26–28]. All of these examples demonstrate a homogeneous sequence of operations
over a densely populated grid structure.
Strzodka et al. [29] were the first to show that the level-set equations could be solved using a
graphics processor. Their solver implements the two-dimensional level-set method using a
time-invariant speed function for flood-fill-like image segmentation, without the associated
curvature. Their solver does not take advantage of the sparse nature of the level-set PDEs
and therefore performs only marginally better than a highly-optimized sparse-field CPU
implementation. The work in this paper relies on a three-dimensional generalization of
[29], which includes a second-order curvature computation, and a significantly improved
GPU solver that implements a narrow-band strategy. Also related is the work of Sherbondy
et al. [30], in which they identify regions of interest to solve a diffusion equation for volume
segmentation.
This paper describes a GPU computational model that supports time-dependent, sparse
grid problems. These problems are difficult to solve efficiently with GPUs for two reasons.
The first is that in order to take advantage of the GPU’s parallelism, the streams being
processed must be large, contiguous blocks of data, and thus grid points near the levelset surface model must be packed into a small number of textures. The second difficulty
is that the level set moves with each time step, and thus the packed representation must
readily adapt to the changing position of the model. This requirement is in contrast to
the recent sparse matrix solvers [31, 32] and previous work on rendering with compressed
data [33, 34]. In the two sparse-matrix solvers[31, 32], a packed texture scheme is used to
efficiently compute sparse matrix-vector multiplications as well as compute values of the
sparse matrix elements on the GPU. The scheme is static, however, in the sense that the
nonzero matrix elements must be identified before the computation begins.

2.3 Segmentation Evaluation
This paper includes a systematic evaluation of the performance of GIST. The role of segmentation evaluation is to understand the strengths, limitations, and potential applications
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of a particular segmentation algorithm. There are two strategies for evaluating segmentation algorithms. One strategy is to study segmentation performance in the context of a
particular clinical or scientific question [35, 36]. For instance, the effectiveness of the algorithm within a study that monitors the volumes or sizes of tumors. The second approach is
to study to evaluate segmentation in the absence of a specific clinical application by quantifying the general behavior of the algorithm relative to an ideal solution. This paper takes
the second approach, and uses general shape metrics to compare watershed segmentation
results with the defacto gold standard for clinical applications, which is hand contouring
one slice at a time (which we will also call manual segmentation) by expert observers.
Segmentation evaluation is difficult because of the lack of standard metrics and the difficulty of establishing ground truth in clinical data. Our evaluation methodology is derived
from ideas developed by [37], and others [38–40], who emphasize the importance of quantitative evaluation and statistical metrics. The study in this paper concerns a user-assisted
segmentation technique, which requires a user-based evaluation to capture variations in
the individual decision-making process. Experimental trials across a number of users and
images[41, 42] can generate data appropriate for statistical analysis that account for user
variability.
A combination of different factors determines the effectiveness of a segmentation. For instance Udupa et. al[38] propose a quantification of performance based on validity of the
results (accuracy), reproducibility of the results (precision), and efficiency of the segmentation method (time). Other researchers have studied the sensitivity of the technique to various disruptive factors such as data artifacts, pathology, or individual anatomical variation
(robustness) [43].
Accuracy metrics typically rely on a ground truth segmentation—segmentations that are
somehow close to this ground truth are considered better than those that are not. Studies
with digital or physical phantoms provide a ready definition of ground truth. However, for
biological or clinical data sets, ground truth is usually unknown. In such a case, researchers
typically rely on experts to delineate the ground truth by hand [43, 44]. Experts seldom
all agree, but a statistical combination (averaging) of several expert segmentations can account for expert variability. Averaging of multiple nonparametric shapes, however, is itself
a difficult problem. One technique for combining multiple segmentations is Simultaneous
Truth and Performance Level Estimation (STAPLE), [45]. This treats segmentation as a
pixelwise classification, which leads to an averaging scheme that accounts for systematic
biases in the behavior of experts
The accuracy of an individual experimental segmentation is usually given through some
measure of a region’s overlap and its distance from the ground truth. Common distance

Under review at Medical Image Analysis, 2004

7

metrics include the Hausdorff distance [46] and the root mean squared distance between
selected boundary points [39, 40]. Often overlap is characterized by a similarity measure
between experimental and ground truth volumes. One common similarity measure is the
cardinality of the intersection (in pixels or voxels) of positive classifications in two volumes
volumes over the union of the positive classifications [41, 47], denoted s. Another overlap
metric is the total correct fraction, c, which is simply the percentage of correctly classified
pixels in the image volume (negative and positive) [1].
Another strategy for evaluating a single-object segmentation is to view each pixel as an
instance of a detection task, which gives rise to metrics for sensitivity and specificity. Sensitivity, p, is the true positive fraction of the segmentation, the percentage of pixels in an
image correctly classified as lying inside the object boundary. Specificity, q, is the true negative fraction, the percentage of pixels in a segmentation correctly classified as lying outside
the object boundary. Because there is an explicit tradeoff between sensitivity and specificity,
researchers have proposed using receiver operator characterizations (ROC), which monitor
the behavior of this tradeoff for different segmentation algorithms or parameter settings
[48, 38].
The precision of a segmentation method is an indicator of how repeatable the results are
using that technique. Alternatively, precision is an indicator or the degree of randomness
inherent to the method. Precision does not rely on knowing ground truth and can be estimated by applying the similarity measure s within a set of experimental segmentations
[38]. The mean s value from these comparisons gives a characterization of the precision of
the method.
The efficiency of a segmentation technique is a measure of the time involved in achieving
a segmentation. This can include user interaction and compute times. These two characteristics are usually considered individually, because each has a separate cost and will affect
the practicability of the method in a way that depends on the specific application.

3 Level-Set Formulation and Algorithms
We begin this section with a brief review of the notation and mathematics of level-set methods and describe the particular formulation that is relevant to this paper. Comprehensive
reviews of level-set methods are given the literature [5, 6].
An
representation in which the surface consists of all points S 
 implicit model is a surface
3
x̄  φ  x̄  0  , where φ : ℜ
ℜ. Level-set methods relate the motion of that surface to a
PDE on the volume, i.e. ∂φ ∂t 
∇φ  v̄  t  , where describes the motion v̄  t  of the surface.

8

Joshua E. Cates, Aaron E. Lefohn , Ross T. Whitaker

Within this framework one can implement a wide range of deformations by defining an
appropriate v̄. For segmentation, the velocity often consists of a combination of two terms
[9, 10]
∂φ
∂t

 ∇φ 



αD  x̄  1

α ∇ 

∇φ
 ∇φ 

(1)

where D is a data term that forces the model toward desirable features in the input data, the
term ∇  ∇φ  ∇φ  is the mean curvature of the surface, which forces the surface to have
less area (and remain smooth), and α  0 1 is a free parameter that controls the degree of

smoothness in the solution. There are several variations on this framework in the literature,
e.g. [11].
The behavior of the model is mostly characterized by the data term and how it relates to the
image. Invariably, the data term introduces free parameters, and the proper tuning of those
parameters, along with α, is critical to making the model behave in a desirable manner.

3.1 An Intensity-Based Speed Function

Our strategy is to construct a speed function D that causes the model to grow in regions
where the data is consistent with the desired segmentation and to contract in regions where
it is not. We can achieve this by letting D have positive or negative values depending on
whether or not the model is within a specified range of data values. In this case the speed
function at any one point is based solely on input value value I at the point x̄ in the image,
i.e D  x̄  D  I  x̄   .
Such a simple scalar speed function is given by
D  I ! ε " I

T



(2)

where T controls the dominant intensity of the region to be segmented and ε controls the
range of greyscale values around T that could be considered inside the object. Thus when
the model lies on a voxel with a greyscale level between T ε and T  ε, the model expands
and otherwise it contracts. The speed term is gradual, and thus the effects of the D diminish
as the model approaches the boundaries of regions whose greyscale levels lie within the T #
ε range. Even with this simple scheme a user would have to specify three free parameters,
T , ε, and α, as well as an initialization. Figure 1 shows a graph of D defined in this manner.
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Fig. 1. (a) A speed function based on image intensity causes the model to expand over regions with greyscale values within
the specified range and contract otherwise. (b) Efficient implementations of level sets entail computing the solution only
near the moving wavefront.

3.2 A Statistical Classifier
The speed term in (2) represents a simple one-dimensional, two-class statistical classifier. If
we let P  A  I  be the probability that a pixel lies in the object conditional on the pixel/voxel
value I and P  B  I  be the probability that the pixel is not in the object, then the Bayesian
decision variable is
P A I
P  I  A P  A
D
(3)

P B I
P  I  B  P  B $
which should be compared to unity in order to decide on either A or B. If all intensities
in the background, B, are equally likely (the goal here is simplicity), the denominator is
constant, and the log of D is
log D



log P  I  A  logP  A % logP  I  B % logP  B '&

If we let the statistics of the inside of the object be Gaussian P  A  I  exp () I
we have the following decision rule for a pixel x̄ with intensity I:
x̄

+*

A  I T -, ε
B otherwise



(4)
µ

2

2σ2  ,
(5)

1

where ε /.10 2σ2  log P  A 2 logP  I  B % logP  B  $0 2 , and T  µ. Thus, we see that this
0
043
simple three parameter model allows a user to explore the possibilities of this simple statistical classifier and combine it with the geometric information embodied in the curvature
of the level set.
This analysis sheds some light on the proper interface for these parameters. For instance,
we can help the user choose these parameters by providing a interactive tool that allows a
user to select a set of points (e.g. by holding down a mouse button and moving the cursor
over the area of interest) that generate a mean and a variance, and use these values initialize
T and ε.
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3.3 A Speed Function for Spectral Volumes
This statistical classifier also extends to image/volumes with multiple values, i.e. spectral
images, with values denoted I¯ x̄ 5 ℜm . In this case the in-object condition probability is
P  A  I¯! exp



1 ¯
 I µ̄  T Σ 6
2

1

 I¯

µ̄ 

 

(6)

where Σ is the covariance. We can express the classifier in terms of Mahalanobis distance.
That is:
A
D, ε
(7)
x̄  *
B otherwise 
and D 7.8 I¯ µ̄  T Σ 6

1

 I¯

µ̄ 

3

1
2

.

The graph of the speed function given in (7) is an ellipsoidal hypercone that crosses the zero
axis of the independent variable to form an ellipsoid, centered at µ̄, with a shape and orientation given by the covariance. Figure 2 depicts this for m  2. The free parameter ε defines
the width of the resulting ellipsoidal classifier in units of standard deviation. The model
expands when it lies on a pixel whose value is within the classifier range and contracts
elsewhere. This Mahalanobis classifier is a natural extension of the scalar speed function
that accounts for the correlation between different features of I¯ and allows for curved decision boundaries. In the case where all features are uncorrelated Mahalanobis distance is
equivalent to Euclidean distance.
mMMiyF(iIlMfp(Eb

D(I)

S(IbMfbvylEIF

µ

I

PMlEbfD(I)=0

S(Ibfp(ENulpNF

Fig. 2. (a)A Mahalanobis distance classifier describes a mean and standard deviation of feature values that is normalized
with respect to the covariance of the features. (b) Image values within the classifier range are mapped to a positive speed.
Values outside the classifier range are mapped to a negative speed.

For three-channel data such as color RGB images, the covariance matrix and mean vector
entail a total of twelve free parameters. Thus, it is not feasible to provide a user interface
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to interactively control all of the parameters associated with the multivariate form of this
speed function. Instead, we allow the user to extract the mean and variance from a region
of interest and provide the user with a single free parameter ε, which controls the size of
the ellipsoidal region in the feature space and corresponds to the relative prior probabilities
between the object and background.
3.4 The Role of Surface Curvature
If a user were to initialize a model in a volume and use the speed terms in Eqs. (2–7) without
any curvature the results would be virtually the same as a simple flood fill over the region
bounded by the upper and lower thresholds (or the ellipsoid in the mD case). However,
the inclusion of the curvature term alleviates the critical leaking problem that arises when
using flood filling as a segmentation technique. The leaking effect is particularly acute in
3D segmentations and is easily demonstrated on a brain tumor data set, as shown in Fig. 3.
Furthermore in cases where the noise in the data corrupts the shapes of object boundaries,

(a)
(b)
(c)
Fig. 3. Showing one slice of a MRI volume: (a) The spherical initialization. (b) A model expands to fill the tumor but
leaks through gaps and expands into other anatomy. (c) The same scenario with a degree of curvature prevents unwanted
leaking. The level set isosurface is shown in yellow.

the curvature term can provide smoother results. However, oversmoothing with curvature
can significantly distort the shapes of segmented objects, and if the weight of the curvature
is too large the model will pull away from the data and collapse to a point.
3.5 Rescaling the Distance Function
When solving the PDE associated with Eq. (1), the different level sets of the function
φ will tend to spread out in some regions of the volume (due to the curvature term and
numerical diffusion) and aggregate in other areas (due to the speed term). These phenomena
are characterized by a decreasing or increasing of  ∇φ  over time, respectively. Both of
these tendencies will undermine the effectiveness of narrow-band algorithms, and therefore
the literature describes mechanisms for maintaining φ with a relatively constant gradient
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magnitude. For instance, in [22], the authors stop the evolution of φ at regular intervals and
establish a new φ that corresponds to the signed distance transform of the zero level set.
In [23], the author updates the values of grid points around the zero-set of φ in layers that
maintain an approximation to the signed distance.
For the GPU-based solver, neither of this strategies is appropriate, because they entail dynamic data structures that cannot be easily implemented in the streaming architecture. Instead we maintain  ∇φ  , by the addition of an extra term to the update equation (PDE) that
governs the evolution of φ. This term will force the level sets of φ to spread out if the gradient is too large and to move together if the gradient is too low. This rescaling term, G r , is
of the form
Gr  φ 9 gφ " ∇φ 4:
(8)
where gφ , the target magnitude for the gradient.



This rescaling term has several properties that are important to the implementation of GIST.
First, the distance transform of the level set, scaled by gφ , is formally (i.e. ignore points
where ∇φ is undefined) a fixed point of (8). Second, because G r is proportional to φ, it does
not affect the values of φ near the zero set, and therefore should not impact the evolution
of the surface model. Finally, when Gr is implemented with the upwind scheme, it will
maintain monotonicity, and therefore the fixed point of this term applied to updates of grid
representing φ will be a clamped distance transform with extreme values limited by those
in the initial conditions. Thus, Gr will maintain the narrow-band property, which is to say
that φ will have  ∇φ <; gφ within a narrow band around the zero set and  ∇φ =; 0 elsewhere.

4 Software Application Design
This section describes GIST, an interactive level-set segmentation tool, and the GPU implementation that makes it possible. It begins with a brief review of the GPU-based level-set
solver (for a more complete description see [49]), describes the visualization of the volume
data and surface models, and then describes the user interface to GIST.

4.1 GPU Level-Set Solver
The efficient solution of the level-set PDEs relies on only updating voxels that are on or
near the isosurface. The sparse GPU level-set solver achieves this by decomposing the
volume into a set of small 2D tiles (e.g. 16 x 16 pixels each). Only those tiles with non-zero
derivatives are stored on the GPU (Fig. 4b). These active tiles are packed, in an arbitrary
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order, into a large 2D texture on the GPU. The 3D level-set PDE is computed directly
on this compressed format. Because active tiles are identified by non-zero gradients, it is
crucial that the volume in which the level-set surface is embedded, φ, resemble a clamped
distance transform. In this way regions on or near the model will have finite derivatives,
while tiles outside this narrow band will be flat, with derivative values of zero. Thus, the
rescaling term given in Eq. (8) is particularly important.
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Fig. 4. (a) The modern graphics processor computation pipeline. (b) The proposed method relies on packing active tiles
into 2D texture—a compressed format.

For each PDE time step update, the 3D neighborhoods of all pixels in the active tiles must
be sampled from the compressed 2D compressed format. For each active tile, the CPU
sends texture coordinates, i.e. memory addresses, to the GPU for each of the tiles that share
a side or an edge in the 3D volume. These texture coordinates are generated and maintained
on the CPU. Using these texture coordinates, the GPU can perform neighborhood lookups
to produce the complete set of partial derivatives (finite differences) used for the gradient
and curvature calculations, which are in turn used to update values of φ.
After the level-set embedding is updated, the GPU uses built-in, hardware accelerated,
mipmapping capabilities to create a bit vector image that summarizes the status of each
tile. Each pixel in this coarse texture contains a bit code that identifies if that tile, as well as
any of its six cardinal neighbors, need to be active for the next time step. This small image
( >@? 64KB) is read back by the CPU and used to update the data structures that track the
active volume regions. The texture coordinates are updated based on these structures and
the next time step is computed.
This GPU-based level-set solver achieves a speedup of ten to fifteen times over a highlyoptimized, sparse-field, CPU-based solver. All benchmarks were run on an Intel Xeon 1.7
GHz processor with 1 GB of RAM and an ATI Radeon 9700 Pro GPU. For the tumor
segmentations performed in the user study, the GPU-based solver ran at 60-70 time steps
per second while the CPU version ran at 7-8 steps per second. The final steps of the cerebral
cortex segmentation shown in Fig. 10 ran at 4 steps per second on the GPU and 0.25 steps
per second on the CPU.
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4.2 Interactive Visualization
An important aspect of GIST is the interactive visualization of the level-set surface, the volume data, and the speed function. This interactivity includes 2D slice-by-slice visualization
of data, model, and speed, as well as 3D volume/surface rendering with user-controlled
clipping planes to visualize and query the volume data.
GIST provides a simultaneous volume visualization of the input data with the evolving
level-set model. The volume renderer associated with GIST performs a full 3D (transferfunction based) volume rendering of the greyscale data. For rendering the original volume,
the input data and its gradient vectors are kept on the GPU as 3D textures. This GPU-based
volume rendering incorporates multidimensional transfer functions as described in Kniss et
al. [50]. The current implementation of GIST renders only scalar volume data, and thus for
spectral data it renders only a derived scalar quantity (e.g. one component or magnitude).
Future work will include the use of multidimensional transfer functions to directly render
spectral data.
For rendering the evolving level-set model, we use a modification of the conventional 2D
sliced approach to texture-based volume rendering [51]. The modification to the conventional approach is the rendering of the level-set solution directly from the packed tiles,
which are stored as a single 2D texture. The level-set data and tile configuration is dynamic, and therefore does not require separate precomputed versions of the data (e.g. sliced
along cardinal views) as is typically done with 2D texture approaches. Instead the renderer
reconstructs these views, as needed, each time the volume is rendered. For efficiency, the
renderer reuses data wherever possible. For instance, lighting for the level-set surface uses
gradient vectors computed during the level-set update stage. The rendering of the source
data relies on precomputed gradient data—the gradient magnitude is used by the transfer
function and the gradient direction is used in the lighting model. More details on this design
are given in [49].

4.3 Interface and Usage
GIST combines a graphical user interface (GUI), which controls the underlying GPU-based
level-set solver, with a volume renderer. The GUI presents the user with two volume slices,
a 3D rendering window, and a control panel. The first slice window displays the current
segmentation as a yellow line overlaid on top of the target data. The second slice viewing
window displays a visualization of the speed function that use color to clearly delineate
the positive and negative regions. The GUI has controls for scrolling through image slices,
starting and stopping the solver, and saving the 3D segmentation to file. The user can also
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query data values in the slice viewer and create spherical surface models to use as initializations to the level-set solver. A screen capture of the slice-based interface is shown in
Fig. 5.

Fig. 5. The main user interface of software application, called GIST. The center window shows a slice of an MRI volume
overlaid by a brain tumor segmentation in progress. The right window displays the sign of the speed function.

To set the free parameters of the speed function, the user samples image values by clicking
and dragging the mouse in regions of interest through the 2D slice view window (center
window of 5). As the user gathers statistical samples, GIST simultaneously updates the
mean value and the variance or covariance that defines the shape of the classifier. A user
will typically probe the object across a range of slices for a better representative sampling
than can be obtained in just one image slice. The remaining speed function parameter ε
is set manually in the GUI. The speed function is updated and displayed in real time as
parameters are modified to guide the process.
The volume renderer window displays a 3D rendering of the source data and a surface
rendering of the evolving level-set model. The opacity of each rendering can be controlled
by the user. A clipping plane with the original data can also be applied to the rendering in
any orientation and position. All of the interactions available in the 2D slice view are also
available on the clipping plane, e.g. the user can probe data to set the speed term parameters
and draw spheres for initializing the model directly into the 3D view. The intersection of
the level-set solution with the clipping plane is shown as a yellow band. Figure 6 shows
two views from the volume rendering window.
For a typical segmentation GIST, a user scrolls through slices until they find the location
of the target object and then queries values with the mouse to set the speed function parameters. Next, the user creates an initial model by drawing one or more spheres within
the object and then starts the solver. The user scrolls through slices as the model begins to
deform, observing its behavior and modifying curvature (model smoothness) and classifier
width as needed. The user may also stop the solver and resample the data to either refine
or replace the current statistical speed function parameters. Using the immediate feedback
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(a)
(b)
Fig. 6. Two views of the volume rendering window from GIST. A brain cortex segmentation is shown at left with a cutting
plane applied to the rendering on the right. The intersection of the level-set surface with the cutting plane is shown as a
yellow band.

they get on the behavior of the model, they continue modifying parameters until the model
boundaries appear to align with those of the tumor. In a typical 5 minute session, a user
may modify the model parameters between 10 and 30 times.

5 Results

This section presents results from the application of our GPU-based level-set segmentation
tool to a range of scalar and spectral data. The evaluations in this section include qualitative
and quantitative comparisons with hand contouring as well as two other user-assisted methods. We choose hand contouring as the main focus of the comparison for several reasons.
First, it is (like the proposed method) a general purpose segmentation method. Second, the
field at large considers hand contouring (by experts) to be the de facto gold standard. Third,
hand contouring is, in many cases, the state of the art. That is, a large number of clinical
applications that require image segmentation still rely on hand contouring as their primary
segmentation technique.
Section 5.1 gives a qualitative analysis of several anatomical segmentations from MRI and
color cryosection data. A more rigorous, quantitative evaluation is presented in Sect. 5.2,
which describes a user study of our software and compares results of brain tumor segmentations with ground truth obtained from experts.
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5.1 Qualitative Evaluation
As a preliminary evaluation of our segmentation tool, we segment a variety of anatomical
structures in several imaging modalities: scalar and spectral MRI, and color cryosection
data from the Visible Human Female (VHF) [52]. This section presents results and discussion of those segmentations.
Figure 7(a) is a rendering of a cortical brain surface segmentation from a 256 x 256 x 175
MRI volume. The complete segmentation required no preprocessing (e.g. no filtering) of
the data and required five minutes using the one-dimensional classifier speed function with
a small, spherical surface (placed by the user) as the initial model. This type of segmentation is impractical to compute on ordinary, CPU-based solvers because of the size and
complexity of the solution. In our experience with state-of-the art CPU-based solvers (e.g.
see the Insight Toolkit, www.itk.org) the same cortical segmentation typically takes more
than an hour.

(a)
(b)
Fig. 7. Renderings of (a) brain cortical surface from scalar MRI and (b) white matter from spectral MRI show qualitatively
good results on large, complex structures computed at interactive rates.

For MRI spectral data, we use volumes consisting of co-registered T1, T2, and proton density data. This combination of image modalities requires the three-dimensional classifier,
given in Eq. (7), to take full advantage of the wider spectrum of information. Figure 7(b)
shows a rendering of a segmentation of the white matter of the brain. As with the corticle segmentation, the results are encouraging because they can be obtained in only a few
minutes (no preprocessing) with a simple spherical seed point initialization. We have seen
similarly promising results with our tool segmenting skin and skull tissue from spectral
MRI data.
For the VHF color cryosection data, we use a region of interest (cropped volume) from
the head that contains two interesting structures: the right lateral rectus muscles, and an-
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terior portions of the right and left optic nerves. The texture information in this data set
posed a significant challenge, and therefore we preprocessed the data by smoothing with
10 iterations of modified-curvature diffusion [53]. This diffusion step blurs the more homogeneous regions of the data while preserving object boundaries. This nonlinear diffusion is
relatively computationally expensive, especially on spectral data, and it required approximately 20 minutes of computation on a two-processor Pentium IV desktop machine.
Figure 8 presents the results of our VHF anatomical segmentations and compares them with
results obtained using other general-purpose segmentation methods. Column (a) shows a
single slice of the original data with the target object for segmentation highlighted. Column (b) is a surface rendering of the results using our level-set tool. The results from (b)
are overlaid on the slice in column (a). Expert segmentations of the same structures are
shown in 8(b). The expert segmentations were obtained from multiple operators at Harvard Brigham and Women’s Hospital and at the University of Utah using the Slicer Tool
[54]. The renderings shown in (b) are of composite ground-truth volumes created with the
STAPLE method described in Sect. 5.2. Column (c) shows results obtained using another
general, interactive segmentation method based on morphological watersheds segmentation
method (for details see [55]).
(b) GPU LS

(c) Manual

(d)WS assisted

Optic
Nerves

Lateral
Rectus

(a) Original + GPU LS

Fig. 8. Visual comparison of surface renderings of GPU level-set (b) and manual (c) segmentations of the Visible Human
Female color cryosection anatomy. The targeted anatomical structure is highlighted in column (a), which shows the
segmentation from (b) superimposed over a transverse slice through the original color data. Column (d) is a comparison
with the user-assisted watershed technique.

Visual inspection of the GPU level-set results show them to be of similar quality as the
hand-contour and watershed results. Anterior and posterior sections optic nerves in the
area of the optic chiasm are segmented separately in this example and combined prior
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to rendering. The current speed function implementation in GIST is limited to a single
statistical feature profile, and therefore distinct structures in color space such as the optic
chiasm must be segmented separately.
Because of the curvature term in (1), segmentations created using our tool are naturally
anti-aliased. The level-set technique also tends to produce a smoother boundary in the axial
direction than the hand-contour and watershed methods, which tend to more resemble a
stack of 2D slices with poor continuity of the boundary in the axial direction. The greatest
advantage to the GPU level-set segmentation is its relative efficiency. The time taken for the
VHF segmentations are up to 20 times faster than hand-contouring (several minutes versus
up to several hours) and were up to 6 times faster than using the watersheds method (full
processing time). As the following section will demonstrate, the level-set segmentation tool
can generally produce acceptable results on the raw image data, which is not possible with
many other algorithms, such watershed segmentation; therefore the level-set segmentation
tool is particularly useful for fast, impromptu segmentations of 3D data sets.

5.2 User Study
Motivation The purpose of this study is to determine if our level-set tool can produce volumetric delineations of brain tumor boundaries comparable to those done by experts (e.g.
radiologists or neurosurgeons) using traditional hand-contouring. We apply our method to
the problem of brain tumor segmentation using data from the Brain Tumor Segmentation
Database, which is made available by the Harvard Medical School at the Brigham and
Women’s Hospital (HBW) [1, 2]. The HBW database consists of ten 3D 1.5T MRI brain
tumor patient datasets selected by a neurosurgeon as a representative sampling of a larger
clinical database. For each of the ten cases, there are also four independent expert hand
segmentations of one randomly selected 2D slice in the region of the tumor.
We use nine cases for our study: three meningioma (cases 1-3) and 6 low grade glioma (46, 8-10). One case, number 7, is omitted because a quick inspection shows that its intensity
structure is too complicated to be segmented by the proposed tool—such a problem remains
as future work, as we will discuss in Sect. 6. For this study, there is no preprocessing on
the data and there are no hidden parameters in this study—all parameters in our system are
set by the users in real time, as they interact with the data and the models.
The subjects consist of five people from among the staff and students in our group who
have each been given a brief introduction on how to use the application. During the study,
each user is asked to delineate the full, 3D boundaries of the tumor in each of the nine
selected cases. We set no time limit on the users and record their time to complete each
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tumor. None of our users are experts in reading radiological data. It is not our intention to
test for tumor recognition (tissue classification), but rather to test whether parameters can
be selected for our algorithm to produce a segmentation which mimics those done by the
experts. To control for tumor recognition, we allow each user to refer to a single slice from
an expert segmentation. Users are told to treat this hand segmentation slice as a guide for
understanding the difference between tumor and non-tumor tissue. Our assumption is that
an expert would not need such an example.

Aggregation of Expert Segmentation Data The expert data serves two purposes in the
this study. First, it provides a mechanism for establishing a ground truth, against which we
can compare the level-set segmentation. Second, the set of expert segmentations establish
a performance benchmark for the accuracy, precision, and efficiency of hand contouring.
Ground truth is established from manual segmentations by the experts using the STAPLE
algorithm [2], an iterative EM algorithm that accounts for systematic biases in the behavior
of experts. The STAPLE algorithm generates a fuzzy ground truth as well as sensitivity and
specificity parameters for each expert and each case.
We denote a single subject within a population with the subscript j and the pixels within the
image/volume as i. An image of binary values Di j represents a segmentation for a particular
subject. Given sensitivities p j and specificities q j for each subject, the degree of confidence
that a particular pixel is in the target object is
g i αi
Wi 
(9)
gi αi  1 gi  βi 
where gi is the prior probability that any pixel would be classified as inside the target object
(usually taken to be the fraction of the image that is filled by the object). The values of α
and β are
α

. Π j p j Di j 3 . Π j  1

p j A 1

Di j 

3

and β 

. Πj qj  1

Dij 

3 . Πj  1

qj  Dij

3 &

(10)

Given a probability image Wi , the sensitivity/specificity for each subject can be updated as
pj



∑i Wi Di j
and qj 
∑i Wi

∑i  1 Wi B 1 Dij 
∑i  1 W i 

&

(11)

The full STAPLE algorithm entails iterating on these updates, back and forth between  p q 

and W , until the process converges.
Accuracy is evaluated against aggregate volumes created for each segmented object by
applying the STAPLE algorithm to the expert hand-contours. These aggregate (STAPLE)
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volumes consist of a graded membership function (zero to one). We analyze the accuracy
of the experimental, level-set results by evaluating the sensitivity and specificity of each
experimental subject, using Eq. (11), relative to these aggregate volumes. We can then
make comparisons by computing average sensitivity and specificity for the two groups—
subjects using hand contouring and subjects using the level-set GUI. Additionally, we can
combine values of p j and q j to compute a total correct fraction for a subject:
cj



∑i Wi Di j  ∑i  1 Wi B 1
∑i 1

Di j 

&

(12)

Ideally we would compute accuracy of hand-contour segmentations using aggregate data
from an independent group of expert segmenters. A characterization of the accuracy of a
small group of manual segmentations using ground truth generated as a complete aggregate
of those same segmentations contains an clear bias that over estimates the accuracy of the
expert segmentations. A second, less conservative measurement that produces a more unbiased estimate of the manual segmentation accuracy is a round-robin leave-one-out strategy,
[56], where p, q, and c values for each Di j are computed using Wk generated by all segmentations k  C j.
Accuracy metrics must be interpreted carefully. Note that where a segmentation technique
shows high sensitivity, there is a high confidence level in the results it produces for negatively classified pixels, and where a technique shows high specificity, there is a high confidence level for positively classified pixels. The magnitudes of p and q are incommensurate
because they are percentages of different populations of pixels. Total correct fraction is
particularly difficult to interpret because it is biased by the ratio of the size of the image
volume to the size of the target object. Where this ratio is high, c approaches q. Where the
ratio is low, c approaches p. Total correct fraction is used in this study only as a way to
compare our results with other published results on the same data.
We quantify precision in this study using the similarity s jk of results from subjects j and k,
s jk



2 ∑i Di j Dik
∑i Di j  Dik 

(13)

and average similarity across all pairs of subjects j  C k. Accuracy, precision, and efficiency
metrics were also applied across subjects. Given the limited resources for this study and the
scarcity of manually segmented data, we were not able to make intra-subject comparisons,
which require multiple segmentations from the same subject.

Discussion and Analysis Figure 9 shows graphs of average p, q, and c values for the
experts and the users in our study. Error bars represent the standard deviations of the asso-
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Fig. 9. A comparison of user study results (GPU LS) with expert and expert round-robin (RR) results reveal an overall
comparable performance with a tendency to underestimate the region of tumor.

The performance of the experts and our users varies case by case, but in almost all cases
the performance of our users was within the range of performances of the experts. A comparison with expert-biased ground truth shows similar results. The average correct fraction
of our users was better than the experts in 6 out of 9 cases. A general trend is that our users
tended to underestimate the tumor relative to the experts, as indicated by lower values of p
and higher values of q, especially when compared to the round-robin expert averages. This
is consistent with our experiences with hand segmentations and level set models— with
hand contouring users tend to overestimate structures, and with level sets the curvature
term tends to reduce the size of convex structures.
The segmentations in our study show a much higher degree of precision than the expert
hand segmentations. Mean precision [38] across all users and cases was 94 & 04% # 0 & 04%
while the mean precision across all experts and cases was 82 & 65% # 0 & 07%. Regarding efficiency, the average time to complete a segmentation (all users, all cases) was 6 # 3minutes.
Only 5% 10% of this time is spent processing the level-set surface. This compares favorably with the 3-5 hours required for a typical 3D segmentation done by hand.

(a)
(b)
Fig. 10. (a) An expert hand segmentation of a tumor from the HBW database shows significant interslice artifacts. (b) A
3D segmentation of the same tumor from one of the subjects in our study.
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The accuracy and precision of subjects using our tool also compares well with the automated brain tumor segmentation results of Kaus, et al. [1], who use a superset of the same
data used in our study. They report an average correct volume fraction of 99 & 68% # 0 & 29%
(using the expert-biased ground truth), while the average correct volume fraction of our
users was 99 & 78% # 0 & 13%. Their method required similar average operator times (5-10
minutes), but unlike the proposed method their classification approach required subsequent
processing times of approximately 75 minutes. That method, like many other segmentation
methods discussed in the literature, includes a number of hidden parameters, which were
not part of their analysis of timing or performance.
These quantitative comparisons with experts pertain to a only single 2D slice that was extracted from the 3D segmentations. This is a limitation due to the scarcity of expert data.
Our experience is that computer-aided segmentation tools perform relatively better for 3D
segmentations because the hand contours typically show signs of interslice inconsistencies and fatigue. Figures 10a–b show a segmentation by an expert with hand contouring
compared with a segmentation done by one of our subjects.

6 Summary and Conclusions
A careful implementation of real-time visualization and a sparse level-set solver on a GPU
provides a new tool, called GIST, for interactive 3D segmentation. Users can manipulate
several parameters simultaneously in order to find a set of values that are appropriate for
a particular segmentation task. The quantitative results of using this tool for brain tumor
segmentation suggest that it is compares well with hand contouring and state-of-the-art
automated methods. However, the tool as built and tested is quite general, and it has no
hidden parameters. Thus, the same tool can be used to segment a variety of anatomy as was
show in Sect. 5.1.
The current limitations are mostly in the speed function and the interface. The speed function used in this paper is quite simple and easily extended, within the current framework, to
include image edges and more complicated statistical classifiers. Future work will include
development of a more intuitive 3D interface that could potentially improve user interaction
times and accuracy.
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Minimal Variance

Segmentation Without Edges

• Decompose image into segments with piecewise constant intensities
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Segmentation With Edges
• Interface between boundary is located
at edges – where the image gradient
has an extrema:
r
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Problem Statement

Level-Set Segmentation From
Multiple Non-Uniform Volume
Datasets
(K. Museth, D. Breen,
L. Zhukov, R. Whitaker)
[IEEE Visualization ’02]

Problem Statement
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Problem Statement

Assumptions And Limitations
• Registration is known!
– Some are perfectly aligned
– Some are done by hand
Simple Merging or standard interpolation not feasible
– Highly non-uniform samplings – regular
reconstruction filters won’t work
– Possible attenuation effects - gain-corrections needed
– Noisy input – no direct iso-surfacing

Long-Range Edge Detector

Segmentation With Edges
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• Depends on derivatives of intensities
• No need for a global intensity reconstruction ☺
• Only local computation needed ☺
• 3D edge-detector is short-ranges
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Algorithm Overview
Approximate initial surface
– Low-order global uniform re-sampling of input volumes
– Compute union to form single uniform volume.
Pull surface close to edges
– High-order local approximation of derivatives by Moving
Least Squares. (in narrow band only!)
– Attraction to the long-range binary Canny edges.
Final surface deformation
– Attraction to short-range 3D directional edges.
– Regularize with curvature based flow

CSG Union

Three Non-Uniform MRI Scans
Of A 12 Day Old Mouse Embryo
26 × 128 ×128

256 ×16 ×128

+

256 ×128 ×13

+

After Canny edge refinement
256 ×128 × 128

Final level set model

256 ×128 × 128

Composite of mouse segmentation

256 ×128 × 128

+

+
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Three Non-Uniform CT
Scans Of A (Real) Teapot
28 × 218 ×188

244 × 25 ×188

+

244 × 218 × 21

+

244 × 218 ×188

=

Three MRI Scans Of A Zucchini
256x256x17
(4-chamber)

256x16x256
(long-axis)

Laser Scan Reconstruction Of Griffin

294 × 312 × 24

294 × 52 × 144

+

294 × 312 × 144

=

Three MRI Scans Of A Zucchini

24x256x256
(short-axis)

Summary

• Relatively fast

– Global tri-linear re-sampling of individual lowresolution input volumes.
– Local N-order polynomial approximation of derivatives
in a narrow band of the CSG union.
– Complexity scales with the area of the model – not
volume

• Flexible
– Deforming LS model can change topology
– Uses distance-weighting of irregular samplings
– Allow for local gain-correction

• Robust
– Using robust numerical algorithms like MLS and SVD
– Relatively stable with respect to noise and imperfect
registration
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Figure 1: 3D level set model of a griffin derived from two non-uniform laser scan reconstruction volume datasets. The two input
models with resolution 294×312×24 and 294×52×144 show severe aliasing effects from insufficient sampling, especially in the
wings. Our method merges information from both of the datasets to produce a high resolution 294×312×144 level set model. All
models throughout this paper are flat-shaded to highlight details.

A BSTRACT

1

Typically 3-D MR and CT scans have a relatively high resolution in
the scanning X −Y plane, but much lower resolution in the axial Z
direction. This non-uniform sampling of an object can miss small
or thin structures. One way to address this problem is to scan the
same object from multiple directions. In this paper we describe a
method for deforming a level set model using velocity information
derived from multiple volume datasets with non-uniform resolution
in order to produce a single high-resolution 3D model. The method
locally approximates the values of the multiple datasets by fitting
a distance-weighted polynomial using moving least-squares. The
proposed method has several advantageous properties: its computational cost is proportional to the object surface area, it is stable
with respect to noise, imperfect registrations and abrupt changes
in the data, it provides gain-correction, and it employs a distancebased weighting to ensures that the contributions from each scan
are properly merged into the final result. We have demonstrated the
effectiveness of our approach on four multi-scan datasets, a griffin
laser scan reconstruction, a CT scan of a teapot and MR scans of a
mouse embryo and a zucchini.

Many of today’s volumetric datasets are generated by medical MR,
CT and other scanners. A typical 3-D scan has a relatively high resolution in the scanning X − Y plane, but much lower resolution in
the axial Z direction. The difference in resolution between the inplane and out-of-plane samplings can easily range between a factor
of 5 to 10, see figure 1. This occurs both because of physical constraints on the thickness of the tissue to be excited during scanning
(MR), total tissue irradiation (CT), and scanning time restrictions.
Even when time is not an issue, most scanners are by design incapable of sampling with high resolution in the out-of-plane direction,
producing anisotropic “brick-like” voxels.
The non-uniform sampling of an object or a patient can create
certain problems. The inadequate resolution in the Z direction implies that small or thin structures will not be properly sampled, making it difficult to capture them during surface reconstruction and object segmentation. One way to address this problem is to scan the
same object from multiple directions, with the hope that the small
structures will be adequately sampled in one of the scans. Generating several scans of the same object then raises the question of how
to properly combine the information contained in these multiple
datasets. Simply merging the individual scans does not necessarily
assemble enough samples to produce a high resolution volumetric model. Normally a technique for filling in between samples is
needed.
We have previously developed a framework for extracting 3D
models from volume datasets [23] based on level set methods [13].
In this paper we describe a method for deforming a level set model
using velocity information derived from multiple volume datasets
with non-uniform resolution in order to produce a single highresolution 3D model. The method locally approximates the values
of the multiple datasets by fitting a distance-weighted polynomial

CR Categories: I.3.5 [Computer Graphics]: Computational Geometry and Object Modeling—Surface and object representations;
Keywords: Segmentation, visualization, level set models, 3D reconstruction.
∗ kmu@caltech.edu
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using moving least-squares (MLS) [19, 8]. Directional 3D edge information that may be used during a level set segmentation process
is readily derived from MLS.
The proposed method has several advantageous properties. Instead of merging all of the input volumes by global resampling (interpolation), we locally approximate the derivatives of the intensity
values by MLS. This local versus global approach is feasible because the segmentation process is implemented with a deformable
level set model that requires only edge information in a narrow band
around the surface. Consequently the MLS calculation is only performed in a small region of the volume, rather than throughout the
whole volume, making the computational cost proportional to the
object surface area [25]. As opposed to many interpolation schemes
the MLS method is stable with respect to noise and imperfect registrations [5]. Our implementation also allows for small intensity
attenuation artifacts between the multiple scans thereby providing
gain-correction. The distance-based weighting employed in our
method ensures that the contributions from each scan is properly
merged into the final result. If a slice of data from one scan is
closer to a point of interest on the model, the information from this
scan will contribute more heavily to determining the location of the
point.
To the best of our knowledge there is no previous work on creating deformable models directly from multiple volume datasets.
While there has been previous work on 3D level set segmentation
and reconstruction[24, 10, 9, 20, 26], it has not been based on multiple volume datasets. However, 3D models have been generated
from multiple range maps [22, 4, 25, 16], but the 2D nature of these
approaches is significantly different from the 3D problem being addressed in this paper. The most relevant related projects involve
merging multiple volumes to produce a single high-resolution volume dataset [21, 6], and extracting edge information from a single
non-uniform volume [2]. Our work does not attempt to produce a
high-resolution merging of the input data. Instead, our contribution
stands apart from previous work because it deforms a model based
on local edge information derived from multiple non-uniform volume datasets.
We have demonstrated the effectiveness of our approach on four
multi-scan datasets. The first three examples are derived from single high resolution volume datasets that have been sub-sampled in
the X, Y and Z directions respectively. Since the non-uniform
scans are extracted from a single dataset they are therefore perfectly
aligned. The first example is a volumetric laser scan reconstruction of a griffin model. The second example is a high resolution
MR scan of a 12-day-old mouse embryo, which has already had its
outer skin isolated with a previous segmentation process. The third
example is a preprocessed high resolution CT scan of a teapot, that
also only contains an outer surface. The final example consists of
multiple MR scans of a zucchini that have been imperfectly aligned
by hand. The first three examples show that our method is able to
perform level set segmentation from multiple non-uniform scans of
an object, picking up and merging features only found in one of
the scans. The final example demonstrates that our method generates satisfactory results, even when there are misalignments in the
registration.
The remainder of the paper has the following structure. In
Section 2 we outline the details of our method, and in section 3
we present the results obtained with this method. We close with
conclusions and an appendix describing the moving least-squares
method.

2

M ETHOD D ESCRIPTION

We formulate our approach to 3D reconstruction of geometric models from multiple non-uniform volumetric datasets within a levelset segmentation framework [23]. The level set models utilized

within this framework are deformable implicit surfaces whose deformation is controlled by a speed function in the level set partial
differential equation (PDE). The speed function describes the velocity at each point on the evolving surface in the direction of the
local surface normal. All of the information needed to deform a
surface is encapsulated in the speed function, providing a simple,
unified computational framework. In this section we briefly describe our level set segmentation framework, review the fundamental level set PDE, and define speed functions that allow us to solve
the multiple-data segmentation problem. The key to constructing
suitable speed terms is 3D directional edge information derived
from the multiple datasets. This problem is solved using a moving least-squares scheme that extracts edge information by locally
fitting sampling points to high-order polynomials. This section concludes by outlining the overall algorithm of the method.

2.1 Level Set Segmentation Framework
Level set segmentation relies on a surface-fitting strategy that creates a new volume from the input data by solving a partial differential equation (PDE) with user-defined feature-extracting terms.
Because the deformable models move using gradient descent, they
seek local solutions, and therefore the results are strongly dependent on the starting position of the surface. Thus, level set deformations alone are not sufficient, they must be combined with powerful
initialization techniques in order to produce successful segmentations. Our level set segmentation framework consists of a set of
suitable pre-processing techniques for initialization, which are then
followed by the selection and tuning of different feature-extracting
terms in the level set algorithm, as seen in Figure 2 [23]. Once these
terms are defined the level set deformation proceeds to produce the
final result.
Each stage in this two-step process is equally important for generating a correct segmentation. A user must “mix-and-match” these
operations in order to produce the desired result. The operators
available for creating the initial model include high and low thresholding, flood-filling, as well as CSG and morphological (opening
and closing) operators. These operators provide a rough initial estimate of the desired model. The level set surface deformation process then moves the model toward specific features in the data while
balancing this movement with a regularizing smoothing term, in order to prevent the surface from fitting too closely to noise-corrupted
data. The smoothing term utilizes a local mean curvature measure
in order to remove regions of high curvature. The inclusion of such
a regularization term is also a well known technique in most implicit snake algorithms. Concurrently, the level set model may be
attracted to “Canny” edges [3], iso-surfaces and regions of maximum gradient magnitude in the input data.

2.2 The Level Set Method
The Level Set Method [13] is a mathematical tool for modeling
surface deformations. A deformable (i.e. time-dependent) surface,
S(t), is implicitly represented as an iso-surface of a time-varying
scalar function φ(x, t) embedded in 3D,1 i.e.
S(t) = {x(t) | φ(x(t), t) = k} ,

(1)

where k ∈ < is the iso-value, t ∈ <+ is time, and x(t) ∈ <3
is a point in space on the iso-surface. It might seem inefficient
to implicitly represent a surface with a 3D scalar function; however the higher dimensionality of the representation provides one
1 Our work uses the dynamic level set equation, which is more flexible
than the corresponding stationary equation, φ(x) = k(t), see [18] for more
details.

Figure 2: Level set segmentation stages – initialization and surface deformation.

of the major advantages of the LS method: the flexible handling of
changes in the topological genus of the deformable surface. This
implies that LS surfaces can easily represent complicated surface
shapes that can form holes, split to form multiple objects, or merge
with other objects to form a single structure. This is an important
property when segmenting complex models with an unknown topological genus.
The fundamental level set equation of motion for φ(x(t), t) is
derived by differentiating Eq. (1) with respect to time t, and applying the chain rule giving:
dx
∂φ
= −∇φ ·
= k∇φk F(x, n, φ)
∂t
dt
dx
F(x, n, φ) ≡ n ·
,
dt

attraction term and a smoothing term which serves as a regularization term that lowers the curvature and suppresses noise in the
input data. From computer vision it is well known that features, i.e.
significant changes in the intensity function, are conveniently described by an edge-detector [7]. There exists a very large body of
work devoted to the problem of designing optimal edge detectors
for 2D images [11, 3], most of which are readily generalized to 3D.
For the work presented in this paper we found it convenient to use
speed functions with the 3D directional edge term
Fedge (x, n, φ) = αn · ∇k∇Vg k

(3)

(2a)
(2b)

where dx/dt and n ≡ −∇φ/k∇φk are the velocity and normal
vectors at x on the surface. We assume a positive-inside/negativeoutside sign convention for φ(x, t), i.e. n points outward. Eq. (2b)
introduces the speed function F, which is a user-defined scalar
function that can depend on any number of variables including x,
n, φ and its derivatives evaluated at x, as well as a variety of input
data. F() is a signed scalar function that defines the motion (i.e.
speed) of the level set surface in the direction of the local normal n
at x.
A number of numerical techniques [13, 1] make the initial value
problem of Eq. (2) computationally feasible. A complete discussion
of the details of the level set method is beyond the scope of this paper. We instead refer the interested reader to [18, 12, 17]. However,
we will briefly mention two of the most important techniques: the
first is the so called “up-wind scheme” which addresses the problem
of overshooting when trying to integrate Eq. (2) in time by finite differences. Specifically the upwind scheme is used to compute first
order partial derivatives by a single-sided finite difference which is
up-wind with respect to the motion of the level set surface. The second important technique is related to the fact that one is typically
only interested in a single solution to Eq. (2), say the k = 0 level
set. This implies that the evaluation of φ is important only in the
vicinity of a particular level set. This forms the basis for “narrowband” schemes [1, 25, 14] that solve Eq. (2) in a narrow band of
voxels near the surface. The “up-wind scheme” makes the level set
method numerically robust, and the “narrow-band scheme” makes
its computational complexity proportional to the level set’s surface
area rather than the size of the volume in which it is embedded.

2.3 Level Set Speed Function for Segmentation
Many different speed functions have been proposed over the years
for segmentation of a single volume dataset [24, 10, 9, 20]. Typically such speed functions consist of a (3D) image-based feature

where α is a scaling factor for the image-based feature attraction
term ∇k∇Vg k. Vg symbolizes some global uniform merging of
the multiple non-uniform input volumes. This feature term is effectively a 3D directional edge-detector of Vg . However there are two
problems associated with using this speed function exclusively. The
first is related to the fact that we cannot expect to compute reliable
3D directional edge information in all regions of space simply because of the nature of the non-uniform multiple volumes that serves
as input for our segmentation process. In other words Vg cannot be
interpolated reliably in regions of space where there are no nearby
sampling points. Hence the level set surface will not experience
any image-based forces in these regions. In other words the surface
fitting is an ill-posed problem in regions of space with no imagebased information. The solution is to use a regularization term that
imposes constraints on the mean curvature of the deforming levelset surface. We include the following smoothing term in the speed
function in order to smooth the regions where no edge information
exists as well as suppress noise in the remaining regions thereby
preventing excessive aliasing;
Fsmooth (x, n, φ) = β∇ · [∇φ/k∇φk]

(4)

where β is a scaling factor for the mean curvature, ∇ · [∇φ/k∇φk],
on the level set surface defined from φ.
However, one problem remains. Normally the feature attraction
term, ∇k∇Vg k, creates only a narrow range of influence. In other
words, this feature attraction term will only reliably move the portion of the level set surface that is in close proximity to the actual
edges in Vg . Thus, a good initialization of the level set surface is
needed before solving Eq. (3). A reasonable initialization of the
level set surface may be obtained by computing the CSG union
of the multiple input volumes, which are first tri-linearly resampled to give a uniform sampling. However, if the input volumes
are strongly non-uniform their union produces a poor initial model.
This occurs when the input volumes are severely undersampled in
one or more directions, as seen in Figure 3. Consequently we attract
the CSG union surface to the distance transform of the Canny edges
[3] computed from Vg . Canny edges are non-directional edges defined from the zero-crossing of the second derivative of the image

Let us assume we are given the input volumes Vbd , d = 1, 2, .., D
which are volumetric samplings of an object on the non-uniform
grids {b
xd }. We shall also assume that the local coordinate frames
of {b
xd } are scaled, rotated and translated with respect to each other.
Hence, we define a world coordinate frame (typically one of the
local frames) in which we solve the level set equation. Now, let us
define the world sampling points {xd } as
xd ≡ T(d) [b
xd ]

(9)

where T(d) is the coordinate transformation from a local frame d to
the world frame. Next we locally approximate the intensity values
from the input volumes Vbd with a 3D polynomial expansion. Thus,
we define the N-order polynomials
Figure 3: The union of the first three teapot datasets from Figure 6.

(d)

(d)

VN (x) = C000 +

N
X

(0)

Cijk xi y j z k ,

d = 1, 2, . . . , D (10)

i+j+k=1

in the direction of the local normal. In 3D this is

where the C coefficients are unknown. Note that these local ap(0)
proximations to the intensity values share coefficients Cijk of or-

2

∂
Vg = 0
∂n2g

(5)

where ng ≡ ∇Vg /k∇Vg k is the local normal vector of Vg . Using
the expressions ∂/∂ng = ng · ∇ we can rewrite Eq. (5) as
∂2
Vg = ng · ∇ [ng · ∇Vg ] = ng · ∇k∇Vg k.
∂n2g

(6)

This expression highlights the relationship between the Canny edge
detector and the 3D directional edge detector defined in Eq. (3).
The initialization procedure is then completed by pulling the CSG
union of the multiple input volumes to the distance transform of the
zero-crossing scalar Canny edge detector defined in Eq. (6).
The next section focuses on the methods needed to reliably compute the vectors ng and ∇k∇Vg k. In preparation, the latter may
be explicitly expressed in terms of the derivatives of the merged
volume Vg
b g
∇Vg HV
∇k∇Vg k =
(7)
k∇Vg k
where we have defined the gradient vector and the Hessian matrix,
b g = ( ∂Vg , ∂Vg , ∂Vg )
∇V
∂x ∂y ∂z
 2
2


b g=
HV


∂ Vg
∂x2
∂ 2 Vg
∂x∂y
∂ 2 Vg
∂x∂z

∂ Vg
∂y∂x
∂ 2 Vg
∂y 2
∂ 2 Vg
∂y∂z

(8a)
∂ 2 Vg
∂z∂x
∂ 2 Vg
∂z∂y
∂ 2 Vg
∂z 2




.


(8b)

Thus, in closing we note that the level set propagation needed for
segmentation only needs information about the first and second order partial derivatives of the input volumes, not the interpolated
intensity values themselves.

(d)

der higher than zero, i.e. all of the functions VN , d = 1, 2, .., D
have the same edges. The fact that the zero-order term in Eq. (10)
is input volume dependent means we allow for local constant offsets between the input volumes Vbd . This effectively provides builtin gain-correction in the scheme, since it can handle small intensity attenuation artifacts between the multiple scans. The details of
deriving a set of linear equations for the coefficients C by means
of the moving least-squares method is described in the Appendix.
The resulting system of linear equations can be solved using standard techniques from numerical analysis. Summarizing the results
from the Appendix, Eq. (18a) and Eq. (18b) can be conveniently
expressed as
X
Ap,q cq = bp
(11)
q
where A is a diagonal matrix, and b, c are vectors. In this equation we have also introduced the compact index notations p ≡
(i, j, k, r) and q ≡ (l, m, n, s) defined as

p ∈ i, j, k, r ∈ N + i = j = k = 0, 1 ≤ r ≤ D

∪ i, j, k, r ∈ N + 1 ≤ i+j +k ≤ N, r = 0
(12a)

+
q ∈ l, m, n, s ∈ N l = m = n = 0, 1 ≤ s ≤ D

∪ l, m, n, s ∈ N + 1 ≤ l+m+n ≤ N, s = 0 .
(12b)
The diagonal matrix A, and the vectors b, c in Eq. (11) are defined
as
X
X
Ap,q ≡
(δr,d + δr,0 ) (δs,d + δs,0 )
wd (xd −x0 )
xd
d
× (xd − x0 )i (yd − y0 )j (zd − z0 )k
l

m

(13a)

n

× (xd − x0 ) (yd − y0 ) (zd − z0 )
X
bp ≡
(δr,d + δr,0 ) wd (xd −x0 )Vbd (xd )
d

2.4 Computing Partial Derivatives
As outlined above the speed function F in the level-set equation,
Eq. (2), is based on edge information derived from the input volumes. This requires estimating first and second order partial derivatives from the multiple non-uniform input volumes. We do this by
means of moving least-squares (MLS), which is an effective and
well established numerical technique for computing derivatives of
functions whose values are known only on irregularly spaced points
[19, 8, 5].

× (xd − x0 )i (yd − y0 )j (zd − z0 )k
cp ≡

(r)
Cijk .

(13b)
(13c)

Next the matrix equation
Ac = b must be solved for the vector c

of dimension N3+3 +D−1, where N is the order of the expansion
in Eq. (10) and D is the number of non-uniform input volumes. As
is well known for many moving least-square problems it is possible for the condition number of the matrix A to become very large.

Any matrix is singular if its condition number is infinite and can be
defined as ill-conditioned if the reciprocal of its condition number
approaches the computer’s floating-point precision. This can occur
if the problem is over-determined (number of sampling points, x d
greater than number of coefficients C) and under-determined (ambiguous combinations of the coefficients C work equally well or
equally bad). To avoid such numerical problems, a singular value
decomposition (SVD) linear equation solver is recommended for
use in combination with the moving least-squares method. The
SVD solver identifies equations in the matrix A that are, within
a specified tolerance, redundant (i.e. linear combinations of the remaining equations) and eliminates them thereby improving the condition number of the matrix. We refer the reader to reference [15]
for a helpful discussion of SVD pertinent to linear least-squares
problems.
Once we have the expansion coefficients c we can readily express the Hessian matrix and the gradient vector of the combined
input volumes as
(0)

(0)

(0)

∇V = (C100 , C010 , C001 )


(0)
(0)
(0)
2C200 C110
C101

(0)
(0)
(0) 
HV =  C110
2C020 C011 
(0)
(0)
(0)
C101
C011 2C002

(14a)
(14b)

Algorithm 2.2: I NITIALIZATION(Vd )
comment: Pre-processing to produce good LS initialization

Vd ← Uniform tri-linear resampling of Vd


Γd ← Set of voxels in narrow band of iso-surface of Vd


for each x ∈ Γ
d
 0
do
Solve moving least-squares problem at x0




V
(x ) ← scalar Canny edge, cf. Eq. (6)

 do  edge 0
V edge (x0 ) ← 3D directional edge, cf. Eq. (7)
return (Vd )
Algorithm 2.3: S OLVE L EVEL S ET EQ(V0 , V F , α, β)
comment: Solve Eq. (2) with initial condition φ(t = 0) = V0

φ ← V0


repeat





Γ ← Set of voxels in narrow band of iso-surface of φ



∆t ← γ/ sup



 
x∈Γ kV F (x)k, γ ≤ 1

for each x ∈ Γ
do



n ← upwind scheme[−∇φ(x)/k∇φ(x)k]


 



φ̇(x) ← k∇φ(x)k(αV F (x) · n + β∇ · n)
do



 



φ(x) ← φ(x) + φ̇(x)∆t


until supx∈Γ kφ̇(x)k ≤ 
return (φ)

evaluated at the moving expansion point x0 . This in turn is used in
Eq. (7) to compute the edge information needed to drive the level
set surface.
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2.5 Algorithm Overview

We have applied our segmentation method to several multi-scan
non-uniform datasets to produce high resolution level set models.
The parameters used for these segmentations are listed in Table 1.
α and β are weights that the user adjusts to balance attraction to
edges with curvature-based smoothing during the level set deformation process.

The level set segmentation algorithm used in this paper is outlined
below. Algorithm 2.1 describes the main steps of our approach. The
initialization routine, Algorithm 2.2, is called for all of the multiple
non-uniform input volumes, Vd . Each non-uniform input dataset is
uniformly resampled using tri-linear interpolation. Edge information and the union, V0 , of the Vd ’s is then computed. Algorithm 2.2
calculates Canny and 3D directional edge information using moving least-squares in a narrow band in each of the resampled input
volumes, Vd , and buffers this in Vedge and V edge . Next Algorithm
2.1 computes the distance transform of the zero-crossings of the
Canny edges and takes the gradient of this scalar volume to produce a vector field V F , which pulls the initial level set model to
the Canny edges. Finally the level set model is attracted to the
3D directional edges of the multiple input volumes, V edge , and a
Marching Cubes mesh is extracted for visualization. The level set
solver, described in Algorithm 2.3, solves Eq. (2) using the “upwind scheme” (not explicitly defined) and the sparse-field narrowband method of [25], with V0 as the initialization and V F as the
force field in the speed function.

Algorithm 2.1: M AIN(V1 , . . . , VD )
comment: V1 , . . . , VD are non-uniform samplings of object V
globalVedge , V edge
V0 ← uniform sampling of empty space




for d ← 1 to D


do V0 ← V0 ∪ I NITIALIZATION(Vd )
do
V F ← ∇[distance transform[zero-crossing[Vedge ]]]



V0 ← S OLVE L EVEL S ET EQ(V0 , V F , α, 0)


V0 ← S OLVE L EVEL S ET EQ(V0 , V edge , α, β)
return (Marching Cubes mesh of V0 )

R ESULTS

Table 1: Maximum in-plane to out-of-plane sampling ratios of nonuniform input datasets, and parameters for the two level set speed
terms defined in Eq. (3) and Eq. (4).
Model
Griffin
Mouse
Teapot
Zucchini

Origin
Laser scan
MR scan
CT scan
MR scan

Ratio
10:1
10:1
9:1
10:1

α
1.0
1.0
0.5
1.0

β
0.5
0.5
1.0
0.5

3.1 Griffin Dataset
The griffin dataset was created with a volumetric laser scan reconstruction algorithm [4]. This algorithm creates a high resolution
volumetric representation of an object by merging multiple depth
maps produced via a laser scan. The original griffin dataset has a
resolution of 312×294×144. We have extracted three non-uniform
datasets from this high resolution representation by copying every
sixth plane of data in the X and Y directions and every tenth plane
of data in the Z direction. The three derived non-uniform griffin
datasets have the following resolution: 52×294×144, 312×30×144
and 312 × 294 × 24. Iso-surfaces have been extracted from these
datasets, appropriately scaled in the low resolution direction, and
are presented in the first three images in Figure 4. Each low resolution scan inadequately captures some important geometric feature
of the griffin. In the first scan the wing on the right contains numerous holes. In the second scan the horns on the head are not properly represented, and in the third image the wing on the left contains significant notches. Additionally, all three scans are severely

Figure 4: Three non-uniform samplings of a high resolution laser scan reconstruction of a griffin figurine, followed by a level set model
derived from the first three scans. Each input model is missing a particular feature - first: holes in right wing, second: jagged edges of both
wings, third: right horn not connected to wing (as it should be). The level set reconstruction contains all of these missing features.

Figure 5: Three non-uniform samplings of a high resolution MR scan of a mouse embryo, followed by a level set model derived from the first
three scans.

Figure 6: Three non-uniform samplings of a high resolution CT scan of a teapot, followed by a level set model derived from the first three
scans.

aliased. We have performed two reconstructions from the undersampled non-uniform scans. In Figure 1 a reconstruction produced
from just the first two scans is presented. The final image in Figure
4 presents the results of applying our segmentation method to all
three low resolution scans. The method produces high resolution
(312 × 294 × 144) level set models that contain all of the features
mentioned above and do not exhibit the aliasing seen in the low
resolution scans. Adding the third scan provides more information
around the edges of the wings. It should also be noted that the wing
on the right is connected to the right horn in the initial high resolution dataset.

3.2 Mouse Embryo Dataset
The first three scans in Figure 5 are derived from a high resolution
MR scan of a mouse embryo. They are subsampled versions of a
256×128×128 volume dataset, and have the following resolutions:
26×128×128, 256×16×128 and 256×128×13. The last image
in Figure 5 presents the result produced by our multi-scan segmentation method. The information in the first three scans has been
successfully used to create a level set model of the embryo with
a resolution of 256 × 128 × 130. The finer features of the mouse
embryo, namely its hands and feet, have been reconstructed.

3.3 Teapot Dataset
The first three scans in Figure 6 are derived from a CT scan of a
teapot. They are subsampled versions of a 244×218×188 volume
dataset, and have the following resolutions: 28×218×188, 244×
25×188 and 244×218×21. The last image in Figure 6 presents
the result produced by our multi-scan segmentation method. The
information in the first three scans has been successfully used to
create a level set model of the original teapot with a resolution of
244×218×189. The finer features of the teapot, namely the handle
and the spout, have been reconstructed.

3.4 Zucchini Dataset
The zucchini dataset consists of three individual MRI scans of an
actual zucchini. The separate scans have been registered manually
and are presented on the left side of Figure 7, each with a different color to demonstrate their imperfect alignment. The resolutions
of the individual scans are 28 × 218 × 188, 244 × 25 × 188 and
244×218×21. This image highlights the rough alignment of the
scans. The right side of Figure 7 presents the result of our level
set segmentation. It demonstrates that our approach is able to extract a reasonable model from multiple datasets that are imperfectly
aligned.
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C ONCLUSIONS

In this paper we have proposed a method that uses multiple volume datasets with non-uniform resolution acquired in different local coordinate frames, but with known relative transformations, to
deform a level set model on a uniform grid. As described in section
2.4, the contribution from each of the datasets to the velocity of the
evolving level set model is weighted according to the quality (resolution) of the dataset near the propagating front. We obtain this
result by employing a moving least-squares (MLS) method. Our
method only performs the MLS calculation in the neighborhood of
the propagating front and thus has O(N 2 ) computational complexity. Additionally, it is stable with respect to noise, imperfect registration and abrupt changes in the data, it provides gain-correction,
and employs a distance-based weighting to ensures that the contributions from each scan are properly merged into the final result. We

Figure 7: Three low resolution MR scans of a zucchini that have
been individually colored and overlaid to demonstrate their imperfect alignment. The level set model on the right is derived from the
three low resolution scans.
have demonstrated the effectiveness of our approach on four multiscan datasets, a griffin laser scan reconstruction, a CT scan of a
teapot and MR scans of a mouse embryo and a zucchini. As future
work we plan to explore other integration techniques in the moving
least-squares method that might allow us to reduce the amount of
smoothing needed during segmentation.
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.

i+j+k=1

The minimization of this moving least-squares functional with respect to the expansion coefficients C requires the partial derivatives
to vanish, i.e.
b 0)
∂ E(x
(d)
∂C000

=0=2

X
xd

+

N
X

h
(d)
wd (xd −x0 ) C000 − Vbd (xd )

(0)

Cijk (xd − x0 )i (yd − y0 )j (zd − z0 )k

(18a)
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h
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wd (xd − x0 ) C000 − Vbd (xd )
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Cijk (xd − x0 )i (yd − y0 )j (zd − z0 )k
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× (xd − x0 )l (yd − y0 )m (zd − z0 )n .

i

(18b)

This defines a system of linear equations in the expansion coef(r)
ficients Cijk , that can be solved using standard techniques from
numerical analysis, see Eq. (11) and Eq. (13).

Problem statement

Surface Reconstruction Via Contour
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●

Surface reconstruction
• Creating surfaces from volumetric data-sets
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•

CT, MRI, ET scanners

•

Physical slicing and imaging (histology)

• Non-uniform resolution
• Important structures identified in 2D by expert anatomists and outlined with a stylus
• Create a smooth surface from a stack of parallel contours
●

Traditional surface reconstruction problems
• Topology changes difficult for explicit meshing algorithms
• Creating smooth surfaces from sparse data

●

Propose to use robust and accurate 2D morphing to sweep out a
smooth 3D surface
2

Sweeping reconstruction

●

Sweeping reconstruction

Sweep out the surface that connects
the contours

●

• Use 2D level set morphing
• Constrain the speed of the sweeping
motion
• Use a combination of Lagrangian and
Eulerian techniques

Sweep out the surface that connects
the contours
• Use 2D level set morphing
• Constrain the speed of the sweeping
motion
• Use a combination of Lagrangian and
Eulerian techniques

12 contours from a human model

12 contours from a human model

3
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Level set method
●

Level Set Morphing

Level set method (Osher and Sethian 1988)

•

• Robust, accurate and fast
• Represent the interface as a time-dependent Euclidian distance function
embedded in a Cartesian space that has co-dimension one

Each point on surface moves in the direction of local normal. Step-size
proportional to signed distance to target γB

r
"# X

( ) = $# Xr % Xr
( ) ( )

"t

•

B

Arbitrary deformation problems may be recast into a framework that solves the equation:

Speed function

5
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Level Set Morphing

•

Complex Topology Change

Each point on surface moves in the direction of local normal. Step-size
proportional to signed distance to target γB

r
"# X

( ) = $# Xr % Xr
( ) ( )

"t

B

• Regions inside
expand
• Regions outside
contract
• Guaranteed
convergence

Different Alignments Produce
Different Morphs

Dart to Jet 1

Dart to Jet 2

Improved Morphing Speed
Function

●

!

●

●

r
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"t
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only goes to zero at surface of B

r
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= $# % B X & #
"t
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goes to zero when A’s field equals B’s

Produces a globally stable steady state

!
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Level set morphing contd.
●

Novel method

Multiple morphing to sweep out a surface

●

• Using previous method

Sweeping reconstruction
• Introduce time as a variable, give input a “time-of-arrival”
• Speed is calculated by differentiating distance to target wrt
time
•

Use particle tracing to find distances between contours

• Constrain the speed of the sweeping level set

Sweeping level set and
contours

Color coded speed

Reconstruction

• Jerky movement
• Discontinuous speed when crossing contours

Example of contours and swept surface
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Input/Preprocessing
●
●
●

Estimating distances

Input is manually outlined contours
Has assigned time-of-arrivals (height)
Convert to signed distance transform

●
●

In order to get speed we need distance information
Could use the signed distance transform itself but...
• The shortest distance is not necessarily the correct distance
• Creates oscillations
A
A

• Fast sweeping, iterative PDE-based methods

B
B

Reconstruction using closest distance transform

Morphing from A to B

●
t=0

• Augment the interface with tracker particles
• Do an intermediate morph between the current and the target to get the distance

t=0
Signed distance transform

Contour

Need accurate measure of distance
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Tracker particles
●

Construct speed function

Seeding strategies

●

Distances and the time-of-arrivals known for particle trajectories

●

For every interface grid cell

• Brute force uniform static seeding
•

• Copy onto interface grid cells

A fixed number of particles per initial interface cell

• Adaptive seeding
•

●

• Use info to construct a 1D function of distance with respect to time

A fixed or dynamic number of particles per cell

•

Differentiate to get speed

Advection
• Opposite to the Particle level set by Fedkiw et al.
0

1. Initial position

2. Advected particles

3. Propagated level set

10

20

●

Wanted properties for speed function

●

Use piecewise continuous polynomials (spline)

• Smooth (continuous derivatives)
• Avoid over-shooting and oscillations (monotonicity)

4. Corrected particles

19
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3

Velocity extension
●

Reconstruction Overview

The speed function is only known for the interface grid cells (red)
• Needed throughout the narrow band

●

Use velocity extension (transport eqn.)

• At steady state the speed function is constant along the normal direction

21

“Boundary conditions”
●

The swept surface is an open “tube”

●

How should the open shape be terminated?

●

Solutions

Video

• Ill defined problem (extrapolation)
• Flat cap
•

Simply cap the ends with a plane

• Extrapolation of the speed function (possibly with constraints) beyond boundary
contours
•

Works best with terminating structures

• Manual insertion of contours
•

Can create a terminating structure

24

Results
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Results contd.

5 contours, 276 × 276 × 97, 260 sec
Very fine detail
Boundary condition: Speed extrapolation

12 contours, 155 × 522 × 270, 220 sec
Sparse input, non-uniform spacing
Boundary condition: Extra inserted flat cap
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Results contd.

Results contd.

35 contours, 420 × 300 × 347, 1100 sec
Dense, complex input
Boundary condition: Flat cap

8 contours, 122 × 187 × 98, 220 sec
Sparse input, non-uniform spacing
Boundary condition: Speed extrapolation
29
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Conclusions
●
●
●
●
●
●

Contour-based surface reconstruction method based on
2D level set morphing
Morph one contour into another
Time maps into 3rd dimension
Constrain times of arrival and velocities to create
smooth transitions
Easily handles topology changes
Creates smooth surfaces from sparse input
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Figure 1: Surface reconstruction with our new method. (left) 35 input contours from a CT scan of the pelvis area bones, resolution 420 × 300.
(middle) Input contours overlaid on the surface reconstruction. (right) The reconstructed surface alone, resolution 420 × 300 × 347.

Abstract
We present a robust method for 3D reconstruction of closed
surfaces from sparsely sampled parallel contours. A solution
to this problem is especially important for medical segmentation, where manual contouring of 2D imaging scans is still
extensively used. Our proposed method is based on a morphing process applied to neighboring contours that sweeps
out a 3D surface. Our method is guaranteed to produce
closed surfaces that exactly pass through the input contours,
regardless of the topology of the reconstruction.
Our general approach consecutively morphs between sets of
input contours using an Eulerian formulation (i.e. fixed grid)
augmented with Lagrangian particles (i.e. interface tracking). This is numerically accomplished by propagating the
input contours as 2D level sets with carefully constructed
continuous speed functions. Specifically this involves particle advection to estimate distances between the contours,
monotonicity constrained spline interpolation to compute
continuous speed functions without overshooting, and stateof-the-art numerical techniques for solving the level set equations. We demonstrate the robustness of our method on a
variety of medical, topographic and synthetic data sets.
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Introduction

A wide variety of objects, animals and specimens are scanned
for scientific purposes every day in imaging centers across
the globe, producing a steady stream of volumetric datasets.
Objects such as developing mouse and frog embryos, rat and
monkey brains, nerve cells of all types, bones and even fossils
are examined by MRI, CT, ET scanners, as well as physically sliced and imaged to produce these 3D samplings of
real objects. Once the objects/specimens have been imaged
the resulting volume datasets can be manually segmented.
In this process, an experienced anatomist goes over selected
slices (i.e. images) of the dataset, identifies relevant structures, and circles them with a stylus, producing a series of
parallel contours that outline the object of interest.
From these sets of contours it is usually required to produce
a high quality, smooth 3D surface model that reconstructs
the original object. The reconstructed surface is useful for
visualization and further processing, e.g. resampling and geometric calculations. An important issue that frequently
must be addressed during the reconstruction process is the
non-uniform resolution of the scanned datasets. Very often
the in-plane (X-Y) resolution of a dataset is greater than the
out-of-plane (Z) resolution. This difference can range from
a factor of 2 to 10. Many approaches have been proposed
that stitch the contours together in order to create a polygon
mesh. Another class of solutions takes an implicit approach,
where 3D fields are derived by stacking and interpolating 2D
distance fields constructed from the individual contours.
Contour stitching algorithms only create polygonal surfaces,
thus the resulting reconstructed surfaces have C 0 continuity.
Additionally, this class of reconstruction algorithms has not
been shown to robustly cope with general, complex, branching structures. We have therefore taken a field-based approach to solving the contour-based reconstruction problem,
based on velocity-adjusted contour morphing. With this approach, morphing one contour into the next sweeps out a
3D surface. This is accomplished by equating time in the
2D contour morphing process with the third dimension in
the surface reconstruction process. Our approach easily ad-

Figure 2: Overview of the reconstruction pipeline described in Section 2.

dresses the branching problem, provides a superior technique
for interpolating between sparse slices, and produces closed
surfaces from contours with both smooth and sharp features.
Our work addresses the previously overlooked, but crucial,
problem of adjusting the local velocities of the morphing
contours in order to guarantee smooth surface transitions at
the contour boundaries.
Our approach consists of four major stages. The reconstruction process takes as input a stack of binary images that represents the contours. When completed, a volumetric model
is produced, which may be directly rendered or a mesh can
be extracted from it for interactive viewing. In the first stage
of our approach a 2D signed distance field is computed to
each input contour. The contours may also be smoothed before this stage, if desired. Next a 3D surface is produced by
performing a series of 2D level set morphs between adjacent
contours embedded in the distance fields. This stage is broken up into two steps. First distance estimates are produced
that correspond to the arc lengths of trajectories that connect the adjacent contours in the image plane. Next these
distances, together with a time-of-arrival, are used to estimate the speeds (in contour normal directions) needed to
produce a smooth morph when transitioning between sets
of contours. The 3D reconstruction is rendered in the final
stage. The complete process is summarized in Fig. 2.

contours [16], contour decomposition [12], Minimum Spanning Trees [25], Angular Bisector Networks [29], medial axes
[21] and partial curve matching algorithms [3]. Boissonnat
[6] utilizes Delaunay triangulation to cope with branching
surfaces. Bajaj et al. [2] provide a unified approach to solving the correspondence, tiling and branching problems by
imposing three constraints on the surface when deriving the
reconstruction rules. Johnstone et al. [18] describe a method
for creating Bezier surfaces from contours with cylindrical
topology. Fujimura and Kuo [15] use isotopic deformations
to create non-self-intersecting surfaces from nested contours.
1.1.2

Eulerian Approach: Field-Based Methods

In the past three decades many significant efforts have addressed the problem of creating surfaces from parallel contours. This work falls into two general categories, contour
stitching and field-based methods, which can also be characterized as Lagrangian and Eulerian approaches respectively.

Levin [22] presents the seminal field-based approach to surface reconstruction from a series of parallel contours. Given
a distance field for each contour, the 2D fields are stacked
and interpolated in the z-direction with cubic B-splines. The
reconstructed surface is extracted from the resulting 3D field
as the zero iso-surface, and in general will only be as smooth
as the distance field, i.e. C 0 . Raya and Udupa [34] extend
Levin’s approach to time-varying datasets. Jones and Chen
[19] suggest that Voronoi diagrams be used to minimize the
computation needed for calculating the 2D distance fields.
Barrett et al. [5] recursively apply morphological operators
(dilation and erosion) to contour images in order to interpolate intermediate gray level values. Cohen-Or et al. [9, 10]
introduce the concept, without supporting results, of creating a 3D object from contours by morphing one contour
into the next using warp-guided distance field interpolation.
Chai et al. [8] present a gradient-controlled partial differential equation method for producing C 1 continuous surfaces
from nested contours.

1.1.1

1.2

1.1

Previous Work

Lagrangian approach: Contour Stitching

The contour stitching approach to surface reconstruction attempts to generate a surface by connecting the vertices of
adjacent contours in order to produce a mesh that passes
through all contours. These approaches generally need to
address the correspondence (how to connect vertices between
contours), tiling (how to create meshes from these edges) and
branching (how to cope with slices with different numbers
of contours) problems.
Keppel [20] and Fuchs et al. [14] described the first algorithms for creating polygonal meshes from a series of contours. The Fuchs work defines the best reconstructed surface as the one with minimal surface area. Many papers
have offered incremental improvements to these seminal efforts. Several solutions to the correspondence problem have
been proposed, e.g. those based on parameterization of the

Contributions

We present a novel approach to reconstructing closed 3D surfaces from closed 2D contours. The work described here is
the first to demonstrate that smooth 3D models can be created from parallel contours by morphing the contours that
sweep out a 3D surface. We propose techniques, based on
processing all contours simultaneously, that address the continuity problem at contour boundaries, a problem that is
usually caused by connecting only two contours at a time;
thus producing smooth surface transitions at the contours.
The approach offers the following additional features:
• Robustness: Topology changes occurring between input contours are easily handled. Horizontally overlapping contours are guaranteed to be connected in the
reconstruction.

• Accuracy: The 3D reconstructions fit accurately to
the input contours. Furthermore the input contours
are generally not visible in the reconstruction. The 3D
surface is at least C 1 continuous in the direction perpendicular to the plane of the contours.
• Flexibility: The reconstruction technique allows for
any number of input contours (≥ 2), as well as the
application of various constraints (e.g. derivative and
height information, etc.).
• Efficiency: The computational complexity of our approach is linear in the size (i.e. arc length) of the input
contours and thus not dependent on the size of the embedding (i.e. images). It should also be emphasized
that all of the (level set) computations in our 3D reconstruction method are exclusively performed in 2D
employing a fast improved narrow band scheme (see
Appendix A).
• Stability: We employ proven finite difference schemes
for solving Hamilton-Jacobi equations. Additionally we
propose an improved equation for level set morphing.
Our modified formulation guarantees exact convergence
to within the numerical accuracy of the integration
scheme.
2

Surface Reconstruction Pipeline

In this section we present the details of the 3D reconstruction
pipeline outlined in Fig. 2. The goal of our approach is to
generate smooth surfaces that fit to an arbitrary number of
parallel contours. When completed it should not be possible
to identify the input contours in the final 3D reconstruction,
i.e. the final surface should be at least C 1 continuous in the
direction perpendicular to the contours. However, to allow
for sharp features in the input contours, the cross sections of
the 3D reconstruction may be C 0 continuous. Since our general approach involves morphing one contour into another we
refer to the height dimension perpendicular to the contours
as time.
2.1 Novel Eulerian Approach: Level Set Model
Explicit curve and surface representations that use vertices
or control points can be regarded as Lagrangian approaches
since they essentially use body-fixed particles. While this
formulation offers many advantages for static geometry, it
suffers from significant limitations when representing dynamic geometry: aliasing (e.g. undersampling during expansion), failure to easily handle topology changes (e.g. merging or bifurcations) and self-intersections (e.g. formation of
loops or swallowtails). Since our general approach for 3D
reconstruction is based on metamorphosis it must cope with
complex, changing geometry. A more robust approach to
processing dynamic geometric models utilizes an Eulerian
formulation, where the deforming interface (contour in 2D or
surface in 3D) is implicitly represented as a time-dependent
iso-surface or contour of a function discretized on a fixed
computational grid.
An elegant Eulerian formulation for deforming closed (i.e.
orientable) interfaces is the level set method [31]. It represents the interface as a time-dependent Euclidian distance
function embedded in a Cartesian space of dimension one
higher than the interface (i.e. co-dimension one). A contour may then be conveniently represented as a 2D image
of real numbers that sample the shortest distance function,
φ, to the contour. A sign convention is used to distinguish
between grid points inside (negative) and outside (positive)
of the contour. Arbitrary deformation problems may then

be recast into a framework that solves the following partial
differential equations (PDE),
dx(t)
∂φ(x(t), t)
=
· ∇φ(x(t), t)
∂t
dt
= F (x(t), φ(x(t), t), . . . ) |∇φ(x(t), t)| ,

(1)

where dx(t)/dt denotes the velocity vector of the deforming
interface and F () is the speed function that may depend on
a variety of arguments. The geometric interpretation of F()
defines it as the magnitude of the velocity dx(t)/dt in the
direction normal to the interface at x, i.e. F = n · dx(t)/dt.
Also note that the local interface normal, n, is given by
∇φ/ |∇φ| and that the mean curvature is ∇ · n, see [26]
for details. The level set PDEs, Eq. (1), can be solved efficiently using several numerical techniques, e.g. the narrow
band schemes [1, 33, 41] and robust finite difference schemes
like WENO [23]. In Appendix A we present a fast and yet
relatively straightforward narrow band scheme based on an
improvement of [33]. This scheme guarantees that our final
level set reconstruction algorithm has a computational complexity that is linearly proportional to the size of the input
contours, as opposed to the size of the images in which they
are embedded. For more general information on methods for
solving level set equations we refer the reader to [30, 37].
2.2

Euclidian Distance Fields From Input Contours

The input to our algorithm is a set of contours obtained from
parallel 2D slices of a closed surface. We assume that the
contours are registered in the same frame of reference and
that the individual slices each have an associated height.
These heights can be user defined or derived directly from
the data sets. For contours from topological maps the third
dimension normally corresponds to height values and for
medical contours the third dimension may be derived from
the distances between the slices.
Since the level set equation, Eq. (1), is a time-dependent Eulerian PDE, it defines an initial value problem. Consequently
the first challenge is to derive the initial level sets from the
input contours. This amounts to computing Euclidian distance fields from the input contours, which mathematically
corresponds to solving the Eikonal equation |∇φ| = 1 with
associated boundary conditions [37]. This equation can in
turn be solved efficiently by a number of numerical methods. For the work presented in this paper we used the Fast
Sweeping Method of [43], which is more efficient than the
Fast Marching Method of [36, 40]. This stems from the fact
that the computational complexity of the former is O(N )
in the number of grid points N , as opposed to O(N log N )
for the Fast Marching Method. However we also found the
steady-state formulation of [33, 39] to be useful when the
input is binary contours, because the time-dependent PDE
approach (see Eq. (6)) provides a slight smoothing of the
interface, and hence may be used to anti-alias the binary
input. We stress, however, that this smoothing is optional.
2.3

Building Block: A Robust Level Set Morphing

The morph of an initial level set model, φ(x, 0) = φsource (x),
to a final level set, φtarget (x), can be formulated and solved
with the following PDE,
∂φ(x(t), t)
= [φ(x(t), t) − φtarget (x)] |∇φ(x(t), t)| ,
∂t

(2)

which is evolved to a steady-state where φ and φtarget are
identical. Eq. (2) directs the portions of the initial interface

that are inside the target to expand, and the portions outside
to contract. This behavior is produced by the sign convention of φtarget , and requires that φsource and φtarget overlap;
otherwise φsource will collapse to a point. Note that the presence of φ in the speed function, F = φ − φtarget , guarantees
an exact convergence (i.e. steady-state) within the numerical accuracy of the integration scheme. This speed function
is numerically more stable than the original formulations of
[7, 11] where F = −φtarget , which is unlikely to be exactly
zero for the samples in the discretized narrow band. Consequently no true discretized steady-state solution exists, requiring a manual termination of the propagation when the
interface is within a grid point’s distance to the target. The
improved formulation of Eq. (2) will on the other hand converge accurately to the target level set.

interface. These particles are advected with an intermediate
level set using Eq. (2). When the intermediate morph has
reached a steady-state, we collect the length of the trajectories traveled by the particles. These distances are then
signed (according to the inside/outside convention) and averaged to produce a signed distance estimate for the discrete
zero-crossing grid points. A point-to-point correspondence
between consecutive contours is also cached making intermediate morphs unnecessary between all contours at all timesteps.

It is possible to successively apply a 2D version of Eq. (2)
between all pairs of neighboring input contours to create
a 3D surface. Time would then correspond to the height
coordinate of the 3D surface that sweeps together the contours. While this approach creates a closed surface it does
not necessarily produce a desirable result. The 2D morph is
not guaranteed to be C 1 continuous in time across contour
boundaries. It will be C 0 , and in most cases will show major discontinuities in the time derivatives across the input
contours. This in turn will lead to 3D reconstructions where
input contours are clearly visible, see Fig. 5 (left). To avoid
these artifacts a speed function that is at least C 1 , or better
yet C 2 , continuous over time must be defined. See Fig. 5
(right). This is accomplished by assuring that all portions
of the contour arrive at the target at the same time, and
that the velocity of the morphing contour is the same as it
approaches and departs from an input contour.

2. Advect the particles in the following vector field:
(φB (x) − φA (x)) ∇φA (x)/|∇φA (x)|

2.4

Estimating Distances Between Contours:
Lagrangian Particle Tracing

Each input contour is assigned a time-of-arrival, the time
when the morphing contour should reach the input contour.
Given our interpretation of time, this value is associated with
the height of the input contour. An estimate of the distance
traveled by each portion of the deforming contour is required
in order to adjust the speed function so that all portions of
the contour reach the target simultaneously. This follows
from the interpretation of F() as the speed of a point on a
deforming contour in the local normal direction.

#
"
Figure 3: Illustration of the distance estimates between two contours, A and B. Distances are computed as arc-lengths of particle
trajectories connecting A and B during a morph defined by Eq. (2).

An effective approach to estimating distances for the speedfunction traces particle paths from one contour to the next.
The Eulerian morphing of A → B can be augmented with
Lagrangian particles that keep track of both the traveled
distance (i.e. the arc-lengths of trajectories between start
and end points on the two contours) as well as the point
correspondences between A and B.
Tracker particles are first seeded on the zero-crossing of the

The particle advection for a level set morph from φA to φB is
implemented by repeating the following steps until a steadystate is reached, i.e. φA = φB :
1. Seed particles randomly on zero-crossing of φA .

3. Propagate φA (x) with F = φB (x) − φA (x).
4. Back-project particles into A using the vector field:
−φA (x)∇φA (x)/|∇φA (x)|
5. Accumulate the distances traveled to the particles.
Step 1 to 4 are illustrated in Fig. 4. The velocity fields
are derived from the geometric interpretation of F (), the
fact that the local normal field of φA is ∇φA (x)/|∇φA (x)|
and Eq. (2). We observe that the back projection step (4)
is necessary because discrete integration schemes for solving level set equations have a built-in numerical dispersion
[13]. This essentially means Lagrangian particles will almost
never follow the level set exactly. Hence the back projection
is needed as a correction. The seeding of particles can be
adaptive by dynamically adding or deleting particles as the
particle densities changes during contour expansion or contraction. However, for the examples presented in this paper
a simple over-sampling strategy with 10 initial particles per
zero-crossing pixel proved sufficient. Note also that not all
particles are guaranteed to reach a target contour. This corresponds to a situation where the particles are seeded on
parts of a contour that erode away. It should be emphasized
that this is a natural behavior and causes no problems for
our subsequent reconstruction. Finally it should be stressed
that the above procedure is repeated for each (CFL) timestep which implies that our approximate distance metric will
converge to the correct distance as the sweeping level set approaches the input contours.
As a closing remark we note that even though our approach
resembles the particle level set method of [13], they are very
different. Our method is not designed to modify the level set
interface in order to compensate for the numerical dispersion
present in the integration scheme. Rather our particles are
used for tracking and estimating distances between contours.
2.5

1D Interpolation For The Speed Functions

The approximation of the distances traveled by each contour during morphing is combined with the time-of-arrivals
to produce smooth speed functions. Consider a sequence of
morphs A → B → ... → N and a particular grid point on the
zero-crossing of the current level set. Using the particle tracing technique described above we can estimate the associated
signed distances, Si , that this part of the contour must travel
to reach all the (past and future) contours with the time-ofarrivals, ti , where i = 1, 2, . . . , N . We then fit a smooth
polynomial function through these discrete data points and
differentiate it to get a speed-function at the considered grid

Figure 4: Illustration of the particle advection steps in the narrow band of the level set. (left) Initial configuration with particles seeded on the
interface. (middle left) Particles advected in the normal direction. (middle right) Level set advected, and correction vector field used to project
particles back onto the interface. (right) Shows the particles projected back on the interface. Note that the zero-crossing pixels are shaded red.

point location. This 1D interpolation is repeated for the
remaining zero-crossing grid points on the current level set.

the full narrow band of φ. Therefore, to extend F() off of the
interface we solve the following transport equation [33, 39]:

Many differentiable functions can be used to fit the distances
and times, using standard curve-fitting techniques. We have
investigated several different polynomials, as well as shapepreserving measures. They include linear interpolation, cubic splines and monotonicity constraints.

∂F(x, t)
= S[φ(x, t)]∇F(x, t) · ∇φ(x(t), t)
∂t
where
S[φ(x, t)] = q

φ(x, t)
φ(x, t)2 + |∇φ(x(t), t)|2

(3)

(4)

guarantees that information (i.e. the characteristics of
Eq. (3)) is propagated in the correct direction off of the
interface. S[φ] is essentially a smeared sign function of φ.
Figure 5: Reconstruction with linear interpolation (left) and a natural
cubic spline (right) for the corresponding speed functions. The inputs
are three circular contours, two large ones at the top and bottom and
a smaller one at the center.

Simple linear interpolation for the speed-function will create a shape with straight lines connecting the corresponding
points on the contours. If instead the aim is to make a
smooth shape, a higher order polynomial is needed. One
possibility is the natural cubic spline, which is a third order piecewise C 2 polynomial that minimizes strain energy
[42]. Two reconstructions from the same input, one using
linear interpolation and the other a natural cubic spline, are
presented in Fig. 5.
Additional constraints can be applied to the cubic spline
in order to control the properties of the reconstruction. If
for example the shape is known or desired to be (piecewise)
monotonic in time, it is possible to apply a monotonicity
filter [17] to the splines. Such a filter imposes the constraint
that the spline becomes piecewise monotonic with the potential loss of C 2 continuity. See Fig. 6 for an example. The
field of constrained polynomials is vast and several, more
complex, methods exist, which may be used to create reconstructions with a variety of shape properties.

Figure 6: Examples reconstructed with a natural cubic spline that
produces the indicated overshooting (left) and monotonicity constraint spline (right). The inputs are three circular contours, a small
one at the top and two equally large ones at the center and bottom.

2.6

Velocity Extension and Renormalization

The velocities obtained by interpolation of the particle trajectories are only defined on the zero-crossing grid points.
However, the speed-function of Eq. (1) must be defined in

Note that when F() is defined by velocity extension (Eq. (3))
the corresponding level set propagation is in fact norm conserving, i.e. renormalization is not needed to guarantee stability of the numerical scheme. This follows from,
∂
∂
|∇φ|2 = 2∇φ·∇ φ = 2∇φ·(∇F |∇φ| + F ∇ |∇φ|) = 0
∂t
∂t
(5)
which makes use of the fact that φ is initialized as a Euclidian
distance function (i.e. |∇φ| = 1 ⇒ ∇ |∇φ| = 0), and ∇φ ·
∇F = 0, since Eq. (3) is solved to a steady state.
When using Eq. (2) during advection of the Lagrangian
tracker particles, the speed function is derived from closest distance transforms and therefore does not need to be
extended. Consequently we must explicitly renormalize φ to
a Euclidian distance function in order to ensure numerical
stability of the morph. For this renormalization we solve
∂φ(x, t)
= S[φ(x, t)] (|∇φ(x, t)| − 1)
∂t

(6)

to a steady state. The sign function in Eq. (6) plays the
same role as in Eq. (3).
The third order accurate TVD Runge-Kutta scheme described in [38] is used to accurately integrate these equations with appropriate CFL time steps. Godunov’s scheme
[35] with a fifth order WENO upwind scheme [23] is used for
the numerical discretization in space.
2.7 Closing the ends of the reconstructions
In order to complete the reconstruction the first and last
contours must be closed off. One approach is simply to cap
the ends with flat planes since no information is available
(from the input) beyond the first and last contours. This is
done in Figs. 5, 6 and 10. Another approach is to let extrapolation of the calculated speed-functions guide the morph
until the surface closes. This approach is used in Fig. 7 and
9. The success of this approach of course depends on the employed interpolation scheme and the fact that the first and
last contours are beginning to terminate (i.e. are shrinking).
The user may manually specify additional external contours

to form a cap. This is done in Fig. 8, where a top-most
contour is added and the speed-function is constrained to
produce a smooth result. Finally, these three approaches
can of course be used in combination.
3

Results

We have applied our reconstruction algorithm to a variety
of contour datasets. Fig. 1 presents a reconstruction of the
bones of the human pelvis region. It was produced from
35 contours represented by binary images with a resolution
of 420 × 300, and clearly demonstrates our method’s ability
to produce reconstructions with complex topology. Fig. 7
presents a reconstruction of Mount Everest produced from
only five 276 × 276 binary topographic contour images. This
is a good example of how few contours our approach needs
to produce useful results. Note also that fine sharp details
present in the input contours are correctly captured in the
3D reconstruction. Fig. 8 shows a reconstruction of the upper half of a human figure produced from 12 155×522 binary
contour images. Remark that in this example the distances
between contours varies significantly, in particular in the facial area. Fig. 9 presents a reconstruction of a mouse embryo
produced from only eight 122 × 187 binary contour images.
In this example the first and last contours are rounded simply by extrapolating the level set morphs. Finally Fig. 10
shows an artificial example of a reconstruction from three
contour slices, one with two small circles, one with a square
and one with a single large circle. Observe how the resulting
morph accurately captures the sharp corners of the intermediate square as well as the changing topology.
All results presented in this paper were rendered using the
standard mesh extraction technique of [24]. The computational times on a 2.5GHz Macintosh G5 were 107 CPUseconds for Mt. Everest, 220 CPU-seconds for the mouse embryo, 240 CPU-seconds for the human torso and 1100 CPUseconds for the pelvis data set. It should also be stressed that
none of the reconstructions required any user input other
than the initial contours with associated time-of-arrivals.

Figure 10: An artificial reconstruction with changing topology. Note
that our method accurately captures the difficult rectangular shape.
The interpolation scheme is using a natural cubic spline.

4

Conclusions and Future Work

We have presented a robust method for 3D reconstruction
of closed surfaces from sparsely sampled parallel contours.
Our method is based on a morphing process applied to neighboring contours that sweeps out a 3D surface as one contour
morphs into the next. The morph is performed with an Eulerian formulation (i.e. fixed grid) augmented with Lagrangian
particles (i.e. interface tracking). This is accomplished by
propagating the input contours as 2D level sets with carefully constructed continuous speed functions. We utilize
particle advection to estimate distances between the contours, monotonicity constrained spline interpolation to compute continuous speed functions without overshooting, and
state-of-the-art numerical techniques for solving the level set
equations. Our approach robustly reconstructs objects with

complex branching structures, provides a superior technique
for interpolating between sparse slices, and produces closed
surfaces from contours with both smooth and sharp features.
It addresses the previously overlooked, but crucial, problem
of adjusting the local velocities of the morphing contours in
order to guarantee smooth surface transitions at the contour
boundaries.
Future work includes implementing user interaction techniques for processing datasets with non-overlapping contours, similar to [10]. This will allow the user to control
the direction of the morph, thus offering an approach to
applying expert knowledge about anatomically correct relationships between different segments of the reconstructed
object. As described in [27] multiple non-aligned datasets
may be generated from a single scanning session for a particular specimen. Our approach may be extended to create 3D
surfaces from the contours of these non-uniform, arbitrarilyoriented, multiple datasets. Finally we plan to extend our
level set method with the more efficient data structures and
algorithms of [28] which will allow for reconstruction at extreme resolutions.
5
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A

A Fast Narrow Band Implementation

For optimal computational complexity we use a modified
version of the narrow band scheme presented in [33]. It
employs two dynamic tubes that enclose the level set
interface; a T tube of width γ and an N tube that is
one pixel wider than the T tube. We employ simple
C-style arrays as defined in the following pseudo-code
to implement efficient data structures for these tubes.
int dim = 1,X[m],Y [m],M ask[m][m];
foreach pixel (i, j) do
M ask[i][j] = 0; /*
outside both tubes
if |φ(i, j)| < γ then
M ask[i][j] = 2; /*
inside both tubes
X[dim] = i; Y [dim++] = j;
else if |φ(i ± 1, j ± 1)| < γ then
M ask[i][j] = 1; /*
inside the N tube
X[dim] = i; Y [dim++] = j;
end
end

*/
*/
*/

m is always chosen to be larger then the number of pixels
in the narrow band (dim). The level set equation is
then solved exclusively in the T tube by looping over
all elements in the arrays, for k = 1, . . . , dim, and only
updating elements for which M ask[X[k]][Y [k]] = 2. Next,
renormalization is performed by solving Eq. (6) in the N
tube, i.e. for pixels where M ask[X[k]][Y [k]] ≥ 1. This
implies that the overall computational complexity of
solving the level set equation is linear in the size of the
interface and not of the embedding. To rebuild N and
T after each time propagation we could apply the above
algorithm again (as suggested in [33]), but this is inefficient
since it visits all pixels. To maintain a linear computational complexity we instead use the following algorithm.

Figure 7: Reconstructed model of Mt Everest from only five topographic contours. The interpolation scheme for the speed-function is a natural
cubic spline and the top of the reconstruction is closed with speed function extrapolation. The final resolution is 276 × 276 × 97.

Figure 8: Reconstructed human model from 12 input contours. Note that the method nicely sweeps out the face even the though the input is
very sparse. The resolution is 155 × 522 × 270. The interpolation scheme for the speed-function is a natural cubic spline and the top of the
reconstruction is closed by manually adding an extra contour combined with spline extrapolation.

foreach pixel (i, j) ∈ Nold do
if |φ(i, j)| < γ then
add (i, j) to Tnew and Nnew ;
else
foreach (i, j)’s neighbors (p, q) ∈
/ Nnew do
if |φ(p, q)| < γ then add (i, j) to Nnew ;
end
end
if (i, j) ∈
/ Told but (i, j) ∈ Tnew then
foreach (i, j)’s neighbors (p, q) ∈
/ Nnew do
add (p, q) to Nnew
end
end
end
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