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2. ALGORITHM DESCRIPTION

This section describes in detail an algorithm for creating a collection of polygons from a
CSG model that approximates the CSG model’s surface. The accuracy of the approxima-
tion may be directly set through adjustment of the algorithm’s parameters. The Construc-
tive Cubes algorithm is intended for CSG models which consist of primitives that have a
well defined in-out function, where the in-out function provides a measure of the distance
between a point and the primitive’s surface. Good examples of such primitives are super-
quadrics, quadrics and conics. The algorithm is specifically directed toward model conver-
sion for visualization. It does not attempt to maintain the true topology of the CSG model
or determine the exact location of the CSG model’s true surface or intersection curves.
Regularization of the evaluated model is also not addressed. Rather, Constructive Cubes
will quickly convert a CSG model into a visually accurate form for rendering on a high-
performance graphics workstation.

The general approach of the Constructive Cubes algorithm is straightforward. First, sub-
divide modeling space into cubes. Second, classify each vertex of each cube with respect
to the CSG model. The classification should not only designate each vertex as inside or
outside the model, but should should also provide some information about how far the
point is away from the model’s surface. Third, analyze each cube and its vertices and
determine if it can be replaced by one or more polygons that approximates the iso-surface
running through thai cube.

The algorithm begins by building a bounding box around the CSG model which is to be
evaluated. The space within the bounding box is evenly subdivided into cubes, and the
vertices of the cubes are classified with respect to the CSG model. The classification fol-
lows the traditional divide-and-conquer technique of Tilove [24]. This involves classifying
the point with respect to the primitives and then combining these primitive classifications.
The CSG tree is followed down until a leaf node is reached. This is a geometric primitive.
The current point is classified with respect to the primitive by evaluating the primitive’s
in-out function at that point. The function should return a number which is a measure of
the point’s distance from the surface of the primitive. All of the primitive’s in-out func-
tions should be normalized so that they return a number less than 1 if the point is inside
the primitive, 1 if the point is on the primitive’s surface, and a number greater than 1 if the
point is outside the primitive.

The next step of the classification is the combination of the primitive in-out values,
which occurs at the non-leaf nodes of the CSG tree. The goal of the combination function
is the same as the in-out function’s. The combination must produce a number which is a
measure of the distance of the point to the combined surface. Tables 1, 2 & 3 present the
rules which I have developed for combining two in-out values. Figure 1 will be used to
explain the meaning and usage of the combination rules.

The entries in charts have the following meanings. MAX states that the two values may
be combined by taking the maximum of the values returned by evaluating A and B. MIN
states that the two values may be combined by taking the minimum of the two. ’A’ states
that the values of A and B are combined by taking the value of A. ’B’ states that the
values of A and B are combined by taking the value of B. 2 - B states that the combina-
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measure of the distance to the surface of A U B. As P1 moves to P9, the minimum may
still be used. The combination at P9 will always be 1.

A B

Figure 1. Possibilities for Boolean Operations on A and B

If evaluating A N B, one may start at P2. P2 is the OUT-OUT condition. If A and B
are evaluated at P2, the correct combination would be the maximum of A and B. This
would provide an approximate distance to A N B at P2. As P2 moves toward and be-
comes P7, the combination effectively becomes A. As P7 moves into B and becomes P4,
the value of A is still the most accurate measure of the distance to A N B. As P4 moves
to P6, the value of A may still be used to represent A N B. Crossing into the IN-IN con-
dition (P1), the maximum once again produces an accurate measure of the distance to the
surface of A N B. As P1 moves to P9, the maximum may still be used. The combination
at P9 will always be 1.

In the previous two cases, there is a continuous transition between the different rules.
There are no jumps or gaps between the values produced by the combination rules. This is
unfortunately not true for the combination rules for A - B. I was unable to produce rules
for A - B which transitioned smoothly between conditions. I do not believe that continuity
is a necessary property for the combination rules to work properly. The rules should at the
very least capture and represent the transitions that are occurring between the primitives.
For A - B most combinations are approximated by the value of A. The value of P§ is
effectively 1. The IN-IN case is 2 - B. This is a measure of how far point P1 and P6 are
inside of B. These rules do not provide a smooth transition between the conditions, but the
rules will correctly identify points which are inside of A - B.

Applying each primitive’s in-out function and combining them with the previously stat-
ed rules will produce a discrete 3-D scalar data set that represents the space surrounding
the model, where each point has a number that identifies it as inside or outside the evaluat-
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present the models evaluated using the Constructive Cubes algorithm and displayed in
wireframe. Figures 5 & 9 show the same polygonal geometry rendered with full shading.
The geometry in figure 5 was sampled at a resolution of 20x40x50. The CSG model in
figure 9 was sampled at a resolution of 20x60x40. Finally, figures 6 & 10 were generated
with The Clockworks’ ray tracer [8], at a considerably greater computational cost. Clearly
the ray traced images present a more accurate view of the model compared to the Con-
structive Cubes version, but the ray tracer only generates a single static image, after a long
wait (“10 CPU-hours). The Constructive Cubes algorithm generates a model that may be
interactively visualized on a workstation from many viewpoints.

Figure 2. Modeling Primitives Evaluated with Constructive Cubes

4. DISCUSSION

The Constructive Cubes algorithm has many positive features and advantages. Both ma-
jor components of the algorithm, point classification and the Marching Cubes algorithm,
are straightforward to implement and do not require advanced mathematics or complicated
routines. The algorithm does not require the computation of complex surface intersections.
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Clockworks does not allow me to comment on the relative computational costs of point
classification versus the Marching Cubes algorithm. It can be noted, though, that the point
classification algorithm is easily implemented on a parallel computing architecture, possibly
making this concern irrelevant in the future. All of these points demonstrate the viability
and future usefulness of the Constructive Cubes algorithm.

5. CONCLUSION

The Constructive Cubes algorithm converts a CSG model into a representation for in-
teractive display on an engineering workstation. The algorithm extends the the standard
CSG-point classification algorithm and then employs a popular iso-surface generation algo-
rithm, that may soon implemented in the hardware of future workstations, to generate a list
of polygons that approximates the surface of a CSG model. The polygons may then be in-
teractively displayed, shaded and inspected on a workstation. The algorithm is straightfor-
ward to implement, requiring no complex surface intersection calculations. The algorithm
provides an inherent flexibility that allows a user to balance the time/quality trade-off. The
algorithm’s memory requirements will become less of an issue as workstations become
larger and more powerful. Future work on Constructive Cubes may involve developing
better methods for calculating the distance between a point and a variety of modeling prim-
itives. More efficient methods of classifying points with respect to a CSG model should
also be investigated. Even without these improvements, the Constructive Cubes algorithm
is an effective method for quickly evaluating a CSG model for display on an engineering
workstation.
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