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Abstract. We have developed a shape-based object retrieval method
which is trained using computational feature metadata (hereafter re-
ferred to as computational metadata) that encodes 3D shape descriptors.
The retrieval method is based on graph neural networks and involves
training the network to quantify the shape similarity between two dif-
ferent 3D objects. A shape similarity metric is critical for identifying 3D
objects according to their geometric and structural features, rather than
relying solely on type descriptions. Existing 3D model datasets include
broad-based, general metadata in the form of categorical labels. How-
ever, they lack ground truth metadata that capture geometric/shape
properties. We present novel research that provides an approach for es-
tablishing robust ground truth metadata for 3D shape similarity. We
validate our approach with a user study that compares three different
methods. Due to the absence of a suitable 3D object dataset that in-
cludes shape characteristics, we created our own ground truth collection
using an image-based retrieval method from Azure AI Vision Studio. The
newly defined computational metadata for 3D shape have been utilized
to produce a rotation-invariant shape-based object retrieval capability.

Keywords: machine learning · ground truth · shape similarity.

1 Introduction

Ground truth data and their associated metadata are crucial in supervised ma-
chine learning (ML), serving as the definitive standard for training, validating,
and testing models to ensure accurate learning from labeled datasets. For 3D
object retrieval, ground truth data serve a similar purpose, providing a reliable
basis for creating systems that accurately identify and match 3D objects based
on their geometric, structural and topological characteristics. Ground truth data
help in developing precise feature representations and similarity measures, en-
suring that the ML model can effectively select and rank objects with similar
shapes to a given query. Moreover, high-quality ground truth metadata allows
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for the objective comparison and benchmarking of different retrieval algorithms,
enhancing the development and refinement of these systems.

Although datasets like ModelNet40 [34] offer a structured way to access 3D
models, they primarily provide general metadata in the form of categorical labels.
This type of metadata does not capture the more nuanced geometric similarities
needed for advanced shape retrieval tasks. For instance, if the query object is
a radio, the most geometrically similar object might not be another radio, but
could be a toaster, Xbox or an object from yet another category. 3D shape
analysis is a critical capability for a number of application areas, for example,
the alignment of scanned geometry during object reconstruction [37], the study
of morphological changes across populations in medicine [18], and engineering
tolerance inspection by comparing manufactured parts against CAD reference
models [12]. The current limitations of 3D shape metrics underscore the pressing
need to define enhanced features and associated metadata that will improve 3D
shape-based matching algorithms. Effective retrieval systems must go beyond
mere categorical matching and be capable of identifying and retrieving items
based solely on the similarity of their shapes.

To address this need, we have developed an approach to produce the com-
putational metadata for a ground truth dataset that encodes the shape features
of 3D objects. Development began with the study of a number of 3D shape de-
scriptor methods. Their effectiveness to support shape-based 3D object retrieval
tasks was evaluated. While promising, these methods do have difficulty with rep-
resenting the shape of today’s complex 3D models and do not necessarily provide
rotation invariance, an important goal of our overall work. Rotation invariance
is the property of being able to represent and reason about an object indepen-
dent of its orientation. Given the shortcomings of the 3D methods, we turned
to advanced machine learning methods for (2D) image analysis to provide the
shape information needed to train our 3D object retrieval system. A user study
was performed to confirm that our 2D image-based approach provided superior
results when identifying and ranking 3D objects based on their shape.

The innovation in our approach is that we employ 1D features (combined
into a vector) extracted from a single rendering (a 2D image) of a 3D object
to provide the information needed to train a machine learning model (a graph
neural network) that encodes and quantifies 3D shape features from geomet-
ric models. These 1D features effectively act as computational metadata that
record information about the shape of a 3D object. The newly defined computa-
tional metadata for 3D shape has been utilized to produce a rotation-invariant
shape-based object retrieval capability that encodes objects into a discriminative
embedding space using a contrastive loss function [28].

2 Previous Work

2.1 Image and Shape Metadata

Image metadata has a long history across many disciplines, given the signifi-
cance of images in our highly visual society. Consider the historical description
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– Complex and Resource Intensive Annotations: Accurately annotating 3D ob- 

jects for similarities based on detailed geometric and structural properties 
requires skilled human annotators with a strong understanding of 3D shape 
analysis. Manual annotation is not only time-consuming but also costly, de- 
manding a high level of precision and consistency across extensive datasets. 

– Ranking Challenges: Asking human annotators to retrieve and rank items 
based on geometric similarity for each query introduces significant challenges 
in consistency and reliability. It requires a high level of precision and effort, 
making it both time-intensive and prone to subjective variability. 
To address these challenges, we developed an approach that leverages both 

human expertise and machine learning algorithms to produce ground truth meta- 
data that supports our objectives for advanced shape-based object retrieval. The 
innovation in our approach is that we employ 1D features extracted from a single 
rendering of a 3D object (2D image) to provide the information needed to train a 
machine learning model (a graph neural network) that encodes and quantifies 3D 
shape features from geometric models. These 1D features effectively act as meta- 
data that record information about the shape of a 3D object. The newly defined 
implicit metadata for 3D shape has been utilized to produce a rotation-invariant 
shape-based object retrieval capability that encodes objects into a discriminative 
embedding space using a contrastive loss function [21]. 

 
2 Previous Work 

2.1 Image and Shape Metadata 
Image metadata has long, robust history across many disciplines, given the sig- nificance of 
images in our highly visual society. Historically, we can consider ways researchers 
described features of medical images, architectural drawings, and civil engineering 
blueprints and more. As digital imaging and microscopic technologies have advanced, there 
has been a full range of efforts by imaging communities to develop schemes, such as the 
Darwin Core(DwC) for digital images of biological specimens, the ISO 19115 (Geographic 
Information—Metadata) for geospatial materials, and the Visual Resources Association Core 
(VRA) for visual resources. Each of these schemes targets a general object class captured in 
both the standard and metadata properties. These standards also some aspect of measurement 
features, although not enough to computationally interpret the shape.  
 
Metadata Standard Object 

category 
Example metadata properties for: 
Category Measurement features 

Darwin Core (DwC) Biological 
specimens 

Taxon • “MeasurementOrFact” (includes 
sub-properties for measurement 
type, unit, and value) 

Content Standard for 
Digital Geospatial 
Metadata (CSDGM) 

Geospatial 
materials 

Title, abstract  • Geographic location (bounding 
coordinates),  

• Spatial Reference Information 
(coordinate reference system 
(CRS), projection and datum 
information 

Visual Resources 
Association Core 
(VRA). 

Visual 
resources 

Title, work, 
work type 

• Measurements (type, unit) 

 
 A range of metadata standards capture the technical characteristics of digital images, such 
as pixels, resolution, density, color and imaging technology. Examples include the 
Exchangeable Image File Format (EXIF) standard for embedding technical information, 
Extensible Metadata Platform (XMP), for extensible metadata for images and other media, the 
Open Microscopy Environment (OME) for microscopic image acquisition, These standards 
ensure that digital images retain critical contextual and technical information although They 

Table 1. Image Metadata Standards

practices of physicians with medical images, civil engineers and architectural
drawings, and other professions where images are integral. As digital and micro-
scopic imaging technologies have advanced, there have been a range of efforts to
develop schemes (see Table 1), such as the Darwin Core (DwC) for digital images
of biological specimens [7], the ISO 19115 (Geographic Information—Metadata)
standard for geospatial materials [15], and the Visual Resources Association Core
(VRA) for visual resources [31]. Each of these schemes targets a general image-
focused object class captured by metadata properties. These standards also have
some aspect of measurement features, although not enough to computationally
interpret the shape.

In terms of technical characteristics for digital images, there is a series of
metadata standards capture features, such as pixels, resolution, density, color,
and imaging technology. Examples include the Exchangeable Image File For-
mat (EXIF) standard for embedding technical information [8], the Extensible
Metadata Platform (XMP) for extensible metadata for images and other media,
and the Open Microscopy Environment (OME) for microscopic image acquisi-
tion [23]. These standards ensure that digital images retain critical contextual
and technical information although they do not include granular metadata that
would enable the computational understanding of the shape and dimensionality
of the object (or multiple objects) captured in an image.

Shape introduces dimensional complexity,and this has not been a focus in
metadata representation. Dimensionality and perspective have long been recog-
nized in images, perhaps most notably by Leon Battista Alberti’s Renaissance
writings on architectural perspective [2]. In digital contexts, standards such as
MPEG-7 (Multimedia Content Description Interface) capture two-dimensional
visual features like contours, color, and texture (ISO/IEC 15938, 2019) [16, 21],
while emerging frameworks such as the 3D Metadata Standard (3DMD) and
X3D (ISO/IEC 19775, 2020) attempt to represent three-dimensional objects, in-
cluding mesh topology and spatial relationships [17]. Yet, these systems remain
in a nascent stage and do provide means for encoding full geometric and topo-
logical richness required for true shape analysis. In our context, shape metadata
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constitutes a new category of computational metadata, i.e. numerical or learned
features that encode geometric and topological properties that enable algorith-
mic reasoning about 3D form.

Shape is integral to how humans see and interact in our world. Consider the
civil engineer needing to shape a building structure, or a radiologist measuring
the size of a tumor. The significance of shape, together with increased reliance
on and potential of AI, underscores the need for more robust metadata support-
ing shape analysis. This work is taking place in computational settings, with
geometric modeling through feature identification and development of neural
networks all factoring into implicit metadata. A foundation to this work is 3D
shape analysis, which is addressed in the next section.

2.2 Image-based 3D Shape Analysis

The domain of 3D shape analysis employs diverse techniques for interpreting,
describing, and processing geometric forms in three-dimensional spaces. Tradi-
tionally, the analysis of 3D shapes was predominantly based on manually extract-
ing geometric and topological features [5, 6, 24, 25]. However, the introduction of
machine learning to 3D shape analysis has led to a transformative change, sig-
nificantly enhancing the efficiency and depth of the analysis.

A 3D object can be comprehensively represented by projecting it onto 2D
planes from various viewpoints. Multi-view 2D projection approaches utilize the
robust capabilities of Convolutional Neural Networks (CNNs) [38], along with ex-
tensive image databases to pre-train CNN architectures. Su et al. [30] pioneered
this approach with their development of Multi-View Convolutional Networks,
presenting a CNN architecture that merges information from multiple views of
a 3D shape into a single, compact shape descriptor. Building on this founda-
tional work, subsequent researchers have explored various enhancements and
applications. Notably, Wang et al. [32] developed a method that employs a novel
clustering and pooling strategy based on dominant sets, effectively grouping
similar views together into clusters. Feng et al. [10] introduced the Group-View
CNN (GVCNN) method, which starts by employing an expanded CNN to ex-
tract view-level descriptors. It then effectively organizes these view-level features
into groups and integrates them into a comprehensive shape-level descriptor. Xu
et al. [35] introduced a method that enhances the processing of multiple 2D
projections of a 3D object by effectively integrating both intra-view and inter-
view information. Hamdi et al. [13] introduced the Multi-View Transformation
Network (MVTN), which identifies optimal viewpoints for 3D shape recognition
using differentiable rendering techniques.

While multi-view 2D projection methods have demonstrated significant po-
tential in 3D shape classification, they present several challenges. The depen-
dency on multiple views introduces challenges in view selection and integration.
Determining the optimal number and arrangement of views to sufficiently cap-
ture an object’s geometry without redundancy is non-trivial and can significantly
impact performance. Another significant drawback is the computational cost as-
sociated with processing multiple 2D images.
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3 Shape Analysis Methods

Three methods were evaluated for their ability to capture distinguishing fea-
tures of an object’s 3D shape: chamfer distance, ShapeDNA and our image-
based method using Azure AI. They all return numerical values or feature vec-
tors which act as computational metadata artifacts, quantitative encodings that
characterize 3D shape properties and serve as metadata proxies for geometric
similarity.

3.1 Chamfer Distance:

Chamfer distance is commonly used to measure dissimilarity between point
clouds in numerous applications within machine learning, computer vision, and
graphics [9, 19, 33]. Given the unordered structure of point clouds, the chamfer
distance between two point sets S1 and S2 is calculated as the average distance
between each point in one set to the nearest neighbor found in another. The
mathematical formulation of chamfer distance is given by:

dCD(S1, S2) =
1

|S1|
∑
x∈S1

min
y∈S2

∥x− y∥2 +
1

|S2|
∑
y∈S2

min
x∈S1

∥y − x∥2. (1)

While the chamfer distance offers valuable insights into shape similarity, its
accuracy heavily depends on the alignment of the compared objects. If the ob-
jects are not properly aligned prior to this calculation, the chamfer distance
may not accurately reflect the true similarity between the shapes. Misalignment
can lead to artificially inflated distance values because corresponding points on
each object might be matched to incorrect or distant points on the other object.
For instance, two identical 3D models—one rotated or translated relative to
the other—would show a significant chamfer distance if compared without prior
alignment. Consequently, it is essential to align objects in terms of orientation,
scale, and position before computing the chamfer distance to ensure it accurately
represents shape similarity. Aligning objects to a consistent canonical pose intro-
duces several issues, especially with complex or irregular 3D shapes [27]. Achiev-
ing this standardized positioning requires sophisticated preprocessing techniques
that address variations in orientation, scale, and position.

3.2 ShapeDNA:

The ShapeDNA method employs the eigenvalues (i.e., the spectrum) of the
Laplace-Beltrami operator applied to a surface and provides a unique numerical
fingerprint for the represented geometric object [26]. These spectra encapsulate
intrinsic geometric properties, making them invariant to isometric transforma-
tions (those that preserve distances, like rotations and translations). This fea-
ture is particularly useful in computer graphics and 3D shape analysis, where
one often needs to identify or compare shapes independent of their positions or
orientations in space.
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The process of generating an object’s ShapeDNA begins by computing the
first n eigenvalues of the object’s shape, where 10 < n < 100. The eigenvalues
are then normalized by scaling the vector containing the eigenvalues. This nor-
malization ensures that the eigenvalues are equivalent to those computed for the
same shape normalized to a unit surface area. Typically for surfaces, eigenvalues
increase linearly with their order. To ease the influence of higher eigenvalues,
which are often more affected by noise, a linear reweighting is applied (λ/n,
where λ is the eigenvalue and n is its index in the eigenvector). The resulting
normalized and reweighted eigenvalues are referred to as ShapeDNA. With these
adjustments, the Euclidean distance between two ShapeDNA points in spectral
space is computed to measure shape similarity between two 3D objects [26, 29].

3.3 Azure AI

Azure AI offers advanced image analysis and generation capabilities through
Vision Studio [3], a component of its Computer Vision service. This platform
leverages artificial intelligence to execute complex visual tasks such as content
analysis, object detection, and image retrieval. Azure’s Cognitive Service for
Vision employs a new computer vision foundation model known as Florence [36].
The concept of a “foundation model” was first introduced by Bommasani et al. [4]
and describes a model trained on extensive, diverse data at scale that is capable
of being adapted (e.g. fine-tuned) to a wide range of downstream tasks.

Florence is a transformer-based model, trained on massive amounts of text
and images with robust supervision. It is designed to capture a wide spectrum
of visual representations, from broad scene details to intricate object features,
and it can process multiple modalities, from static images to dynamic videos.
This comprehensive capability is vital for effective image retrieval, as it enables
the model to manage diverse image characteristics and respond to a wide array
of search queries [36].

These platform features may be used to produce computational shape meta-
data for 3D objects. This approach involves rendering 3D objects into 2D images
from a standard viewpoint that captures the critical visual features of each shape.
The images are then encoded into 1024-dimensional visual feature vectors us-
ing the image encoder from the Florence model [36]. A shape similarity metric
between two objects may then be computed with the cosine similarity measure.
This measure takes the dot product between two feature vectors, producing the
cosine of the angle between the two vectors in feature space.

4 Experiments

To determine the most effective method for establishing ground truth metadata
for the 3D shape retrieval problem, we conducted a user study with the three
above methods. The user study effectively served as a metadata validation exper-
iment, assessing the perceptual alignment between human judgments of shape
similarity and the computational metadata derived from each method.
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4.1 Dataset and Data Preprocessing

Dataset. The user study and our shape-based object retrieval network utilize
and are evaluated with the 3D models in the Chair category of the ModelNet40
dataset [34]. ModelNet40 is particularly suitable for our objectives as it includes
pre-aligned shapes, enabling the effective use of chamfer distance and Azure
AI to produce reliable ground truth shape-based metadata. The Chair category
consists of 887 models in the training set and 100 models in the test set, offering
a robust dataset for assessing the performance of our studies.

Data Preprocessing. Our data preprocessing step begins with the transformation
of triangular meshes into watertight manifolds using the manifold generation
method developed by Huang et al. [14], which includes the utilization of an
octree data structure for efficient mesh representation and isosurface extraction.
We have selected an octree depth of 7 to ensure a balanced preservation of detail
in the resulting manifolds.

Next, to optimize computational efficiency while maintaining model integrity,
we apply mesh simplification techniques proposed by Garland and Heckbert [11].
This approach reduces the mesh to precisely 750 faces, prioritizing areas of high
geometric complexity for detail preservation and simplifying larger, near-planar
regions. A few intricate models, however, are processed at a lower octree depth
to avoid significant distortion when simplifying to this face count. Lastly, the
meshes are translated so that their center of mass aligns with the origin of the
coordinate system. They are then scaled to fit within a unit sphere centered
at this origin, reducing sensitivity to variations in size and position within the
coordinate system.

4.2 User Study

For each query object in our user study, we retrieved the 10 most similarly shaped
objects using the three methods: chamfer distance, ShapeDNA and Azure AI. For
chamfer distance, we uniformly sampled 2024 points on the surface of each mesh
and calculated the distance between each pair of samples in the dataset. A value
of n = 20 was used for the ShapeDNA calculation, i.e., 20 eigenvalues were com-
puted for each model. Euclidean distance between points in the spectral space is
computed to quantify shape similarity. The developers of ShapeDNA recommend
using n values in the range 15 < n < 50 for meaningful shape comparison. We
conducted experiments within this range and found n = 20 provides stable and
consistent similarity rankings. The images that were processed by Azure AI were
rendered from a manually determined viewpoint that closely approximates an
isometric view, i.e., one where the view direction is 45◦ from each primary axis.
It was determined that this view direction, which was consistently utilized for all
images, provided the best perspective to capture the salient geometric features
of the chair models. The resulting images have a pixel resolution of 256× 256.

All three methods return a scalar value which may be used to rank the
similarity between a query object and a test object. The chamfer distance directly
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Fig. 1. Screenshot from the 3D shape retrieval user study.

returns a non-negative scalar value, which signifies an exact shape match when
zero. As the magnitude of the distance increases, the shapes are considered more
dissimilar. ShapeDNA returns a scalar value with similar properties. Since we
use cosine similarity for determining the shape metric from the Azure AI 1024-D
feature vector, objects which are exactly the same will have a value of 1. In order
for this metric to have the same properties as the other two, its value can be
subtracted from 1.

A web-based interface was created for the user study which presents a query
object and 10 results returned by the three methods, ranked by shape similarity.
See Figure 1. Overall, 100 queries were randomly selected from the 887 samples in
the training set for each participant. For each query, the similarity metrics were
computed against the remaining 886 training samples, i.e., the query itself was
excluded from the retrieval pool. The order of the applied methods is randomized
in the interface from top to bottom for each sample. The study participant is
asked to identify the method that “most accurately ranks similar objects to the
query image, starting with the closest match”. The participants make their own
assessment of the ranked matching results returned by the three methods, with
no time limit. By clicking on a radio button, they signify which method they
believe provides the best matching set to the query object.

5 Results

Ten participants, Computer Science graduate students and computing profes-
sionals, completed our user study by identifying which of the three anonymized
methods they believed provided the best shape similarity ranking for 100 query
objects. The outcomes showed a strong preference among participants for the
Azure AI method, which derives a feature vector that encodes 3D shape from
images of objects, receiving an average approval of 81.6%. This rating is signif-
icantly higher than ones for chamfer distance at 14.8% and ShapeDNA at only
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Query

Fig. 2. Qualitative results of our shape-based object retrieval system trained on image-
derived 3D shape ground truth metadata.

3.7%. This clear preference for the image-analysis-based method underscores its
potential as the superior approach to providing an accurate definition of ground
truth metadata when pre-aligned shapes are available in the dataset.

After completion of the user study, we employed the Azure AI-based 3D
shape ground truth metadata to train a graph neural network that produces a
rotation-invariant shape-based object retrieval capability that encodes objects
into a discriminative embedding space using a contrastive loss function. For more
information about the retrieval system see Shakibajahromi [28]. The network was
evaluated with the Chair category 3D models of the ModelNet40 dataset. The
training split of the dataset is utilized for the training phase, while the test split
contains queries used for model evaluation. During the evaluation phase, queries
are drawn from the test split, and the system uses both the training and test
splits as a unified database to retrieve similar objects.

An experiment was conducted with the aim of simulating real-world condi-
tions by introducing random rotations to both the query samples and the objects
in the database. This is crucial as the orientation of 3D meshes in practical ap-
plications is often unknown and variable. We utilized Azure AI to render 3D
objects from a consistent viewpoint and to embed the images for retrieval, pro-
viding a baseline comparison. The experimental results, presented in Table 2,
illustrate that our method substantially outperforms other techniques, due to
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Method object orientation P@10 MAP@10

Our method random 0.588 0.496
Image features (Azure AI) [36] random 0.262 0.181

Chamfer distance random 0.179 0.107
ShapeDNA [26] random 0.212 0.139

Table 2. Experimental results for shape-based object retrieval with random orienta-
tions applied to the objects.

their dependence on alignment to a standard pose. The results in Figure 2 show
that our method retrieves objects with shapes similar to the query object. The
retrieved objects exhibit a high degree of similarity in both global structure and
fine details. These evaluation studies demonstrate that our approach generates
discriminative ground truth metadata that represents 3D shape.

6 Conclusions

We have defined a method for creating computational metadata that may be
used to define a shape similarity metric. A metadata-supported shape similar-
ity metric is critical for identifying 3D objects according to their geometric and
structural features, rather than relying solely on type descriptions. Existing 3D
model datasets include broad-based, general metadata in the form of categorical
labels. However, they lack ground truth that captures geometric/shape prop-
erties. In order to address this gap in 3D model datasets, we have developed
an approach for computing robust ground truth metadata for 3D shape simi-
larity. The innovation in our approach is that we employ 1D features extracted
from a single rendering (a 2D image) of a 3D object to provide the informa-
tion needed to train a machine learning model (a graph neural network) that
encodes and quantifies 3D shape features from geometric models. These 1D fea-
tures effectively act as metadata that record geometric, structural, and topolog-
ical information about the shape of a 3D object. We created our ground truth
collection using an image-based retrieval method from Azure AI Vision Studio.
The newly defined computational metadata for 3D shape was then utilized to
produce a rotation-invariant shape-based object retrieval capability. Our work
demonstrates how metadata can bridge the semantic gap between human percep-
tion of shape and machine representations of geometry. By formalizing geometric
descriptors as structured metadata, we enable interoperable, reproducible, and
FAIR-compliant approaches to 3D object retrieval and analysis.

While our method has shown to be effective in our studies that identify chair
models with similar shapes, one aspect of it may be problematic when applied
to other 3D models. The method relies on rendering models in a canonical pose.
As noted earlier, finding effective canonical poses for arbitrary 3D models can be
challenging [27]. Fortunately, finding these canonical poses is a well-studied topic
with a number of solutions [1, 20, 22]. Future work will apply our shape-based
object retrieval capability to other geometric models, which will require us to
investigate and deploy one or more of these canonical pose methods to produce
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the computational 3D shape metadata needed for neural network training. Ap-
plying our method to other types of models will establish the generality of our
approach.
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