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Abstract. We identify how to share costs locally in weighted congestion
games with polynomial cost functions to minimize the worst-case price
of anarchy (POA). First, we prove that among all cost-sharing methods
that guarantee the existence of pure Nash equilibria, the Shapley value
minimizes the worst-case POA. Second, if the guaranteed existence con-
dition is dropped, then the proportional cost-sharing method minimizes
the worst-case POA over all cost-sharing methods.
As a byproduct of our results, we obtain the first POA analysis of the
simple marginal contribution cost-sharing rule, and prove that marginal
cost taxes are ineffective for improving equilibria in (atomic) congestion
games.
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1 Introduction

Sharing Costs to Optimize Equilibria. Weighted congestion games [35] are a
simple class of competitive games that are flexible enough to model diverse
settings (e.g. routing [38], network design [3], and scheduling [26]). These games
consist of a ground set of resources E and a set of players N who are competing
for the use of these resources. Every player i ∈ N is associated with a weight
wi, and has a set of strategies Pi ⊆ 2E , each of which corresponds to a subset
of the resources. Given a strategy profile P = (Pi)i∈N , where Pi ∈ Pi, the set
of players Sj = {i : j ∈ Pi} using some resource j ∈ E generates a cost Cj(fj)
on this resource (e.g. Cj(fj) = α · fdj ), which is a function of their total weight
fj =

∑
i∈Sj wi. This joint cost could represent monetary cost, or a physical cost

such as aggregate queueing delay [40]. We assume that the cost of every resource
needs to be distributed among the players using it. As a result, each player i
suffers some cost cij(P ) from each of the resources j ∈ Pi, and its goal is to
choose a strategy that minimizes the cost

∑
j∈Pi cij(P ) that it suffers across all

the resources that it uses.
How can a system designer minimize the sum of the players’ costs∑

i∈N

∑
j∈Pi

cij(P ) =
∑
j∈E

Cj(fj) (1)

over all possible outcomes P? The answer depends on what the designer can do.
We are interested in settings where centralized optimization is infeasible, and



the designer can only influence players’ behavior through local design decisions.
Precisely, we allow a designer to choose a cost-sharing rule that defines what
share ξj(i, Sj) of the joint cost Cj(fj) each player i ∈ Sj is responsible for
(so cij(P ) = ξj(i, Sj)). Such cost-sharing rules are “local” in the sense that they
depend only on the set of players using the resource, and not on the users of other
resources. Given a choice of a cost-sharing rule, we can quantify the inefficiency
in the resulting game via the price of anarchy (POA) — the ratio of the total
cost at the worst equilibrium and the optimal cost. The set of equilibria and
hence the POA are a complex function of the chosen cost-sharing rule.

The goal of this paper is to answer the following question.

Which cost-sharing rule minimizes the worst-case POA in weighted conges-
tion games?

In other words, when a system designer can only indirectly influence the game
outcome through local design decisions, what should he or she do?

The present work is the first to study this question. Previous work on the
POA in weighted congestion games, reviewed next, has focused exclusively on
evaluating the worst-case POA with respect to a single cost-sharing rule. Pre-
vious work on how to best locally influence game outcomes in other models is
discussed in Section 1.2.

Example: Proportional Cost Sharing. Almost all previous work on weighted con-
gestion games has studied the proportional cost-sharing rule [4, 6, 18, 20, 21, 29,
30, 36]. According to this rule, at each resource j, each player i ∈ Sj is responsi-
ble for a wi/fj fraction of the joint cost, i.e., a fraction proportional to its weight.
The worst-case POA is well understood in games with proportional cost sharing.
For polynomial cost functions Cj(fj) of maximum degree d, the worst-case POA
is φdd, where φd = Θ(d/ ln d) is the positive root of fd(x) = xd − (x + 1)d−1 [2].
One of the main disadvantages of this cost-sharing rule is that it does not guar-
antee the existence of a pure Nash equilibrium (PNE), but the upper bounds
are still meaningful since they apply to much more general equilibrium concepts,
like coarse correlated equilibria, which do exist [37].

Example: Shapley Cost Sharing. The only other cost-sharing rule for which the
worst-case POA of weighted congestion games is known is the Shapley cost
sharing rule. The cost shares defined by the Shapley value can be derived in
the following manner: given an ordering over the users of a resource, these users
are introduced to the resource in that order and each user is responsible for
the marginal increase of the cost caused by its arrival. The Shapley cost share
of each user is then defined as its average marginal increase over all orderings.
Unlike proportional cost sharing, this cost-sharing rule guarantees the existence
of a PNE in weighted congestion games [25]. The worst-case POA of this rule
for polynomials of maximum degree d is χdd, where χd ≈ 0.9 · d is the root of
gd(x) = 3 · xd − (x+ 1)d − 1 [25].



Other Cost-Sharing Rules. Without the condition of guaranteed PNE existence,
there is obviously a wide range of possible cost-sharing rules. The space of rules
that guarantee the existence of PNE is much more limited but still quite rich. [19]
showed that the space of such rules correspond exactly to the weighted Shapley
values. This class of cost-sharing rules generalizes the Shapley cost sharing rule
by assigning a sampling weight λi to each player i. The cost shares of the play-
ers are then defined to be an appropriately weighted average of their marginal
increases over different orderings (see Section 2.1); hence the “design space” is
(k − 1)-dimensional, where k is the number of players.1

1.1 Our Results

Our two main results resolve the question of how to optimally share cost in
weighted congestion games to minimize the worst-case POA.

Main Result 1 (Informal): Among all cost-sharing rules that guarantee the
existence of PNE, the worst-case POA of weighted congestion games is minimized
by the Shapley cost sharing rule.

For example, the plot of Figure 1 shows how the worst-case POA varies for a
parameterized subclass of the weighted Shapley rules (details are in Section 2.1).
The POA of these cost-sharing rules varies and it exhibits discontinuous behav-
ior, but in all cases it is at least as large as the POA when the parameter value
is γ = 0, which corresponds to the (unweighted) Shapley cost-sharing rule.

Main Result 2 (Informal): Among all cost-sharing rules, the worst-case POA
of weighted congestion games is minimized by the proportional cost sharing rule.

In the second result, we generously measure the POA of pure Nash equilibria
only in instances where such equilbria exist. That is, our lower bounds construct
games that have a PNE that is far from optimal. For the optimal rule (propor-
tional cost-sharing), however, the POA upper bound applies more generally to
equilibrium concepts that are guaranteed to exist, including coarse correlated
equilibria.

As a byproduct of our results, we also obtain tight bounds for the worst-
case POA of the marginal contribution cost-sharing rule (see Section 2.2). The
marginal contribution rule defines individual cost shares that may in general add
up to more than the total joint costs, but we show that, even if any additional
costs are disregarded, which reduces this policy to marginal cost taxes, the worst-
case POA remains high.

1 The sampling weights λi can be chosen to be related to the players’ weights wi, or
not. The joint cost is a function of players’ weights wi; the sampling weights only
affect how this joint cost is shared amongst them.
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Fig. 1. POA of parameterized weighted Shapley values for quadratic resource cost
functions.

1.2 Further Related Work

This paper contributes to the literature on how to design and modify games
to minimize the inefficiency of equilibria. Several previous works consider how
the choice of a cost-sharing rule affects this inefficiency in other models: [33] in
participation games; [11, 15] in the network cost-sharing games of [3]; [32, 31, 22]
in queueing games; and [28] in distributed welfare games. Closely related in
spirit is previous work on coordination mechanisms, beginning with [12] and
more recently in [23, 5, 24, 8, 13, 1, 14]. Most work on coordination mechanisms
concerns scheduling games, and how the price of anarchy varies with the choice
of local machine policies (i.e., the order in which to process jobs assigned to
the same machine). Some of the recent work comparing the price of anarchy of
different auction formats, such as [27, 7, 41], also has a similar flavor.

1.3 Organization of Paper

In Section 2, we restrict ourselves to cost-sharing rules that guarantee the exis-
tence of PNE and we prove worst-case POA bounds for such policies. In Section 3,
we remove this restriction and we provide lower bounds for the worst-case POA
of arbitrary cost-sharing rules. For the more technical proofs we provide proof
sketches in the main body; full details are in the Appendix.

2 Cost-Sharing Rules that Guarantee PNE Existence

In this section we restrict our attention to cost-sharing rules that guarantee the
existence of a PNE. This class of cost-sharing rules corresponds to weighted
Shapley values, parameterized by a set of sampling weights λi, one for each
player i [19]. We focus on congestion games with resource cost functions Cj(fj)
that are polynomials with positive coefficients and maximum degree d, and we
provide worst-case POA bounds parameterized by d. Note that every game with
such cost functions has an equivalent game such that all cost functions have the



form α · xk for α ≥ 0 and k between 1 and d (decompose a resource into many
resources that can only be used as a group). Hence, we will be assuming that all
games studied in what follows have cost functions of the form Cj(x) = αj · xkj .
We conclude this section with a byproduct of our results: tight worst-case POA
bounds for the marginal contribution cost-sharing rule.

2.1 Weighted Shapley Values

We first describe how a weighted Shapley value defines payments for the players
S that share a cost given by function C(·). For a given ordering π of the players
in S, the marginal cost increase caused by player i is C(fπi +wi)−C(fπi ), where
fπi denotes the total weight of the players preceding i in π. Given a distribution
over orderings, the cost share of player i is given by

Eπ
[
Cj(f

π
j,i + wi)− Cj(fπj,i)

]
. (2)

We now describe how the distribution over orderings is given: Each player i has
a sampling parameter λi > 0. We initially pick the final player of the order-
ing, with probabilities proportional to the λi’s; given this choice, we choose the
penultimate player randomly from the remaining ones, again with probabilities
proportional to the λi’s; and so on. Below we present an example of how the
values of the λi’s lead to the distribution over orderings of the players.

Example 1. Consider players a, b, c with sampling parameters 1, 2, 3 respectively.
The propability that a is the last in the ordering is 1/(1 + 2 + 3). Similarly we
get 2/(1 + 2 + 3) for player b and 3/(1 + 2 + 3) for player c. Also, suppose c was
chosen to be the last, then the probability that b is the second is 2/(1+2), while
the probability that a is the second is 1/(1 + 2).

To see the complete distribution over orderings, we get that the realization
probabilities are 1/3 for ordering (a, b, c), 1/4 for (a, c, b), 1/6 for (b, a, c), 1/10
for (b, c, a), 1/12 for (c, a, b), and 1/15 for (c, b, a).

In weighted congestion games, the weight of each player fully defines the
impact that this player has on the social cost of the resources that the player
uses. Hence, this is the only pertinent attribute of that player and the most
natural parameter that the cost-sharing rule may use in order to differentiate
between the sampling parameters of two players. Nevertheless, our results hold
even if the value of λi depends not only on wi, but also on the ID of player i,
allowing players with the same weight wi to be treated differently in an arbitrary
fashion.

We first focus on weighted Shapley values for which λi is a function of wi
parameterized by a real number γ, which measures the importance of a player’s
weight wi when constructing the random Shapley ordering. That is, the sampling
parameter λi of each player i is λi = λ(wi) = wγi . We then prove the optimality
of the uweighted Shapley value even more generally, with respect to the POA,
among any weighted Shapley value induced by a collection of continuous func-
tions λi(·).



A parameterized class of weighted Shapley values. For the weighted Shapley
values induced by a function of the form λ(wi) = wγi , we show that their POA
lies between that of the (unweighted) Shapley value, i.e., approximately (0.9·d)d,
and (1.4 · d)d. This class of λi values is interesting because it contains all the
well-known weighted Shapley values: If γ = 0, then the induced cost-sharing rule
is equivalent to the (unweighted) Shapley value. With γ = −1 we recover the
most common weighted Shapley value [39]. For γ → +∞ (resp. γ → −∞) we
get the ordering-based cost-sharing rule that has players join the resource from
smallest to largest (resp. largest to smallest) and paying the increase they cause
to the joint cost at the time of their placement. Also, as we show with Lemma 1,
this class of λi values is natural because these are the only ones that induce
scale-independent cost-sharing rules when the cost functions of the resources are
homogeneous (e.g. in our setting which has Cj(x) = αj · xkj ).

Lemma 1. For any homogeneous cost function, the weighted Shapley value cost-
sharing rule is scale-independent if and only if λ(w) = wγ for some γ ∈ R.

The parameter γ fully determines our cost-sharing rule. Higher values of λi
for some player i imply higher cost shares so, if γ > 0, this benefits lower weight
players and if γ < 0, this benefits higher weight players. We therefore use γ in
order to parameterize the POA that the cost-sharing rules of this class yield. The
following theorem, which follows directly from Lemma 2 and Lemma 3, shows
that for any value of γ other than 0 the POA of the induced cost-sharing rule is
strictly worse. Figure 1 plots the POA for d = 2.

Theorem 1. The optimal POA among weighted Shapley values of the form
λ(wi) = wγi is achieved for γ = 0, which recovers the (unweighted) Shapley
value. Hence, the optimal POA is approximately (0.9 · d)d.

The following lemma exhibits the fact that, as long as γ > 0, no matter how
large or small, the POA of the induced weighted Shapley value is always the
same and approximately equal to (1.4 · d)d.

Lemma 2. If γ > 0, then the induced weighted Shapley value has POA(
2

1
d − 1

)−d
≈ (1.4 · d)d.

Proof. (Sketch) Since γ > 0, it follows that as w becomes very large, λ(w) goes
to +∞. We begin with the lower bound which is described (as are all subsequent
lower bounds) using the interaction graph representation of the game, which we
define here. The interaction graph G = (E,N) has a vertex for each resource
j ∈ E and an edge for each player i ∈ N . If j1 and j2 are the endpoints of
the edge corresponding to some player, then this player can either use resource
j1 or resource j2 as a strategy, i.e. Pi = {{j1}, {j2}}. This representation is
limited to specific instances (e.g., among other restrictions, players must have
singleton strategies and must pick between one of two available resources) and



is not universal, however it is expressive enough to describe our lower bounds
throughout the paper.

In our current lower bound, the interaction graph is a complete k-ary tree
with k levels, with k a very large number. The resources at the bottom level of
the tree have cost functions equal to the constant kd−1. The resources at the
second to bottom level have cost functions equal to xd. The players between

these two levels have unit weight. Define r =
(
21/d − 1

)−1
. As we move towards

the root, player weights are scaled by a factor of k · r at each level, while cost
functions are scaled by a factor of

(r + 1− δ)d − (1− δ)d

kd−1 · rd
, (3)

with δ → 0 a very small nonnegative number. Let P be the strategy profile that
has every player play the resource that is closer to the root and let P ∗ be the
profile that has every player play the resource that is further from the root. We
first explain why P is a PNE. Consider a player i that uses a resource j in P
and contemplates deviating to its other option, resource j′. If w is the weight of
each one of the k players using j′ in P , then we get wi = w · k · r, which is very
large compared to w. Then, using standard calculus we get that in the Shapley
constructed ordering on resource j′, player i will be among the last bδ · kc with
probability arbitrarily close to 1 as k becomes large enough. We then get that
the cost of i in P is Cj(k

2 ·w · r)/k, while the cost of its potential deviation is at
least this quantity, by the fact that i is among the last bδ · kc with probability 1
and the fact that cost functions are scaled by the quantity in (3) from one level
to the next. Since δ → 0, we can confirm that each player, excluding the ones
from the bottom level of the tree, has a cost in P that is (1/r)d larger than its
cost in P ∗. Then we observe that the joint cost across levels of the tree in P is
identical, hence, since the number of levels goes to +∞, we get that the bottom
players are negligible and prove the lower bound.

The upper bound follows using smoothness [37] arguments and, hence, applies
to wider equilibrium concepts (mixed Nash, correlated, coarse correlated). We
get that for the total cost C of P it is the case that

C ≤
∑
i∈N

∑
j∈P∗j

ξj(i, Sj ∪ {i}) (4)

≤
∑
i∈N

∑
j∈P∗j

αj · (fj + wi)
kj − αj · f

kj
j . (5)

Here, (4) follows from the equilibrium condition and (5) from the fact that any
weighted Shapley cost share of a player is always upper bounded by the case
when it is last in the Shapley ordering with probability 1. Rearranging the sum
and using the fact that the expression inside the sum is convex as a function of
wi, we get that

C ≤
∑
j∈E

αj · (fj + f∗j )kj − αj · f
kj
j .



Then, since the inequality

(f∗j + fj)
kj − fkjj ≤

(
1− 2−

1
d

)−(d−1)
· f∗j

d +
(

2
d−1
d − 1

)
· fdj

holds (by standard calculus) for every fj , f
∗
j ≥ 0 and 1 ≤ kj ≤ d, we can get, by

multiplying with αj and summing over all resources, that

C ≤
(

1− 2−
1
d

)−(d−1)
· C∗ +

(
2
d−1
d − 1

)
· C =⇒ C

C∗
≤
(

2
1
d − 1

)−d
which proves the upper bound.

We now consider the case with γ ≤ 0. We prove a lower bound on the
POA of the induced weighted Shapley value, which is deteriorating as γ gets
smaller. When γ = 0, the (unweighted) Shapley value is recovered and the POA
is approximately (0.9 · d)d and, as γ → −∞, it approaches the (approximately)
(1.4 · d)d POA of the γ > 0 case.

Lemma 3. If γ ≤ 0, then the induced weighted Shapley value has POA at least
ψdγ,d, where ψγ,d is the largest root of the function gγ,d(x) = (x+ 1)d + xγ − xd ·
xγ − 2 · xd.

Proof. (Sketch) We can easily check that gγ,d does have a root that is larger
than 1 and that ψγ,d increases as γ decreases. We now present the lower bound.
The interaction graph G = (E,N) is a path with n vertices and n− 1 edges. We
will name resource 1 as the root. The root has a cost function equal to xd and
its adjacent player has unit weight. As we move further from the root, player
weights become larger by a factor of ψγ,d, while cost functions become smaller
by a factor of ψdγ,d. The last resource is an exception and has the same cost
function as its neighbor. Let P be the profile that has every player play the
resource closer to the root. The optimal profile P ∗ has every player play the
resource further from the root. Using the fact that gγ,d (ψγ,d) = 0, we get that
P is a PNE. Then we observe that every player i 6= n− 1 has a cost in P that is
ψdγ,d times larger than its corresponding cost in P ∗. Player n − 1 has the same
cost in both profiles, but as n→ +∞ the cost of n− 1 becomes negligible.

Using smoothness arguments similar to the upper bound proof of Lemma 2,
we can show that this bound is in fact tight for small values of −γ and d, e.g.,
as in Figure 1. We omit the lengthy details.

Main result. We now state the main result of the section. The proof applies
arguments similar to the ones we used for Lemma 2 and Lemma 3 but on a more
technical level. We present the details in the Appendix.

Theorem 2. The optimal POA among weighted Shapley values induced by a
collection of continuous functions λi(·) is achieved by the (unweighted) Shapley
value.



2.2 Marginal Contribution

We now focus on the marginal contribution cost-sharing rule which dictates
that every player i is responsible for the marginal increase it causes to the joint
resource cost. Namely, the cost share of player i ∈ Sj on resource j is equal to
Cj(fj)−Cj(fj−wi). Although the marginal contribution rule does induce games
that always possess PNE, the total cost suffered by the players will, in general,
be greater than the total cost that they generate, something that places the
marginal contribution rule outside the scope of our model. To see this note that
in (1) the left hand side can be larger than the right hand side when the marginal
contribution rule is used. In fact, for polynomial cost functions of maximum
degree d the total cost suffered can be up to d times the generated cost. The
following theorem, which is a byproduct of our previous results, provides tight
bounds for the worst-case POA of this cost-sharing rule.

Theorem 3. The POA of the marginal contribution rule is(
2

1
d − 1

)−d
≈ (1.4 · d)

d
.

Proof. The lower bound is the same as the one from Lemma 3 for γ → −∞. The
upper bound proof is the same as the one presented in Lemma 2.

Theorem 3, shows that the worst-case POA of marginal contribution is worse
than that of the Shapley value and it holds both for the case when the equi-
librium cost on each resource j is measured as Cj(fj) or, more generously, as∑
i∈Sj ξj(i, Sj). To see this note that in the lower bound every resource only has

one user and, hence, there are no overpayments, while the upper bound proof
from Lemma 2 applies to both cases.

Another interpretation of using Cj(fj) as opposed to
∑
i∈Sj ξj(i, Sj) for the

equilibrium cost is that the quality of the outcomes, and hence the POA is
measured with respect to the cost generated by the players (not the cost they
suffer), in which case the costs suffered by the players can be though of as tolls
that the system uses in order to affect the incentives of the players. There has
been a sequence of results focusing on designing tolls of this form in order to
optimize this POA measure for atomic congestion games [10, 17, 9, 16], and
the marginal contribution rule is known as marginal cost pricing tolls in this
literature. In this context, Theorem 3 leads to the following corollary.

Corollary 1. There exists a weighted congestion game with marginal cost pric-
ing tolls that has a PNE with joint cost (21/d − 1)−d times the optimal joint
cost.

3 Unrestricted Cost-Sharing Rules

In this section we consider any possible cost-sharing rule and show that the
price of anarchy is always at least Θ(d/ ln d)d. In fact, our lower bound is ap-
proximately (1.3 · d/ ln d)d, which is also the approximate value of the POA



of proportional sharing. Before presenting this main result, we provide, as a
warm-up, the proof of a weaker, but still exponential in d, lower bound for all
cost-sharing rules; this simpler proof carries some of the ideas used in the more
elaborate proof of Theorem 4. A key idea in the proof is to define a tournament
amongst the players, with the winner of a match of players i, j corresponding to
the player with the larger cost share when i and j are together. This tournament
admits a Hamiltonian path [34], which we use to construct a bad example.

Proposition 1. The POA of any cost-sharing rule is at least 2d−1.

Proof. The structure of this proof resembles the proof structure of the main
theorem of this section: we begin by partly defining the elements of the problem
instance (the number of players and resources, as well as the cost functions of
the resources), and then, using any given cost-sharing rule as input, we come up
with a set of strategies for each player. This way, even though the cost-sharing
rule may not be anonymous, we can still ensure that we “place” each players in a
role such that some inefficient strategy profile is a PNE for the given cost-sharing
rule.

Instance initialization: The interaction graphG = (E,N) is a path (1, 2, . . . , n).
All players have unit weight. Call vertex (resource) 1, which has cost C1(x) = xd,
the root. As we move along the path, resources are getting better by a factor
of 2d−1, which means Ci(x) = xd/2(i−1)·(d−1). Resource n is the only exception
and has the same cost function as its neighbor. For the instance to be complete,
we now also need to define what the strategy set of each player is. We are given
identities of n − 1 players and we must decide how to place them on the edges
of G (i.e.) determine who will be player i, the one that must choose between
resources i and i+ 1.

Player placement : To determine the strategy sets of the players, we will first
define a permutation π and then we will let player π(i) be the π(i)-th edge of G.
In choosing this permutation, we seek that the following property is satisfied for
all i = 1, 2, . . . , n− 1: when players π(i) and π(i+ 1) share one of the resources
in E, the cost-sharing rule2 distributes at least half of the induced cost to player
π(i). We now show that a permutation satisfying this property always exists.

Consider a directed graph whose vertices correspond to the players of our
instance and a directed edge from i to i′ exists if and only if player i suffers
at least half of the cost induced when it shares a resource with player i′. This
is a tournament graph and hence it has at least one Hamiltonian path; start-
ing from its first vertex and following this Hamiltonian path implies a desired
permutation.

Now that we have established existence of such a permutation π, we let each
player π(i) pick between resources π(i) and π(i+ 1). Given the property that is

2 Even though it is not necessary for our results we assume for simplicity that if
Cj′(x) = α · Cj(x), then for every i ∈ T we have ξj′(i, T ) = α · ξj(i, T ). To see why
this is not necessary note that in any game we can substitute a resource with cost
function α · C(x) with α ·M resources with cost functions C(x) which can only be
used as a group. Here M is a very large number and the incentive structure remains
unaltered.



guaranteed by the permutation, it is not hard to verify that the strategy profile
P , which has total cost C, and according to which every player π(i) chooses
resource π(i), is a PNE, while the strategy profile P ∗ according to which every
player π(i) chooses resource π(i + 1) is the one that achieves the optimal total
cost C∗. The corresponding total costs are

C =

n∑
j=1

2−(d−1)·(j−1) and C∗ = 2−(d−1)·(j−1) +

n−1∑
j=1

2−(d−1)·j .

The ratio C/C∗ approaches 2d−1 as n→ +∞.

The main result of this section strengthens this, more intuitive, lower bound
further. Let

Υ (d) =
(bφdc+ 1)2·(d−1)+1 − bφdcd · (bφdc+ 2)d−1

(bφdc+ 1)d − (bφdc+ 2)d−1 + (bφdc+ 1)d−1 − bφdcd
,

where φd corresponds to the solution of xd = (x+ 1)d−1. The following theorem
shows that the POA of any cost-sharing rule that may depend on the weights
and IDs of the players in an arbitrary fashion has a POA of at least Υ (d), which

is approximately (1.3 · d/ ln d)d and, in fact, it is at least bφdcd.

Theorem 4. The POA of any cost-sharing rule is at least Υ (d).

Proof. (Sketch) Here we briefly present the main concepts of the proof. Details
can be found in the Appendix. We first describe the interaction graph G =
(E,N). All but one of the vertices of G are part of a tree as follows. At the
root there is a complete d-ary tree with k + 1 levels. The leaves of this tree are
roots for complete (d − 1)-ary trees with k + 1 levels, and so on until the final
stage with unary trees with k + 1 levels. The final vertex of G is isolated and
will have only self-loops (i.e. players that will only have this resource as their
possible strategy). The main idea of this construction, which is based on a lower
bound construction from [18], is that in the optimal profile P ∗ with cost C∗,
all tree players move away from the root and are alone, while in the worst PNE
P with total cost C, all tree players move towards the root and are congested.
The purpose of the isolated resource is to cancel out any benefit the cost-sharing
rule could extract by introducing major asymmetries on the players using their
identities.

Instance initialization: The cost function of resource j at level (d− i) · k + j
of the tree is initialized as

Cj(x) =

(
d∏

l=i+1

l

l + 1

)(d−1)·(k−1)

·
(

i

i+ 1

)(d−1)·j

· xd.

The constant multipliers of xd on the resources are not finalized yet and will be
altered during the final stage of our construction. The cost function of the extra



resource is simply the constant 0. With P and P ∗ as above, one can verify that
as k → +∞ we get C/C∗ → Υ (d). However P is not guaranteed to be a PNE
just yet.

Player placement : We try to place IDs of players on the tree part of G such
that the following property holds on every resource j: The parent player of j (the
one closer to the root) is allocated at least its proportional share of the induced
cost when sharing a resource with the children players of j (the ones further from
the root). We can always achieve such a placement if we have a large enough
number of players. We do so by filling the edges from top to bottom, placing
each group T of sibling players at the same time. Every time we place a set of
sibling players T , we only consider for the rest of the tree the players that have
the property mentioned above when coupled with group T . The players that are
not used on the tree are fixed on the 0-cost resource.

Cost function update: Once we have finished the player placement, we update
the coefficients of the cost functions in a way that ensures every possible deviation
of the tree players from P is tight. This process keeps C and C∗ unaltered and
achieves the Υ (d) lower bound for every cost-sharing rule.
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A Appendix

In this section we include more detailed versions of proofs that were sketched or
omitted. In all proofs we write P for the PNE profile, Sj for the users of resource
j, fj for the total weight on resource j, and C for the total cost of the game.
We also write P ∗ for the optimal profile and S∗j , f∗j , C∗ for the corresponding
quantities.

Lemma 1. For any homogeneous cost function, the weighted Shapley value
cost-sharing rule is scale-independent if and only if λ(w) = wγ for some γ ∈ R.

Proof. Note that, for these scale-independent rules, without loss of generality,
we assume that λ(1) = 1.

We begin by proving that sampling weight functions of the form λ(w) = wγ

imply scale-independence. Consider any set of players S and any i ∈ S. Then
for any q > 0 we get

λ(q · wi)∑
j∈S λ(q · wj)

=
(q · wi)γ∑
j∈S(q · wj)γ

=
wγi∑
j∈S w

γ
j

=
λ(wi)∑
j∈S λ(wj)

.



This implies that the probability distribution over random orderings of a given
subset of players remains unaltered if we scale the player weights, which proves
the first part of the lemma.

We will now prove that scale-independence implies that the sampling weights
of the corresponding Shapley value cost-sharing rule is of the form λ(w) = wγ

for some γ. We first note that, when the cost function Cj(·)of a resource is
homogeneous of degree d, this implies that scaling every player’s weight bysome
constant ω, also scales the marginal contribution Cj(W )−Cj(W −wi) of every
player j by ωd, irrespective of the values W,wi. Therefore, since scaling the
weights of all the players by ω should not alter the outcome, this implies that
the probability distribution over the possible orderings of the players should not
be affected; hence, for any two weights w1, w2 and any q > 0

λ(w1)

λ(w1) + λ(w2)
=

λ(q · w1)

λ(q · w1) + λ(q · w2)
=⇒

λ(q · w1) · λ(w1) + λ(q · w2) · λ(w1) = λ(q · w1) · λ(w1) + λ(q · w1) · λ(w2) =⇒
λ(q · w1)

λ(w1)
=
λ(q · w2)

λ(w2)
.

Therefore, the value of the ratio λ(q · w)/λ(w) depends only on q and is
independent of w, and if we let w = 1, this implies that the value of this ratio
equals λ(q) (recall we have assumed λ(1) = 1). Now let λ′(1) = s. We get that

lim
δ→0

λ(1 + δ)− λ(1)

δ
= lim
δ→0

λ(1 + δ)− 1

δ
= s. (6)

Note that for any positive w and δ it is the case that

w = (1 + δ)log1+δ w. (7)

Suppose that as δ → 0, it assumes values for which log1+δ w is an integer,
meaning that, by our assertion at the start of the paragraph, (6), and (7) we get

lim
δ→0

λ(w) = lim
δ→0

λ
(
(1 + δ)log1+δ w

)
= lim
δ→0

(λ(1 + δ))
log1+δ w =

= lim
δ→0

(1 + s · δ)log1+δ w = lim
δ→0

wlog1+δ(1+s·δ) =

= lim
δ→0

wln(1+s·δ)/ ln(1+δ) = ws.

Lemma 2. If γ > 0, then the induced Shapley value has POA(
2

1
d − 1

)−d
≈ (d/ ln 2)

d
.

Proof. We begin with our lower bound instance. Since γ > 0, it follows that as w
becomes very large, λ(w) goes to +∞. The interaction graph G = (E,N) of the
game is a complete k-ary tree with k levels. We choose k → +∞. The resources
at the bottom level of the tree have cost functions equal to the constant kd−1.



The resources at the second to bottom level have cost functions equal to xd. The

players between these two levels have unit weight. Define r =
(
21/d − 1

)−1
. As

we move towards the root, player weights are scaled by a factor of k · r at each
level, while cost functions are scaled by a factor of

β =
(r + 1− δ)d − (1− δ)d

kd−1 · rd
,

with δ → 0 a very small positive number. Let P ∗ be the strategy profile that
has all players play further from the root. Let P be the strategy profile that has
all players play closer to the root. We will show that P is a PNE. First consider
the players at the bottom of the tree. Each one has a cost equal to kd−1 in P ,
which is equal to the potential deviation. Focus on any other player i. Player i
is a parent player for some resource j which has k children players. Let j′ be
the resource that player i is currently using. Suppose w is the weight of each
one of the children players and, hence, let k · w · r be the weight of player i
(and the weight of each one of the other k − 1 players that share j′ with i). Let
Cj(x) = a · xd, which implies Cj′(x) = β · a · xd. So, the cost of player i in P is

Cj′(k
2 · w · r)
k

= a ·
[
(r + 1− δ)d − (1− δ)d

]
· (k · w)d. (8)

Suppose player i contemplates deviating to resource j. There it would share the
resource with k players with weight w. Now suppose the weighted Shapley value
is constructing the random ordering of the players using λ(·). The probability p
that i is not among the last δ · k players (assume δ is such that δ · k is an integer
for simplicity) is at most the probability that it is not the selected player, among
everyone in Sj ∪ {i}, δ · k times, which gives

p ≤
[
1− λ(k · w · r)

λ(k · w · r) + k · λ(w)

]δ·k
.

Recall that k is a very large number that approaches +∞ and even if Λ =
λ(k · w · r)/(λ(k · w · r) + k · λ(w)) approaches 0, the probability that i is not
picked to be among the last δ ·k of the ordering is (by limx→+∞(1−1/x)x = 1/e)
at most

p ≤ lim
Λ→0

(1− Λ)
1
Λ ·δ·k·Λ = e−δ·k·

λ(r·k·w)
λ(r·k·w)+k·λ(w) .

This means limk→+∞ p = 0. This implies that a deviation of i to j would have
a cost at least

a·(k ·w ·r+(1−δ)·k ·w)d−a·((1−δ)·k ·w)d = a·
[
(r + 1− δ)d − (1− δ)d

]
·(k ·w)d,

which is equal to the expression in (8). This proves that P is indeed a PNE.
We now establish the POA bound. Again consider the setup of the previous

paragraph involving player i and resources j and j′. As we take δ → 0 the cost
of player i on j′ in P , as expressed in (8), becomes a · (k ·w)d. In P ∗, player i is
alone on j and has a cost equal to a · (k · r ·w)d. This means every player other



than the ones at the bottom of the tree has a cost in P that is (1/r)d larger
than its cost in P ∗. We can see though that the children of resource j in P have
a cost equal to that of player i when δ → 0. This implies that the total cost is
identical across levels in P and that the cost of the bottom players is negligible
since the number of levels k → +∞. Hence we get a POA that is arbitrarily

close to limδ→0 C/C
∗ =

(
21/d − 1

)−d
.

We now proceed to prove that this bound is tight.

C =
∑
i∈N

∑
j∈Pi

ξj(i, Sj) ≤
∑
i∈N

∑
j∈P∗i

ξj(i, Sj ∪ {i}) (9)

≤
∑
i∈N

∑
j∈P∗i

aj · (fj + wi)
kj − aj · f

kj
j (10)

=
∑
j∈E

∑
i:j∈P∗i

aj · (fj + wi)
kj − aj · f

kj
j (11)

≤
∑
j∈E

aj · (fj + f∗j )kj − aj · f
kj
j . (12)

Here (9) follows from the equilibrium condition, (10) follows from the fact that
any Shapley share is upper bounded by the case when the player goes last in the
ordering with probability 1, (11) follows by rearranging the sum and (12) from
convexity of polynomials.

Now suppose we can identify positive constants λ̂ and µ̂ < 1 such that for
every x, y > 0 and k = 1, 2, . . . , d

(x+ y)k − xk ≤ λ̂ · yk + µ̂ · xk. (13)

Then we could get

C ≤
∑
j∈E

aj · (fj + f∗j )kj − aj · f
kj
j =⇒ (14)

C ≤
∑
j∈E

aj ·
[
(fj + f∗j )kj − fkjj

]
=⇒ (15)

C ≤
∑
j∈E

aj ·
[
λ̂ · f∗j

kj + µ̂ · fkjj
]

=⇒ (16)

C ≤ λ̂ · C∗ + µ̂ · C =⇒ C

C∗
≤ λ̂

1− µ̂
. (17)

where (14) comes from (12), (15) follows by taking out the common factor, (16)
follows from (13), and (17) follows by definition of the total cost.

We now focus on proving that the values

λ̂ = λ̂d = 2
d−1
d ·

(
2

1
d − 1

)−(d−1)
and µ̂ = µ̂d = 2

d−1
d − 1

give us the correct bound and satisfy (13) for every x, y, k. First we can verify

that in fact it is the case that λ̂d/(1 − µ̂d) =
(
21/d − 1

)−d
. Now in order to



complete the proof it is sufficient to show that λ̂d and µ̂d satisfy (13) for all

x, y, k. First observe that λ̂d and µ̂d are increasing as functions of d, hence, they

are respectively at least λ̂k = 21−1/k ·
(
21/k−1

)−(k−1)
and µ̂k = 21−1/k − 1 for

a fixed k ≤ d. Hence it suffices to show that, for a fixed k, (13) always holds

with parameters λ̂k and µ̂k. We can see that, by setting r = x/y, (13) becomes
equivalent to

(r + 1)k − rk ≤ λ̂+ µ̂ · rk. (18)

Define fk(r) = (r + 1)k − rk − λ̂k − µ̂k · rk. Using standard calculus, we get
that the maximizer of fk(r) is r = 21/k − 1, for which it assumes the value 0.

This means (18) always holds with parameters λ̂k and µ̂k and, hence, also with

parameters λ̂d and µ̂d as chosen.

Lemma 3. If γ ≤ 0, then the induced Shapley value has POA at least ψdγ,d,

where ψγ,d is the largest root of the function gγ,d(x) = (x+1)d+xγ−xd·xγ−2·xd.

Proof. First note that gγ,d(·) always has a root larger than 1 since gγ,d(1) ≥ 2
and limx→+∞ gγ,d(x) = −∞. Also note that clearly ψγ,d increases as γ decreases.

We now proceed with the lower bound. The interaction graph G = (E,N) is
a path with n vertices (resources), numbered in sequence as 1, 2, . . . , n and n−1
edges (players). Player i is the i-th edge and must pick resource i or i + 1. We
will name resource 1 as the root. The root has a cost function equal to xd and its
adjacent player has unit weight. As we move further from the root, player weights
become larger by a factor of ψγ,d to give wi = ψi−1γ,d , while cost functions become

smaller by a factor of ψdγ,d to give Cj(x) = xd/ψ
(j−1)·d
γ,d for j = 1, 2, . . . , n − 1.

The last resource is an exception and has the same cost function as its neighbor

to give Cn(x) = xd/ψ
(n−2)·d
γ,d . Let P be the profile that has every player play the

resource closer to the root, i.e., i plays i. Note that the cost of every player in
P is 1. Consider the deviation of i < n− 1 to resource i+ 1. We write ξ for its
cost share there, which would be

ξ =
ψ
(i−1)·γ
γ,d

ψi·γγ,d + ψ
(i−1)·γ
γ,d

·

(
ψi−1γ,d + ψiγ,d

)d
− ψi·dγ,d

ψi·dγ,d
+

ψi·γγ,d

ψi·γγ,d + ψ
(i−1)·γ
γ,d

·
ψ
(i−1)·d
γ,d

ψi·dγ,d
(19)

=
1

ψγγ,d + 1
·

[(
1

ψγ,d
+ 1

)d
− 1

]
+

ψγγ,d
ψγγ,d + 1

· 1

ψdγ,d
(20)

=
1

ψdγ,d
·

(ψγ,d + 1)d − ψdγ,d + ψγγ,d
ψγγ,d + 1

=
1

ψdγ,d
·
ψdγ,d · ψ

γ
γ,d − ψdγ,d

ψγγ,d + 1
= 1 (21)

where (19) follows by definition of the weighted Shapley cost share, (20) follows
by simple calculations, and (21) follows from the fact that gγ,d(ψγ,d) = 0 and
simple calculations. The deviation of player n − 1 is trivially also tight. Hence,
we get that P is a PNE. Note that C = n − 1. Now consider P ∗ which is the
profile that has every player play the resource that is further from the root, i.e.,



player i plays resource i+ 1. Observe that the cost of player n− 1 is 1 while the
cost of every other player is ψ−dγ,d. Hence, C∗ = 1 + (n − 2) · ψ−dγ,d. As n → +∞
we can see that C/C∗ → ψdγ,d which completes the lower bound.

Using smoothness arguments similar to the upper bound proof of Theorem
3, we can show that this bound is in fact tight for small values of −γ and d.

Theorem 2. The optimal POA among Shapley values induced by a collec-
tion of continuous functions λi(·), one for each possible player ID i, is achieved
by the (unweighted) Shapley value.

Proof. We ask that every λi(·) is well defined at 0, in the sense that limw→0 λ(w)
exists. We will initially assume that all functions λi(·) are the same function λ(·)
and we will then explain why having different functions per player keeps the
lower bounds intact.

We will consider the three following cases for λ(·). First we will consider
limw→0 λ(w) = 0, then we will consider the case when limw→0 λ(w) = θ for some
constant θ, and we will conclude our analysis with the case when limw→0 λ(w) =
θ.

First case: limw→0 λ(w) = 0. The interaction graph G = (E,N) of the
game is a complete k-ary tree with k levels. We choose k → +∞. Define r =(
21/d − 1

)−1
. The resources at the bottom level of the tree have cost functions

equal to the constant kd−1/(k · r)d·(k−1). The resources at the second to bottom
level have cost functions equal to xd. The players between these two levels have
weight 1/(k · r)k−1. As we move towards the root, player weights are scaled by
a factor of k · r at each level, while cost functions are scaled by a factor of

β =
(r + 1− δ)d − (1− δ)d

kd−1 · rd
,

with δ → 0 a very small positive number. Let P ∗ be the strategy profile that has
all players play further from the root and P be the strategy profile that has all
players play closer to the root. We will show that P is a PNE. First consider the
players at the bottom of the tree. Each one has a cost equal to kd−1/(k ·r)d·(k−1)
in P , which is equal to the possible deviation cost. Focus on any other player i.
Player i is a parent player for some resource j which has k children players. Let
j′ be the resource that player i is currently using. Suppose w/k is the weight of
each one of the children players and, hence, let w · r be the weight of player i
(and the weight of each one of the other k − 1 players that share j′ with i). Let
Cj(x) = a · xd, which implies Cj′(x) = β · a · xd. So, the cost of player i in P is

Cj′(k · w · r)
k

= a ·
[
(r + 1− δ)d − (1− δ)d

]
· wd. (22)

Suppose player i contemplates deviating to resource j. There it would share the
resource with k players with weight w/k. Now suppose the weighted Shapley
value is constructing the random ordering of the players using λ(·). The prob-
ability p that i is not among the last δ · k players (assume δ is such that δ · k



is an integer for simplicity) is at most the probability that it is not the selected
player, among everyone in Sj ∪ {i}, δ · k times, which gives

p ≤
[
1− λ(w · r)

λ(w · r) + k · λ(w/k)

]δ·k
.

Recall that k is a very large number that approaches +∞ and even if Λ =
λ(w · r)/(λ(w · r) + k ·λ(w/k)) approaches 0, the probability that i is not picked
to be among the last δ · k of the ordering is (by limx→+∞(1 − 1/x)x = 1/e) at
most

p ≤ lim
Λ→0

(1− Λ)
1
Λ ·δ·k·Λ = e−δ·k·

λ(r·w)
λ(r·w)+k·λ(w/k) .

This means
lim

k→+∞
p = 0.

This implies that a deviation of i to j would have a cost at least

a·(w·r+(1−δ)·k·w/k)d−a·((1−δ)·k·w/k)d = a·
[
(r + 1− δ)d − (1− δ)d

]
·(k·w)d,

which is equal to the expression in (22). This proves that P is indeed a PNE.
We now establish the POA bound. Again consider the setup of the previous

paragraph involving player i and resources j and j′. As we take δ → 0 the cost
of player i on j′ in P , as expressed in (22), becomes a · wd. In P ∗, player i is
alone on j and has a cost equal to a · (r ·w)d. This means every player other than
the ones at the bottom of the tree has a cost in P that is (1/r)d larger than its
cost in P ∗. We can see though that the children of resource j in P have a cost
equal to that of player i when δ → 0. This implies that the total cost is identical
across levels in P and that the cost of the bottom players is negligible since the
number of levels k → +∞. Hence we get a POA that is arbitrarily close to

lim
δ→0

C

C∗
=
(

2
1
d − 1

)−d
≈
(

d

ln 2

)d
.

Second case: limw→0 λ(w) = θ > 0. Define λ̂(w) to be equal to λ(w) for

w > 0 and equal to θ at 0. Then, by continuity of λ̂(·) we get that, for every
δ > 0, there exists some ε > 0 such that every w ∈ (0, ε] has the property
|θ − λ(w)| ≤ δ. We then construct the following game. The interaction graph is
a line with n+ 1 vertices (resources) and n edges (players). The final player has
weight ε and as we move closer to the root player weights are scaled by 1/χd
(recall χd is the solution to 3 ·xd−1 = (x+1)d). The last two resources have cost
functions equal to xd. Then, as we move closer to the root, the cost functions
are scaled by a factor

β =
(θ − δ) ·

[
(χd + 1)

d − χdd
]

+ (θ + δ)

2 · θ

at each step. Hence we get wi = ε/χn−id and Ci(x) = βn−1−i · xd for i =
1, 2, . . . , n− 1 and Cn(x) = xd. Let P be the strategy profile that has all players



play towards the root and P ∗ the strategy profile that has all players moe away
form the root. It is easy to verify that as δ → 0, we get C/C∗ → χdd. Hence it
suffices to show that P is a PNE. The possible deviation of player n− 1 is tight.
Consider any other player i (that uses resource i in P ) and let Ci(x) = a · xd.
Then, since the sampling weights are within δ of θ, the deviation of i would cost
at least

(θ − δ) ·
[(

ε
χid

+ ε
χi+1
d

)d
−
(

ε
χi+1
d

)d]
+ (θ + δ) ·

(
ε
χid

)d
2 · θ

,

which is equal to i’s current cost in P . Hence, P is a PNE.
Third case: limw→0 λ(w) = +∞. The interaction graph is a tree with branch-

ing factor k → +∞ and an additional edge between the root of the tree and an
extra node. The player between the root and the extra node has weight 1. Then,
as we move away from the root, player weights are scaled by 1/(k · d). The cost
function of the root and the extra node are equal to xd. Then, as we move fur-
ther down the tree, cost functions are scaled by kd−1 · dd. Suppose profile P is
such that the unit weight player plays the root and every other player plays the
resource further from the root. We can see that the total cost across levels is the
same and equal to 1. We can verify that P is a PNE as follows. The equilibrium
condition trivially holds for the unit weight player. Consider any other player i
with weight 1/(k · d)l on some resource j with current cost a · 1/(k · d)l·d, for
some a and l. If the player were to move to the other option j′, it would face
another player with weight (k · d)l−1. Hence, since the sampling weight goes to
0 as weights become very small and 1/k goes to 0, we get that i would pay its
marginal contribution if it were to deviate to j′. Hence, given that the resource
cost is Cj′ = a · xd/(kd−1 · dd), its cost would be

a

kd−1 · dd

[(
1

(k · d)l
+

1

(k · d)l−1

)d
−
(

1

(k · d)l−1

)d]
.

By standard calculus we get that this is equal to a/(k · d)l·d, which is its cost
in P . Hence, we get that P is a PNE. Now let P ∗ be the profile that has the
unit weight player play the extra resource (i.e., not the root) and every other
player move towards the root. We can see that everyone other than the unit
weight player has a cost in P that is dd times larger than its cost in P ∗. We have
already shown that the cost across levels in P remains 1, which means that as
k → +∞, the unit weight player becomes negligible and we get that the POA is
at least dd.

Dealing with rules that manipulate IDs. Suppose now we have a different
function λi(·) for every possible ID i. First we note that, for the purposes of
constructing lower bounds, we can use any IDs we see fit. To see that, note that
we can add an extra isolated resource with cost function 0 to the game. We then
raise the number of players until all desired IDs are generated. IDs we do not
use are placed on the 0 cost resource as their only strategy. We now observe
that there is an infinite number of IDs. Hence there will be an infinite number
of IDs that fall under the first case (limit at 0 is 0) or an infinite number of IDs



that fall under the second case (limit at 0 is a constant) or an infinite number
of IDs that fall under the third case (limit at 0 is +∞). For the first and third
case, we can see that the proofs still apply as deviating players again pay their
marginal contributions. For the second case we can use the players on the path
interaction graph in decreasing order of the corresponding limits and the lower
bound holds.

Theorem 4. The POA of any cost-sharing rule is at least Υ (d).

Proof. Let G = (E,N) be the interaction graph of our game. All but one of the
vertices of G are part of a tree as follows. At the root there is a complete d-ary
tree with k + 1 levels. The leaves of this tree are roots for complete (d− 1)-ary
trees with k+1 levels, and so on until the final stage with unary trees with k+1
levels. The final vertex of G is isolated and will have only self-loops (i.e. players
that will only have this resource as their possible strategy). The main idea is
that in the optimal profile P ∗, all tree players move away from the root and are
alone, while in the worst PNE P all tree players move towards the root and are
congested. The purpose of the isolated resource is to cancel out any benefit the
cost-sharing rule could extract by introducing major asymmetries on the players
(using their IDs) as we will see in what follows. The construction of our lower
bound is a three-stage process. During the first stage, we initialize our instance
and set temporary cost functions for the resources that yield the required POA.
During the second stage we start with a very large number of players |N |, place
a subset of them on the tree, and fix the rest on the isolated resource. This
placement of players will happen in a way that will allow us to turn P into a
PNE in the next stage. During the final stage we tweak the cost functions on the
tree in order to maintain the fact that the profile with everyone moving towards
the root is a PNE while, at the same time, we manage to keep the total costs of
the PNE and the optimal profile intact.

Instance initialization: The cost function of resource j at level (d− i) · k + j
of the tree is initialized as

Cj(x) =

(
d∏

l=i+1

l

l + 1

)(d−1)·(k−1)

·
(

i

i+ 1

)(d−1)·j

· xd.

The constant multipliers of xd on the resources are not finalized yet and will
be altered during Stage 3 of our construction. The cost function of the extra
resource is simply the constant 0. With P and P ∗ as above we get

lim
k→+∞

C

C∗
=

(bφdc+ 1)2·(d−1)+1 − bφdcd · (bφdc+ 2)d−1

(bφdc+ 1)d − (bφdc+ 2)d−1 + (bφdc+ 1)d−1 − bφdcd
= Υ (d).

The reader may consult the full version of [18] for the detailed calculation.
Player placement : Suppose the game has a very large number of players |N |.

Some of these players will be used to fill all slots of the tree and the rest will be
fixed on the 0-cost resource. The players on the 0-cost resource will clearly have



no impact on the PNE and optimal costs and their only purpose is to cancel out
any benefit the cost-sharing rule could extract by using the player IDs in order
to introduce asymmetry. Focus on a single resource of the tree. The structure of
the tree clearly dictates how many players should have that resource as the top
endpoint of the corresponding edge (we will call them the children players of the
resource) and that one player should have that resource as the bottom endpoint
of its corresponding edge (we will call this the parent player of the resource).
Our claim is that given a large enough number of players, we can always find a
subset of them to place on the tree such that for every vertex, the parent player
covers for at least its proportional share when all children and the parent are on
the resource. We will call this the parent property. Once we prove this fact, we
will be ready to finalize the cost functions and prove our result.

Here we describe how the placement of players on the tree is performed. Let S
be the set of available players which is intialized to all players N and is updated
at each iteration. We will fill the edges of the tree in a bottom-up fashion. At
each iteration we select a resource j that has not been assigned children players
and has the maximum depth among such resources. We will select its children
players from S simultaneously. Suppose j must have t children players. We must
find a group T of t players, use them on these edges, and delete them from S.
Then we look at each player i left in S. If i pays at least its proportional share
when using j with the players in T , then i remains in S, otherwise i is assigned
a unique possible strategy, which is the 0-cost resource and is removed from
S. This way we ensure that no matter what our future choices are, the parent
property will hold on resource j. We will pick the set T that maximizes the size
of S after its placement.

The key question is how much smaller does S become at each iteration? The
candidate sets of size t are

(|S|
t

)
. The number of times a t+ 1-th player pays its

fair share and can be a parent of a t-sized group is at least the number of groups
of size t + 1, i.e.,

( |S|
t+1

)
. This means there is a set T for which there exist at

least
( |S|
t+1

)
/
(|S|
t

)
= (|S|− t)/(t+ 1) players that can be used as its corresponding

parent. So the set S is getting smaller by a factor that is a function of d at each
iteration and the number of iterations is a function of d and k. This means we
can take the initial |N | large enough so that we can complete the process and
not run out of players.

Cost function update: Recall P is the strategy profile such that every player
on the tree picks the resource closer to the root. We want this to be a PNE.
We know that, because of Stage 2, the parent property holds on every resource,
hence every deviation has a player pay at least its proportional share on its new
resource. We can also see that the initial cost functions are such that if a player
pays its proportional share in P , then the deviation is at least tight (possibly
the deviation costs more depending on what the cost-sharing rule does, but it
is at least tight due to the parent property). To ensure that P is a PNE in our
construction we make the following update on the cost functions. We start from
the root and move towards the leaves examining every player i. If player i pays
γi times its proportional share on its resource in P , then the cost function of



the resource j it can deviate to, and the cost functions of the resources of the
whole subtree rooted at j, are multiplied by γi. Given the facts described above
with respect to the parent property and the cost functions, it follows that P is
a PNE in our game.

Recall P ∗ is the profile such that every player picks the resource that is
further from the root. At this point, all that is left to show is that the total cost
of P and P ∗ do not change after we update the cost functions. Since, both in
P and in P ∗, at every level the total weight on every resource is the same, the
initial multipliers of every resource cost function were identical, and the sum of
the scaling factors we applied is equal to 1, it follows that the total costs remain
unchanged.


