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Abstract 

 The Problem. The driving task involves a host of relevant cognitive, perceptual, and 

motor abilities. Cognitive architectures—frameworks for modeling human cognition and 

behavior—have evolved to integrate known theories of human cognition into unified theories 

that account for a wide range of cognitive phenomena. Role of Driving Simulators. Models of 

driver behavior based on cognitive architectures can be linked into driving simulators to act as 

virtual drivers, using simulated perceptual and motor processes to drive in the simulator 

environment. Typically, the output of these virtual drivers is analogous to that for human drivers, 

thus facilitating comparison between model and human data. Key Results of Driving Simulator 

Studies. This chapter highlights one model in particular developed in the ACT-R cognitive 

architecture. This driver model has been shown to account for several important aspects of driver 

behavior, particularly in the context of curve negotiation and lane changing. Scenarios and 

Dependent Variables. The ACT-R driver model can be placed in various environments with 

driving as the only task or with driving while performing another secondary task (such as dialing 

a cellular phone). The model’s simulation output includes predictions of both driver behavior as 

well as behavior on the secondary task (e.g., total dialing time). Platform Specificity and 

Equipment Limitations. The ACT-R driver model currently runs on a Macintosh platform and 

LISP environment. However, a recent Java re-implementation of the model within the Distract-R 

prototyping system has made the model more widely available on a range of platforms, in 

addition to facilitating its use by non-modeling designers and practitioners.  



 

 

 
1.  Keywords, Key points 

1.1 Keywords 

 Cognitive architectures, ACT-R, driver distraction, rapid prototyping and evaluation. 

1.2 Key points 

1. Cognitive architectures provide a unified psychological theory and associated 

computational framework for building models of driver behavior. 

2. Steering control can be represented as a two-level control law based on salient near and 

far visual features of the roadway. 

3. Based on this control law, the ACT-R driver model describes driving as centered on a 

four-step iterative process requiring roughly 200 ms for a single update to steering and 

acceleration controls. 

4. The ACT-R driver model has been shown to account for various aspects of driver 

behavior both for driving in multi-lane highway environments and for driving while 

performing a secondary task. 

5. Driver models based on cognitive architectures can be incorporated into engineering 

design systems that allow for rapid prototyping and evaluation of in-vehicle interfaces 

and tasks. 

 



 

 

 
2.  What is a Cognitive Architecture? 

 In 1973, Allen Newell famously described the state of psychology as fragmented into 

many disparate areas of research, listing 59 psychological phenomena that researchers have 

studied in fascinating detail but in largely separate efforts. His idea to address this problem 

evolved into the notion of a cognitive architecture, which attempts to unify our understanding 

and theories of disparate psychological domains into a single large-scale effort. There are many 

varieties of cognitive architecture in use today, all of which rely on computation and simulation 

as a methodology for generating and predicting behavior (see, e.g., Gluck & Pew, 2005; Gray, 

2007). Generalizing broadly, the architectures are sometimes characterized as symbolic 

(manipulating symbolic units of information) or connectionist (involving highly connected 

networks of computational units). For example, production systems (see, e.g., Anderson, 2007; 

Meyer & Kieras, 1997) that represent knowledge as condition-action rules can act upon symbolic 

facts (e.g., “3+4=7”), whereas neural networks or related constructs (see, e.g., O’Reilly & Frank, 

2006) can represent such knowledge as patterns of activation across networked nodes. Most 

architectures today are not purely symbolic or connectionist, but rather include aspects of both 

approaches—for example, by linking symbols (e.g., “3”, “4”, “3+4=7”) into a connectionist-like 

network of information with activations on nodes and spreading across network links.  

 An explicit goal of a cognitive architecture is to be integrative (see Byrne, 2007; Gray, 

2007): the architecture should unify the many cognitive, perceptual, and motor aspects of the 

human system into a single framework. In computational terms, a cognitive architecture typically 

includes computational modules that make theories of these various aspects explicit. For 

instance, Anderson’s (2007) theory of human memory provides a set of mathematical equations 

that govern memory processes for this knowledge. As one example, Anderson’s theory defines a 



 

 

quantity base-level activation for each fact that defines how easily that fact can be retrieved. This 

activation changes over time based on the usage of fact—for instance, through repeated recall 

when rehearsing a fact. The theory expresses base-level activation mathematically as follows: 

 

The base-level activation Bi of fact i depends on each usage tk , where tk represents the time 

elapsed between the usage and the current time. The decay factor d causes each usage to 

contribute less to the base-level activation over time. This straightforward formulation accounts 

for many known phenomena in human memory, such as the fact that more rehearsals and/or 

more recent rehearsals facilitate recall. Similarly, a cognitive architecture typically incorporates 

embedded theories of the perceptual and motor systems that serve to make behaviors more 

plausible and human-like; for example, an architecture may include a computational model of 

eye movements (Salvucci, 2001-b) or computer mouse movements (Byrne, 2001) that abides by 

known constraints of these systems and produces plausible predictions of perceptual and motor 

performance. 

 Simulation is an essential ingredient of a cognitive architecture, especially when 

accounting for behavior in complex dynamic domains, such as air-traffic control (Taatgen & 

Lee, 2003) or fighter piloting (Jones et al., 1999). For some simpler laboratory domains (e.g., a 

simple choice reaction task), one may be able to examine the core workings of the architecture 

and predict behavior without running simulations (Schweickert, Fisher and Proctor, 2003). 

However, for driving and similar domains, the complexities of both the human behavior — 

including cognitive, perceptual, and motor—and the environment with which the driver 

interacts—including the roadway, other vehicles, even vehicle dynamics—all make such off-line 



 

 

analysis difficult if not impossible. Instead, models developed in a cognitive architecture can tie 

directly into a driving simulation, essentially allowing an experimenter to substitute a human 

driver with the computational model. The behavior exhibited by the model, then, generates 

exactly the same output as that of a human driver, namely a simulation protocol that includes 

whatever data are appropriate for the given environment. Thus, model and human behavior can 

be directly compared using well-known measures of driver performance, providing a 

straightforward method for testing the accuracy and plausibility of computational driver models. 

 Besides the ability to simulate human behavior, cognitive architectures offer the 

significant benefit of an integrative community effort with respect to theory development. In 

contrast to independently-developed models of behavior, any model developed in the context of 

a cognitive architecture immediately inherits the theoretical predictions of the architecture itself; 

for example, a model of behavior on a computer interface inherits the architecture’s predictions 

about visual attention to screen icons, mouse movements on the interface, and potential memory 

constraints during task behavior. Moreover, as individual components of the architecture are 

further improved and account for new phenomena, the entire modeling community using that 

architecture benefits from the improved predictions of that architectural component. In fact, 

theoretical and applied work related to the cognitive architecture is mutually beneficial: 

theoretical work on the architecture itself provides applied work in particular domains with 

increased fidelity in accounting for basic human processes, and applied research on individual 

domains such as driving helps to validate the architecture and challenge it to broaden the scope 

of its predictions. 

3.  Simulating Driver Behavior using a Cognitive Architecture 

 There have been a variety of attempts to model and simulate driver behavior using 



 

 

cognitive architectures, including Aasman’s (1995) model of intersection negotiation developed 

in the Soar architecture (Laird, Newell, & Rosenbloom, 1987), Tsimhoni and Liu’s (2003) model 

of steering in the QN-MHP architecture (Liu, Feyen, & Tsimhoni, 2005), and my own integrated 

driver model (Salvucci, 2006) in the ACT-R architecture (Anderson, 2007); Levison and 

Cramer’s (1995) integrated driver model was also developed in the same spirit, incorporating 

cognitive, perceptual, and motor processes in a single model. We will highlight the ACT-R 

driver model in the exposition below, and in particular two applications of the driver model: 

accounting for behavior during normal highway driving, and accounting for behavior while 

performing secondary tasks such as interacting with a cellular phone. 

3.1 The ACT-R Integrated Driver Model 

 The ACT-R cognitive architecture (Anderson, 2007) posits that declarative fact-based 

knowledge can be represented as a network of associated chunks, and procedural skill-based 

knowledge can be represented as condition-action production rules that act upon these chunks. 

The chunks and production rules have symbolic properties in that they utilize symbols as basic 

units of information (e.g., three and four). At the same time, chunks and rules have continuous-

valued properties (e.g., chunk activation that represents the facility with which the chunk can be 

recalled) that can change over time, and chunks are linked together through associations with 

other chunks (e.g., a chunk three+four might link three and four into an addition fact). 

 ACT-R incorporates various modules for cognitive, perceptual, and motor processing, as 

shown in Figure 1. Cognitive processing occurs centrally as the instantiation, or firing, of 

production rules in the central procedural resource. Cognitive processing also includes 

declarative processing by which memory chunks can be recalled. Perceptual processing includes 

mechanisms for visual attention and eye movements (see, e.g., Salvucci, 2001-b), as well as aural 



 

 

attention. Motor processing includes two hands (and feet in some scenarios) through which 

interaction with virtual environments occurs. As indicated in the figure, all communication 

occurs between the procedural resource and buffers within each module: In essence, a production 

rule in the procedural resource collects information from the buffers to check the conditions 

under which the rule fires (e.g., check for a visual stimulus), and sends commands to the modules 

through the buffers (e.g., press a key) as specified by the rule that has fired. 

<< Insert Figure 1 approximately here >> 

 The ACT-R integrated driver model (Salvucci, 2006) centers on a simple set of core rules 

for basic control—that is, steering and speed control. The steering rules are based on work by 

Salvucci and Gray (2004), who posited that steering could be enacted as a control law based on 

two salient visual points shown in Figure 2: a near point immediately in front of the vehicle to 

help with centering, and a far point well ahead of the vehicle to help with anticipation of the 

upcoming roadway (see also Donges, 1978); the far point can be the vanishing point of a straight 

roadway, the tangent point of a curved roadway, or even the position of a lead car (see Salvucci 

& Gray, 2004). Specifically, let us define variables  and  as the visual angles to the near 

and far points, respectively, and  and  as the changes in those values over a period 

of time . The steering law then updates steering angle  by the amount  based on 

the following equation 

 

with constants scaling the individual terms. The straightforward interpretation of this equation is 

that the control law strives to (1) maintain a stable far point (such that ), (2) maintain a 

stable near point (such that ), and (3) maintain a near point close to the center of the 



 

 

roadway (such that ). 

 << Insert Figure 2 approximately here >> 

 With this control law as a starting point, the ACT-R driver model dictates how cognitive 

and visual processing utilize this law in a more plausible behavioral model. The model comprises 

four production rules that perform the following steps: 

(1) Find the near point. The first rule initiates the movement of visual attention to the near 

point of the current lane. 

(2) Find the far point. After noting the location of the near point, the second rule initiates the 

movement of visual attention to the far point of the current lane. 

(3) Update steering and acceleration. After noting the location of the far point, the third rule 

uses the above control law to update steering angle and accelerator/brake pedal 

depression. For steering, this step uses the values gotten in the previous iteration to 

compute the changes in visual angle for the near and far points. The scheme for pedal 

depression follows a similar control law (see Salvucci, 2006). This production rule also 

initiates an eye movement to the far point.  

(4) Check and iterate. The fourth rule checks for the stability of the model with respect to the 

changes in visual angle; specifically, it checks to ensure that the vehicle’s lateral velocity 

and position are within some threshold of acceptability, and if so, the rule restarts this 

four-step process. (If the situation is not stable, the model does not allow for other tasks 

to intercede—an important criteria when driving while performing a secondary task.) 

Note that these four rules place the mathematical control law in the context of the ACT-R 

cognitive architecture, forcing behavior to abide by the cognitive, perceptual, and motor 

constraints of the architecture. One of the most important constraints is that, in ACT-R, each 



 

 

production rule requires 50 ms to execute, thus predicting that one update to steering and 

acceleration (i.e., one iteration of the model’s four rules) requires approximately 200 ms (i.e., 

roughly 5 times per second). 

 In addition to using the control law for lane keeping and curve negotiation, we also 

incorporated lane changing into the model through a straightforward generalization: when the 

model wants to change lanes, it simply switches from using the near and far points of the current 

lane to using the near and far points of the destination lane. The change in near-point position 

allows the control law to steer in the direction of the destination lane; at the same time, the 

stability constraints in the control law ensure that the movement is performed in a smooth 

manner. Nevertheless, some drivers may wish to change lanes more slowly because of safety 

concerns, and thus the model uses a modified control law (Salvucci, 2006) that limits the 

contribution of the near-point position in the steering calculation: 

 

Here, the visual angle to the near point is limited to the value , which ensures that the 

change in steering angle does not get too large as the lane change is being enacted. 

 Besides the aspects of control described above, the driver model incorporates, albeit in a 

limited way, a model of monitoring for maintaining situation awareness. In particular, with some 

probability, the model periodically checks the forward or backward views and notes the presence 

of any vehicles in that location, along with their position and velocity. This information is stored 

in ACT-R declarative memory for later retrieval. When a lane change is desired, the model uses 

this knowledge to determine whether another car is present in a danger zone around the driver’s 

vehicle. When the danger zone is clear, the model can initiate a lane change. All these steps are 

implemented in production rules in a fashion similar to the four control-related production rules. 



 

 

3.2 Running the Model in Simulation 

 When models developed in cognitive architectures interact with simulation environments, 

there are a number of possible methods for allowing the model to hook in and control the 

simulation. If the cognitive architecture and the simulation are developed in the same 

programming language and/or development framework, integration can be as straightforward as 

adding some communication code that glues the two components together. Typically, however, 

they do not share a common development framework, and furthermore, the source code may not 

be available for one or both components. Thus, some creativity is usually required to link up the 

model and the simulation. 

 In our experiences with the ACT-R driver model, we have found no “magic bullet” 

solution, but rather several solutions that have distinct advantages and disadvantages. The ACT-

R cognitive architecture has been developed in the LISP programming language, and ACT-R 

models generally incorporate bits of LISP code in addition to standard model code. However, our 

(original) driving simulation was developed in C using OpenGL graphics routines, and thus there 

was no way to incorporate one body of code into the other. We briefly explored using network 

communication channels (i.e., sockets) between the components, but eventually followed a 

different approach. First, we implemented a minimal-graphics version of the driving simulator in 

our LISP implementation, with the same vehicle dynamics as the original but with extremely 

minimal graphics. Second, we ran the model and had it directly control the LISP simulation to 

generate a behavioral protocol equivalent to that of the primary C simulation environment; this 

protocol comprised tab-separated columns of data including global data (e.g., timestamp), 

environmental data (e.g., locations of all vehicles in space), data particular to the driver’s vehicle 

(e.g., steering-wheel angle, pedal depression), and other behavioral data (e.g., driver eye 



 

 

movements). We could then replay the model-generated protocols in the full-graphics 

environment to visualize its behavior, if desired. This solution may not be feasible for some 

situations; for instance, some vehicle-dynamic components of full-fledged simulators may be too 

complex to make re-implementation in another programming language practical, even without 

graphics. Nevertheless, for our situation, the solution avoided networking issues and produced 

protocols equivalent to what human drivers would generate in the full simulator.  

3.3 Comparing Model Behavior to Human Behavior 

 Given that the same data protocols were generated by human drivers in the full simulator 

and by the ACT-R driver model with its simulation, we collected data from each and attempted 

to validate the model with respect to human behavior. Our efforts aimed at two broad categories 

of behavior: driving on a multi-lane highway, and driving while performing secondary tasks. The 

first environment comprised a multi-lane highway environment with moderate traffic generated 

by automated vehicles. The environment included a four-lane highway, with two lanes in each 

direction, and a number of automated vehicles which travel at varying desired speeds and can 

pass other vehicles (including the driver’s car) when necessary. We used this environment to test 

the basic aspects of the model’s behavior, focusing on the two tasks of lane keeping (including 

curve negotiation) and lane changing. In particular, over a number of simulation runs, we 

collected data from the driver model navigating this environment, driving amongst the automated 

vehicles and changing lanes when it encounters slower vehicles. We also collected data from 

human drivers driving as naturally as possible in the same environment, providing us with two 

data sets with which we can compare model and human data. The model included four 

parameters ( , , , ) whose values were estimated to provide the best fit to the human 

data presented below. 



 

 

 Figure 3 shows the time course of two sets of measures for driver behavior during curve 

negotiation, namely steering angle and lateral position. Because the curved segments used for 

these results varied in length, the data were redistributed into 10 equal-time segments between 

the start and end of the curve, each indicated by a vertical line. These segments were 

extrapolated before and after the curve, and then all the curve data were averaged together to 

produce the graphs. In the human data (solid lines), we see that the human drivers began steering 

just before entering the curve, maintained a steady steering angle throughout the curve, and then 

gradually reduced the steering angle back to zero around the end of the curve. The lateral-

position results show that, except for a slight deviation at the start of the curve, drivers 

maintained a fairly central lane position throughout the curve. The model data (dashed lines) 

reproduces these aspects of the human data, although it began changing steering angle somewhat 

later in its approach to the curve. Interestingly, the model produces very similar behavior at the 

end of the curve with respect to steering angle: like human drivers, the model begins reducing 

the steering angle before the curve ends, and follows through in reducing the angle to zero 

gradually after the curve ends.  

<< Insert Figure 3 approximately here >> 

 Figure 4 shows the same measures for lane changes, this time with the vertical lines 

representing the start and end of the lane change. (For the human drivers, the start and end were 

noted by the drivers themselves through verbal protocol; for the model, the start and end were 

also “verbally reported” in simulation.) The human-driver steering angle (solid lines) shows the 

characteristic steering pattern for a lane change (see also Salvucci & Liu, 2002), with a steering 

action in the direction of the destination lane followed by a corrective action to straighten the 

vehicle in the new lane. The lateral-position results show how these steering changes direct the 



 

 

vehicle smoothly into the new lane. Again, the model (dashed lines) reproduces the basic aspects 

of the human drivers’ behavior. The most notable discrepancy between model and human 

behavior is the model’s somewhat flattened steering angle in the middle of the lane change (in 

contrast to the human drivers’ smoother transition in this area). Nevertheless, the model does a 

reasonable job in accounting for the qualitative and quantitative aspects of human driver 

performance. 

<< Insert Figure 4 approximately here >> 

 In addition to modeling normal highway driving, we have also done a number of studies 

examining how the driver model can be integrated with models of secondary tasks to account for 

performance under distraction. For example, in one recent study (Salvucci & Taatgen, 2008), we 

created a straightforward ACT-R model of cellular-phone dialing and, through integration of this 

model with the driver model, ran simulations of the dual-task model to predict driver behavior 

while dialing. In fact, the dialing model could dial a phone using any of four distinct interactions: 

full-manual dialing of the entire number, speed-manual dialing of a single “speed number,” full-

voice dialing by speaking the entire number, and speed-voice dialing by speaking a 

representative phrase (such as “home” or “office”). Figure 5 shows the human from the original 

empirical study (Salvucci, 2001) along with the model’s behavior; the results include measures 

of reaction time in baseline (no driving) and driving conditions, and of lateral velocity as a 

measure of driver performance. The human drivers exhibited only a very small increase in total 

dialing time while driving compared to dialing only. They also exhibited a significant increase in 

lateral velocity for the manual-dialing conditions, and a lack of significant effect for lateral 

velocity in the voice-dialing conditions. For the model, the visual demands of the manual-dialing 

conditions steals time away from the driver model, thus decreasing the frequency with which it 



 

 

can update steering, and thus impacting its performance. At the same time, the model can 

reasonably well interleave dialing and driving, thus exhibiting only a small increase in dialing 

time in the driving conditions. 

<< Insert Figure 5 approximately here >> 

 We have done other studies of phone dialing (e.g., Salvucci, 2005; Salvucci & Macuga, 

2002), in addition to studies of other secondary tasks such as radio tuning (Salvucci, 2005). The 

distraction from these tasks primarily arises from the competition for the visual resource between 

the secondary task and the driving task. However, because of cognitive limitations in the ACT-R 

cognitive architecture—most importantly the constraint that only one cognitive production rule 

can fire at a time—the driver model can also account for distraction from primarily cognitive 

tasks. For instance, we (Salvucci & Taatgen, 2008) have integrated the driver model with a 

model that performs a “sentence-span” task in which a person must respond to sentences while 

remembering the last word of a set of sentences, all while driving. In our exploration of how 

“cognitive distraction” can arise from such a task, we found that the model’s behavior somewhat 

nicely corresponded with empirical results of human drivers in the same dual-task scenario (Alm 

& Nilsson, 1995). 

4.  Looking Ahead: Predictive Models and Model-Based Applications 

 The development of the ACT-R driver model is, in part, a theoretical effort aiming to 

better understand driver behavior and performance. At the same time, from an engineering 

standpoint, the model has good potential for use in the practical development of model-based 

applications. One such avenue of research explores how such a model can be used in a predictive 

way, with the primary purpose of evaluating new in-vehicle interfaces for their potential for 

driver distraction. To this end, we have developed a working system called Distract-R (Salvucci, 



 

 

2009), a standalone application and internet-based Java applet that allows for rapid prototyping 

and evaluation of in-vehicle interfaces. 

 Distract-R provides an interface with which a user can quickly piece together a prototype 

in-vehicle device, such as the radio device shown in Figure 6. The user then specifies tasks on 

that interface by demonstration: he or she simply clicks on the interface components and thus 

demonstrates the steps with which a driver would perform the secondary task. (Note that many 

interfaces, such as that of a cell phone or radio, may be associated with a large number of 

possible tasks.) Distract-R then runs the specified interfaces in simulation with the ACT-R driver 

model to generate a set of behavioral predictions much like those described in the previous 

section, which can be viewed in tabular or graphical form (the graphical form included in Figure 

6). Distract-R incorporates a highly optimized (Java) implementation of the (LISP) ACT-R 

driver model, and runs simulations approximately 1000 times faster than real time—thus 

allowing in-vehicle device designers to rapidly iterate through ideas and revisions to identify the 

most promising concepts for further empirical testing. 

<< Insert Figure 6 approximately here >> 

 Interestingly, a more engineering-centered system like Distract-R requires close 

bootstrapping with relevant theoretical work. For example, specifying driver parameters led us to 

investigate the effects of driver age on performance (Salvucci, Chavez, & Lee, 2004). In this 

effort, we borrowed results from modeling efforts in the EPIC cognitive architecture (Meyer & 

Kieras, 1997) in order to computationally specify a major cognitive difference between a 

“younger” and “older” model (specifically a slowdown in cognitive processing time). In turn, 

this theoretical development allowed us to incorporate at least some account of age in the 

Distract-R system, thus allowing users to simulate and analyze predicted differences in 



 

 

distraction between younger and older drivers (Salvucci, 2009). 

 While the fairly lower-level description of behavior in the ACT-R driver model provides 

a more detailed understanding of driver behavior, engineering approaches that utilize the model 

may not need descriptions at this level. We have found it useful to develop and specify our 

models at different levels of abstraction in order to satisfy the varying requirements of different 

applications. As one example, in one effort to detect lane changes using the driver model 

(Salvucci et al., 2007), we began by utilizing the full ACT-R driver model in a model tracing 

system that matches behavior of models at the different levels of abstraction with observed driver 

performance. Our initial tests, however, showed that a simplified driver model actually worked 

better in detecting lane changes; specifically, a stripped-down version of the model that 

incorporated only aspects of the control law worked better than the full rule-based model. As 

another example, the Distract-R system incorporates a higher-level specification of ACT-R 

models called ACT-Simple (Salvucci & Lee, 2003) that allows users wanting to generate a 

model to do so much more easily.  For example, instead of directly writing ACT-R production 

rules (which requires on the order of days to weeks of training), users can specify behaviors by 

using simple commands such as “look-at”, “move-hand”, and “press-key”. This facilitation of 

model development and ability to model behavior at different levels of abstraction should benefit 

both theoretical and engineering developments in models of driver behavior. 

 Finally, we should note the relationship between models of driver behavior and surrogate 

methods and metrics described in the chapter by Angell in this Handbook. Almost all of the 

surrogate methods involve tasks simpler than driving. There is good reason to believe that, as 

surrogate methods gain in acceptance, models could be developed in cognitive architectures to 

predict behavior in related surrogate tasks. Such developments would further increase the utility 



 

 

of the surrogate methods and driving simulations more generally, as it could further increase the 

number of prototypes that could be evaluated and revised over multiple design cycles. 
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7.  Figure Captions 

 

Figure 1: The ACT-R cognitive architecture: cognitive and perceptual-motor components, 

including interaction with the external simulation environment. 

 

Figure 2: Near and far points on straight and curved roads. 

 

Figure 3: Steering angle and lateral position during curve negotiation, human data (solid lines) 

and model data (dashed lines). [adapted from Salvucci, 2006] 

 

Figure 4: Steering angle and lateral position while lane changing, human data (solid lines) and 

model data (dashed lines). [adapted from Salvucci, 2006] 

 

Figure 5: Reaction time and lateral velocity while phone dialing, human and model data. 

[from Salvucci & Taatgen, 2008] 

 

Figure 6: Sample Distract-R screens showing rapid prototyping and task specification (top panel) 

and graphical presentation of simulation results (bottom panel). 
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8.  Figures 

 

Figure 1. 
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Figure 2. 
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Figure 3. 

 

LLa
te

ra
l P

os
iti

on

-50

-25

0

25

50

SSt
ee

rin
g 

An
gle

 (°
)

lef
t

rig
ht

ce
nt

er

before afterduring
 

 



Salvucci: Cognitive Architectures 5 

 

Figure 4. 
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Figure 5. 
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Figure 6. 

 


