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Reminders 
• Check BBVista site for the course regularly 
• Also: https://www.cs.drexel.edu/~santi/teaching/2014/CS387-680/intro.html 

• Next week, project 4 submission deadline 

• Schedule update: 
•  No final exam in finals week 
•  Final exam will be last day of class: June 9th 
•  Remember that next week there is no class (holiday) 
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Procedural Content Generation 
• Procedural content generation (PCG): creation game 

content automatically, through algorithmic means.  

• Game content: 
•  Maps 
•  Quests / Plot / story 
•  Game play 
•  Dialogue 
•  Textures 
•  etc. 



Example: Maps in Civilization 



Example: Maps in Civilization 



Why Procedural Content Generation? 
•  In early games: space saving 

•  Early computers/consoles: not enough memory to store a map! 
 

•  In modern games:  
•  Makes the creation of large worlds possible: 

•  Games like skyrim would be impossible (prohibitive cost) without PCG 

•  New gameplay possibilities based on PCG: 
•  Roguelikes (metagame) 
•  Spore 
•  Galactic Arms Race 



Skyrim (also Oblivion, Daggerfall) 



Spore 



Darwinia 
•  http://www.introversion.co.uk/darwiniaplus/ 



Murder! 



Nethack (and other roguelikes) 



Infinite Mario 
•  http://www.supermariobrothers.org/infinite-mario.html 



Galactic Arms Race 



Procedural Content Generation 
• Expand content from a “short description” to an 

“expanded description” 
•  E.g. for Skyrim: 

•  Short description: parameters that define a tree (size, amount of snow, 
type of leaves, color, health, etc.). A few bytes (1KByte at most) 

•  Expanded description: tree mesh. Several MegaBytes. 

• Depending of the nature of the “short description”, or the 
procedure with which it is expanded, there are many 
families of PCG methods (we will only see a small 
subset). 
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Simplest PCG: Name Generation 
• Application: large games with lots of NPCs/items require 

the game designer to give a name each of them. Time 
consuming. 

• Approach: 
•  Model the statistical properties of a given language 
•  Generate random words that have the same statistical properties 

as the given language 



Statistical Approach to Name Generation 
•  Collect a corpus of the language we want the name to sound like 
•  A corpus is just a lot of text that is representative of a given language: 

“The First Galactic Empire was falling. It had been decaying and breaking down 
for centuries and only one man fully realized that fact. 
He was Han Seldon, the last great scientist of the First Empire, and it was he 
who perfected psychohistory-the science of human behavior reduced to 
mathematical equations. 
The individual human being is unpredictable, but the reactions of human mobs, 
Seldon found, could be treated statistically. The larger the mob, the greater the 
accuracy that could be achieved. And the size of the human masses that Seldon 
worked with was no less than the population of all the inhabited millions of worlds 
of the Galaxy. 
Seldon's equations told him that, left to itself, the Empire would fall and that thirty 
thousand years of human misery and agony would elapse before a Second 
Empire would arise from the ruins. And yet, if one could adjust some of the 
conditions that existed, that Interregnum could be decreased to a single 
millennium-just one thousand years.” 



Statistical Approach to Name Generation 
• Modeling the statistical properties of a language 
•  “The first time I …” 

T H E F  I R S T 

P(letter | previous letter) 



Statistical Approach to Name Generation 
• Probability table: 

a b c d … x y z 

a 0 759 927 1547 37 2296 1 3297 

b 541 105 0 0 0 435 0 147 

c 1144 0 63 0 0 9 0 78 

d 564 9 4 178 0 0 0 15108 

… … 

x 26 0 28 0 30 0 0 104 

y 77 0 253 1 0 0 0 5896 

z 2 0 0 55 0 19 8 78 

15187 5317 36105 1630 37 2296 1 28597 



Statistical Approach to Name Generation 
• Given the probability table, generating a new name is just 

do the following: 

•  Word = “”; 
•  Current = ‘ ‘; 
•  Do  

•  Current = sample(P(letter | Current)) 
•  Word = Word + Current 

•  While(Current != ‘ ‘) 
•  Return Word 



Statistical Approach to Name Generation 
With English Corpus: 
Weng 
Outood 
Wasel 
Tehe 
Botowacout 
Eangis 
Wand 
Heno 
Bemit 

With Spanish Corpus: 
Favo 
Destel 
Biscile 
Cótano 
Taló 
Lubía 
Akete 
Antriliden 
Dichado 

With Chinese Corpus: 
Yuìn 
Hòhéngjībì 
Jīng 
Xùgshuì 
Zhuán 
Sǎngzhò 
Dùyón 
Pádén 
Mǐlì 



Statistical Approach to Name Generation 
•  Can easily be improved: 

•  Taking into account “bigrams” (probability of a letter given the last two 
letters) 

•  Considering syllables rather than letters 
•  Additional restrictions could be imposed by generating several 

samples, and selecting only the ones that satisfy restrictions (Generate 
& Test) 

•  Same concept can be applied to other domains. For example: 
•  Map generation:  

•  probability of one map cell given the previous one(s) 
•  Corpus: existing data from that domain 

•  Main problem: needs a corpus to be trained on 
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Map Generation 
•  Large variety of methods available (due to popularity) 

•  Typical approaches: 
•  Fractals/noise 
•  Tiling 
•  Statistical 
•  Constructive 
•  Generate & Test 
•  etc. 



Fractal/Noise-based Map Generation 
•  Fractals are one of the oldest ways to generate maps 

•  Also vegetation (e.g., trees), clouds or other natural formations 

•  For map generation: 
•  Typically used for our-door terrain generation (landscapes) 
•  Generate a height-map: 

•  2-dimensional matrix where each element represents the height of a 
particular point 



Fractal/Noise-based Map Generation 
• Step 1: Generate an initial map 

•  Diamond-square method 

Figure 2: Cubic interpolation (left) versus lin-

ear interpolation (right) for the spectral synthesis

algorithm.

between already known values and then randomly
o↵set the new values inside a range determined
by the current depth of the recursion. With
a persistence of 0.5, this range is halved with
each recursive step, and an approximation of
1/f noise is created. Ideally, the random o↵sets
should have a gaussian distribution inside the o↵-
set range, but for the purpose of synthesizing ter-
rain, uniformly distributed values are acceptable
(and much faster to calculate).
The implementation done for this paper is the
square-diamond algorithm, named after the or-
der in which midpoint values are determined (see
Figure 3).
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Figure 3: Two iterations of the diamond-square

algorithm. Pseudo random number are used for

initial values in step a. In step b (the ”diamond”

step) a new value is found by o↵setting the av-

erage of the four values of step a. Step c (the

”square” step) fills in the rest of the midpoint

values also by o↵setting the average of the four

neighbours of each new point. Steps d and e show

the next iteration.

Figure 4 shows a visual comparison of the two
ways of distributing values inside the random o↵-
set ranges. Although uniform distribution pro-
duces a more jagged terrain, this can be compen-
sated for by lowering the persistence. Since the
version using gaussian distribution takes 4 times
longer to generate, uniform distribution is to be
preferred.
The midpoint displacement method also allows
for individual adjustments of the random o↵-
set ranges depending on coordinates or altitude,
which can be used to give the terrain a more

eroded look by multiplying the size of the o↵set
range with the height average when calculating
new values. This causes low altitude areas to be-
come smoother, thereby simulating deposition of
eroded material. This method is referred to as
smoothed midpoint displacement.

Figure 4: Gaussian (left) versus uniform (right)

distribution of random o↵sets for the midpoint

displacement algorithm.

Voronoi diagrams

The problem with using 1/f noise for simulating
real world terrain is that it is statistically homoge-
neous and isotropic - properties that real terrain
does not share. One way to break the monotony
and control the major characteristics of the land-
scape are Voronoi diagrams whose use in proce-
dural texture generation has been described by
Steven Worley [6]. Voronoi diagrams can be used
for a variety of e↵ects when creating procedural
textures - most variants resemble some sort of
cell-like structures that can be used to simulate
tissue, sponge, scales, pebbles, flagstones, or in
this case, entire mountains.
The implementation used in this paper works by
dividing the map into regions and then randomly
place a number of ”feature points” in each re-
gion. For each cell in the map, a set of values
d

n

, n = 1, 2, 3, . . . are calculated according to a
defined distance metric so that d

1

is the distance
to the nearest feature point, d

2

is the distance to
the next nearest distance point etc. Linear com-
binations of the form
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amples. For creating mountainous features,
the coe�cients c
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= �1 and c
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= 1 (with
the rest being zeroes) are used as it can add
distinct ridge lines and connected riverbeds to
the terrain. These values also give the Voronoi
diagrams another useful property which will be
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Fractal/Noise-based Map Generation 
• Step 1: Generate an initial map 

•  Diamond-square method implementation: 

•  If you want to do N iterations: 
•  Create an initial empty matrix of size 2^N 
•  In the first iteration, you consider all the points that have indexes 

multiple of 2^N 
•  In the second iteration, you consider all the points that have 

indexes multiple of 2^(N-1) (except the ones you already 
considered) 

•  In the third iteration, you consider all the points that have indexes 
multiple of 2^(N-2) (except the ones you already considered) 

•  etc. 



Fractal/Noise-based Map Generation 
•  Fractal approaches are typically combined with a second, 

simulation step. 

•  The simulation step modifies the terrain you just obtained 
to add things like: 
•  Rivers: simulating how water flows down the terrain 
•  Erosion: you can modify the terrain based on the rivers you define 
•  Vegetation: simulate the amount and type of vegetation that would 

grow in each cell of your map given its properties (height, distance 
to water, etc.) 



Fractal/Noise-based Map Generation 
• Step 2: Simulate Natural Erosion 

Figure 25: Renderings from the two height maps shown in Figure 24 - the left image shows the reference

implementation after 100 iterations, and the right image shows the speed optimized version after 100

iterations.

0 100 200 300 400 500

0.5

1.0

1.5

2.0

2.5

3.0

3.5

T=8/N T=12/N T=16/N

Iterations

E
ro

s
io

n
 s

c
o

re

Figure 28: Erosion scores of the first 500 itera-

tions of the new proposed algorithm.

erations. Together with the quick initial rise in
erosion score, this suggests that the optimal num-
ber of iterations for producing profound erosion
e↵ects as quickly as possible is around 50.
Height maps after 50 iterations with T = 8

N

and
T = 16

N

as well as rendered scenes of these, can
be seen of Figure 30 and Figure 31 respectively.
Larger values of T creates more levelling of the
terrain and leaves less but steeper slopes.
With 50 iterations of this algorithm, an eroded
terrain meeting the criteria defined at the begin-
ning of this paper can be synthesized from scratch
in less than 2 seconds for N = 512 (about one
quarter of a million height values) and in less than
7 seconds for N = 1024 (about one million height
values). This actually makes it possible to use
these techniques for runtime terrain generation
in modern computer games, where loading times
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Figure 29: Change per 10 iterations of the first

500 iterations of the new proposed algorithm.

up to 30 seconds are not uncommon.

Playability issues

To explore the use of procedurally generated ter-
rain in computer games a bit further, a few playa-
bility issues for games in the realtime strategy
genre are discussed here. This type of game makes
more demands to the terrain shape than just vi-
sual appearance, as player units must be able to
move around in the terrain, and there must exist a
decent number of flat spots of a certain minimum
size for various structures to be placed upon.

Main criteria

The above considerations regarding unit move-
ment and building placement can be formalized

14

[Olsen, 2004] 



Graph-based Map Generation 
• Some games (e.g. roguelikes) require the generation of 

dungeons or mazes. 

• Maze/dungeon generation can be achieved via standard 
graph-search techniques (those algorithms from graph 
theory that you thought you’d never find a use for! J) 

• Most common approach is based on Kruskal’s minimum 
spanning tree algorithm. 



Kruskal Algorithm 
• Given a weighted graph, it finds a minimum spanning 

tree: 
•  a tree built using a subset of the edges in the graph, and that 

includes all the vertices. 
 
• KRUSKAL(G) 

•  tree = {} 
•  For each v in vertices of G: 

•  Create a set S(v) = {v} 
•  E = sort edges of G by increasing weight 
•  for each e = (u,v) in E: 

•  If S(v) != S(u) then 
•  Add (u,v) to the tree 
•  S(v) = S(u) = union of S(v) and S(u) 



Kruskal Algorithm 

Given an arbitrary graph: 



Kruskal Algorithm 

Given an arbitrary graph: Generates a minimum spanning tree: 



How to Generate a Dungeon with Kruskal? 

• Can you think of a way to generate something like this? 



How to Generate a Dungeon with Kruskal? 

•  1) Start with a graph that contains one vertex for each of 
the locations that your map can have, and one edge 
connecting each adjacent location 



How to Generate a Dungeon with Kruskal? 

•  2) Assign random (positive) weights to each edge: 
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How to Generate a Dungeon with Kruskal? 

•  3) Apply Kruskal to generate a minimum spanning tree 
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How to Generate a Dungeon with Kruskal? 

•  4) Use the spanning tree to generate a maze 
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How to Generate a Dungeon with Kruskal? 

•  5) Pick a location at random to be the starting position, 
and another to be the end/goal position 



More About Generating Dungeons/Mazes 
with Kruskal 
•  Notice that the generated map has no loop (it’s a tree) 
•  You can add: 

•  Place monsters/treasures at random 
•  Place doors at random: make sure there is a path to the key, that does 

not go through the door! 
•  Add edges to create loops (e.g., randomly, but there are better ways) 



More About Generating Dungeons/Mazes 
with Kruskal 
•  This method is much more general than you would 

expect! 
• Could you generate outdoor maps as well? Buildings with 

rooms of arbitrary shapes? 



More About Generating Dungeons/Mazes 
with Kruskal 
•  This method is much more general than you would 

expect! 
• Could you generate outdoor maps as well? Buildings with 

rooms of arbitrary shapes? 
•  Remember the input of Kruskal is an arbitrary graph! 
•  Just create a graph with any geometry you want (for example, 

generate a fractal landscape, and partition it into areas that are 
walkable). Then give that to Kruskal as starting point 

•  Example: Lenna’s Inception 
•  http://bytten.net/devlog//2013/10/07/overworld-generation-part-2/ 
•  http://bytten.net/devlog//2014/02/21/lennas-overworld-is-coming-

together/ 
 



Map Generation Through Tiling 
• Author “pieces” of content, and recombine them to form 

complete maps 



Map Generation Through Tiling 
• Author “pieces” of content, and recombine them to form 

complete maps 

Very common in games (e.g., Spelunky) 



Map Generation in Spelunky 



Map Generation in Spelunky 
• A Spelunky map is a 4x4 grid of rooms. To generate a 

map, it follows this procedure: 
•  1) Generate a layout: 

•  Choose a cell at the top at random as the start 
•  Randomly move L/R/D 

until we reach the bottom 
row. 

•  Record the path that 
we need to reach the 
end. 

•  2) Generate rooms 



Map Generation in Spelunky 
• Each room is a 8x10 tiles block 



Map Generation in Spelunky 
• Each room is a 8x10 tiles block 

Room type: 
-  Path left 
-  Path right 
-  Path left and right 
-  Path left and down 
-  etc. 

For each “room type” there are 
a number of preauthored 
blocks. One is chosen at 
random for each room. 



Map Generation in Spelunky 
• Result 



Map Generation in Spelunky 
• Result On a second pass, enemies 

are placed randomly (could be 
defined in the patterns for 
some games). 



Map Generation Through Tiling 
• Very easy to implement 

• Achieves very nice results 

• Requires careful authoring (each of the tiles): most of the 
effort is in authoring (instead of authoring full maps, we 
author map pieces). 

• Very commonly used in games 



Generate and Test Map Generation 
•  Idea: 

•  Define: a method that can generate random maps 
•  Define: a method that can generate similar maps by modifying an 

existing map 
•  Define: a function that given a map, returns a score (how good the 

map is) 

•  This resembles the standard AI setting for search (A*, Hill 
Climbing, etc.): 
•  Given a starting position (random map) 
•  Generate successor nodes (generate similar maps) 

•  Use standard AI search methods to find a map that maximizes 
the score: 
•  Typically: Local Search 



Local Search 
• Given:  

•  A search space 
•  A function h(s) to optimize (maximize/minimize) 

• Start in the initial state(s) (typically selected at random) 
• Evaluate current state(s): h(s) 
• Explore neighbors of the current state(s) trying to increase 

the current value of h(s) 

• Advantages: 
•  Can find reasonably good solutions in little time 



Hill Climbing 
• Keep a single current state 
•  If there is a better neighbor: 

•  Move there 

• Otherwise 
•  End, and return current state 

Current state 



Hill Climbing 
• Keep a single current state 
•  If there is a better neighbor: 

•  Move there 

• Otherwise 
•  End, and return current state 

Current state 

neighbors 



Hill Climbing 
• Keep a single current state 
•  If there is a better neighbor: 

•  Move there 

• Otherwise 
•  End, and return current state 

Current state 



Hill Climbing 
• Keep a single current state 
•  If there is a better neighbor: 

•  Move there 

• Otherwise 
•  End, and return current state 

Current state 



Hill Climbing 
• Applications: optimization problems, like Travel-Salesman 

Problem 

• Problems: local maxima/minima (there are many variants 
to alleviate this) 

• Common variants of hill climbing search: 
•  Tabu-Search 
•  Simulated Annealing 
•  Genetic Algorithms 
•  Swarm Algorithms 



Generate and Test map Generation 
•  Two approaches to generate and test: 

•  Simple Generate & Test: 

•  Search-based: 

Unreliable 
Constructive 

Method 

Correctness 
Verification 

Search 
Method 

Evaluation 
Function 



Generate and Test map Generation 
•  Two approaches to generate and test: 

•  Simple Generate & Test: 

•  Search-based: 

Unreliable 
Constructive 

Method 

Correctness 
Verification 

Search 
Method 

Evaluation 
Function 

For example: verify 
that a path exists from 

the start to the goal 

Hill Climbing 



Search-based map Generation 
• Search algorithm can be either: 

•  systematic search (A*-like) 
•  Local search (Hill-climbing) 

• Systematic search constructs a design bit by bit, and the 
evaluation function guides the search towards a complete 
design 

•  Local search starts with random (complete) designs, and 
improves them bit by bit, guided by the evaluation function 



Search-based map Generation 
• Search algorithm explores the space of possible designs 

(maps, plots, quests, etc.) 
• Algorithm stops when: 

a)  A candidate that satisfied a minimum criteria of quality is found 
b)  After some fixed amount of search (returning the best individual 

found so far) 

•  The evaluation function can be either: 
a)  Evaluating only complete designs, and measuring how good they 

are (suitable for hill-climbing algorithms, like GAs) 
b)  Evaluating partial designs, and measuring how close are they to 

completion (suitable for heuristic search algorithms, like A*) 



Design Space: Abstraction 
• Example: Starcraft Map Generation 

Design Space 

Search 



Design Space: Abstraction 
• Example: Map Generation 

Design Space 

Search 

Every point in the 
design space is an 

actual map  



Design Space: Abstraction 
• Representation in the design space should be: 

•  Abstract enough to make the space small 
•  Rich enough to ensure that some interesting designs can be 

encoded with it 
•  Continuous: neighbors in the design space should have similar 

evaluation function values (for Hill Climbing algorithms) 

•  For Hill-Climbing algorithms: vector of numbers are good 
•  For A*-like algorithms: trees, graphs, or sequences are 

good 



Types of Evaluation Functions 
•  Heuristic: For A*-like algorithms. They measure how close are 

we from finding a complete design 

•  Fitness: 
•  Direct Measurement: a direct function (hand-authored) that measures 

how good is the design. 
•  Example: spatial concentration of resources in RTS maps. 

•  Simulation: simulate the design to obtain measurements. 
•  Example: use a player model to estimate how long does a level take to be 

finished. 

•  Interactive: in-game, players provide feedback to how good are the 
designs  
•  Example: Galactic Arms Race. 



Example: RTS Map Generation 
• Evaluation function consists of a collection of direct and 

simulation-based measures: 
•  Base Space: give enough space to all player bases 
•  Base Distance: keep player bases far away 
•  Resource-balance:  

•  Penalizes resources too close to one player and far from another 
•  Penalizes if one player has clearly ownership of more resources than 

another 
•  Penalizes maps where there is an unbalance between gas and geysers 

for any player 
•  Map geometry interestingness: 

•  Choke points: favors the appearance of chokepoints 
•  Path overlapping: favors the fact that closest paths from different player 

bases to others overlap 



Example: RTS Map Generation 
[Togelius, Preuss, Yanakakis 2010] 

9

a human player during runtime. The generation process is
based on generate-and-test, but is not completely search-
based, as no optimisation mechanism is employed. Initially,
player data are collected to rank short level segments ac-
cording to their difficulty. The level is then generated as
it is played by composing the segments in front of the
player, based on a rhythm-based generation mechanism. The
generated level part is then evaluated by a number of “critics”
based on the acquired difficulty ratings of the constituent
level segments. Level parts that are rejected by the critics
are simply re-generated until parts of appropriate difficulty
are found. The ensemble of critics can therefore be conceived
as a direct, data-driven binary evaluation function.
4) Terrains and maps: A large number of games are built

around terrains or maps, which can be loosely defined as two-
or two-and-a-half-dimensional planes with various features
situated within them that might or might not be gameplay-
related (e.g. types of surface, or impassable rocks or rivers)
and possibly a heightmap specifying elevations of various
parts of the maps. In particular, many strategy games are
heavily dependent on maps and the character of the map can
strongly influence the gameplay. The category of terrains and
maps partly overlaps with the previous category, as e.g. FPS
levels can also be considered as maps.
Frade et al. [48] evolved terrains for the video game

Chapas. The terrain was represented very indirectly as ex-
pression trees, which were evolved with genetic program-
ming using an approach similar to the CPPN [25] encoding.
The elevation at each point is determined by querying the
evolved expression trees, substituting the current position
coordinates for constants in the tree. The evaluation function
is direct and theory-driven, based on “accessibility”; this
function scores maps depending on the largest connected
area of flat or almost-flat terrain (this value is bounded to
prevent the evolution of completely flat maps). An interesting
result was that whereas the algorithm produced useful maps,
they were sometimes visually unpleasant and required human
inspection before being used.
Togelius et al. [49], [50] designed a method for generating

maps for RTS games. Two semi-direct representations were
investigated, one for a generic heightmap-based strategy
game and one for the seminal RTS StarCraft (Blizzard
1998). In both representations, positions of bases and re-
sources are represented directly as (x, y) coordinates, but
other terrain features are represented more indirectly. For
the heightmap-based representation, positions, standard de-
viations and heights of several two-dimensional Gaussians
are evolved, and the height of the terrain at each point is
calculated based on those. For the StarCraft representation,
mountain formations are drawn using a stochastic (but deter-
ministic) method inspired by “turtle graphics”. A collection
of direct and lightly simulation-based, theory-driven evalua-
tion functions are used to evaluate the maps. These functions
were directly motivated by gameplay considerations and are
to a large extent based on the A* search algorithm; for
example, the resource balance evaluation function penalises

Fig. 3. An evolved map for the StarCraft RTS game.

the difference in the closest distance to resources between
the players. The search mechanism in this method differs
considerably from most other search-based PCG research
because it is based on a multiobjective evolutionary algorithm
(MOEA) [30] (the particular algorithm used is the SMS-
EMOA [51]). Because each of the evaluation functions is
partially conflicting with several of the other evaluation
functions, the MOEA tries to find the optimal tradeoffs
between these objectives, expressed as a Pareto front. A
human designer, or a game-balancing algorithm, can then
choose solutions from among those on the Pareto front. An
example of a map generated using this method can be seen
in Fig. 3.
It should be noted that there is a substantial body of lit-

erature on constructive methods for generating maps, which
is not extensively discussed here as it is not search-based.
Terrain generation systems for games based on fractals (such
as the diamond-square algorithm [52], [53]), on agent-based
simulated erosion [54] or on cellular automata [55] have
been proposed previously; while most such algorithms enjoy
a short and predictable runtime, they cannot generally be
controlled for the level of gameplay properties (e.g. there
is no way to guarantee a balanced map, or maybe not
even to guarantee one wherein all areas are accessible). An
interesting approach is that of Diorama, a map generator
for the open-source strategy game Warzone 2100 that uses
answer set programming. Some commercial games, such
as those in the Civilization series, feature procedural map
generation, but that is usually accomplished through simple
methods, such as seeding islands in the middle of the ocean
and letting them grow in random directions.
Ashlock et al. [56] proposed an indirect search-based

method for landscape generation based on an evolvable L-
system representation and used this approach to evolve fractal
landscapes to fit specific shapes; however, no concern was
given to the suitability of these landscapes for games. Some
recent work has focused on integrating various dissimilar ter-
rain generation algorithms into mixed-initiative models [6].



Outline 
• Procedural Content Generation 
• Name Generation 
• Map Generation 
• Plot Generation 
• Other Algorithms 



Computational Narrative 
• Algorithmically analyze, structure and generate stories. 

• Generating stories is an “AI-complete” problem. Involves 
many yet-unsolved problems: 
•  believable characters / emotional modeling 
•  natural language generation 
•  common sense reasoning 
•  narrative aesthetics 





The Policeman’s Beard is Half Constructed  



The Policeman’s Beard is Half Constructed  

Bill sings to Sarah. Sarah sings to 
Bill. Perhaps they  
will do other dangerous things 
together. They may eat lamb or 
stroke each other. They may chant of 
their difficulties and their  
happiness. They have love but they 
also have typewriters.  
That is interesting. 



Story Generation 
• Computers are far from generating novels at the level of 

human authors 

• However, many useful techniques have emerged from the 
story generation research community. Specially applicable 
to video games 



Choose Your Own Adventure 



Choose Your Own Adventure 



Automated Planning 
• Planning: 

•  Find the sequence of actions that will take us from an initial state 
to a target state 

• Automated Planning: 
•  Typically solved with specialized search algorithms 



Automated Planning: Example 
• Blocks world 

A 

Table 

C 

B A 

Table 

C 

B 

Initial State Target State 

Possible actions:  
 Take(X) 
 Put(X,Y) 



Automated Planning: Example 
• Action definition: 

•  Take(X) 
•  Preconditions: 

•  We have nothing in our hands 
•  X is a block 
•  Nothing on top of X 

•  Postconditions: 
•  X is not on top of anything 
•  X is in our hands 

•  Put(X,Y) 
•  Preconditions: 

•  X is in our hands 
•  Y is the table or Y is a block 

with nothing on top 
•  Postconditions: 

•  X is not in our hands 
•  X is on top of Y 



Automated Planning: Example 

A 

Table 

C 

B A 

Table 

C 

B 

Initial State Target State 

Solution: 
-  Take(B) 
-  Put(B,Table) 
-  Take(A) 
-  Put(A,B) 
-  Take(C) 
-  Put(C,A) 



Automated Planning 
• Many approaches to solve the problem exist:  

•  Simplest is known as “Forward Search”, and it means using A* 

•  Forward Search: 
•  Each possible configuration of the world is a state in the A* search 
•  Heuristic measures how many of the conditions in the target state 

are not satisfied, for example: 

Current State: 
on(A,Table) 
on(B,A) 
on(C,Table) 

Target State: 
on(B,Table) 
on(A,B) 
on(C,A) 

h(s) = 3 



Planning with A*: 

A

Table 

C

BA
Table 

C

B

3 

S0 

OPEN = [S0] 
CLOSED = [] 



Planning with A*: 

A

Table 

C

BA
Table 

C

B

3 

OPEN = [S1,S2] 
CLOSED = [S0] 

A
Table 

C

B 3 

S1 

A
Table 

C

B

3 

S2 

S0 

Take(B) 

Take(C) 



Planning with A*: 

A

Table 

C

BA
Table 

C

B

3 

OPEN = [S2,S4,S3] 
CLOSED = [S0,S1] 

A
Table 

C

B 3 

S1 

A
Table 

C

B

3 

S2 

S0 

Take(B) 

Take(C) 

A
Table 

C

B

3 

S3 

A
Table 

CB

2 

S4 

Put(B,C) 

Put(B,Table) 



Automated Planning 
•  The example I showed is what is known as “classic planning” 

•  There are other variants of the planning problem: 
•  Temporal planning (actions take time) 
•  Probabilistic planning (actions have probabilistic effects) 
•  Nonlinear planning (plans might have parallel actions) 

•  Many other algorithms: 
•  Means-ends-analysis 
•  Graph-plan 
•  FF 
•  HTN 

•  Many heuristics: 
•  Relaxation 



Tale-spin 
•  James Meehan 1976 

•  “The program, simply described, simulates a small world 
of characters who are motivated to act by having 
problems to solve. When an event occurs, it is expressed 
in English, thus forming the text of the story. Central to the 
simulation, therefore, are the techniques for solving 
problems” 



Tale-spin 
• A story is generated in the following way, Given: 

•  An initial state (entered by the user): 
•  Characters 
•  Setting (relationships between the characters, locations, etc.) 
•  One character with a goal (hungry, thirsty, etc.) 

•  A set of possible actions to perform (defined in the system) 

•  Find a plan that makes the problem disappear: 
•  Both the initial state and each event (action or goal) will be 

translated to natural language, thus forming the story 



Tale-spin: Example 
•  Once upon a time George ant lived near a patch of ground. 

There was a nest in an ash tree. Wilma bird lived in the nest. 
There was some water in a river. Wilma knew that the water 
was in the river. George knew that the water was in the river. 
One day Wilma was very thirsty. Wilma wanted to get near 
some water. Wilma flew from her nest across a meadow 
through a valley to the river. Wilma drank the water. Wilma 
was not thirsty any more.  

•  George was very thirsty. George wanted to get near some 
water. George walked from his patch of ground across the 
meadow through the valley to a river bank. George fell into the 
water. George wanted to get near the valley. George couldn't 
get near the valley. George wanted to get near the meadow. 
George couldn't get near the meadow. Wilma wanted George 
to get near the meadow. Wilma wanted to get near George. 
Wilma grabbed George with her claw. Wilma took George from 
the river through the valley to the meadow. George was 
devoted to Wilma. George owed everything to Wilma. Wilma 
let go of George. George fell to the meadow. The end.  



Tale-spin: Example 
•  Once upon a time George ant lived near a patch of ground. 

There was a nest in an ash tree. Wilma bird lived in the nest. 
There was some water in a river. Wilma knew that the water 
was in the river. George knew that the water was in the river. 
One day Wilma was very thirsty. Wilma wanted to get near 
some water. Wilma flew from her nest across a meadow 
through a valley to the river. Wilma drank the water. Wilma 
was not thirsty any more.  

•  George was very thirsty. George wanted to get near some 
water. George walked from his patch of ground across the 
meadow through the valley to a river bank. George fell into the 
water. George wanted to get near the valley. George couldn't 
get near the valley. George wanted to get near the meadow. 
George couldn't get near the meadow. Wilma wanted George 
to get near the meadow. Wilma wanted to get near George. 
Wilma grabbed George with her claw. Wilma took George from 
the river through the valley to the meadow. George was 
devoted to Wilma. George owed everything to Wilma. Wilma 
let go of George. George fell to the meadow. The end.  

Story 1 

Story 2 

Initial state 

goal 

goal 



Tale-spin 
•  Tale-spin uses a form of means-ends analysis planning 

•  Means-ends analysis starts with the conditions in the target 
state not yet satisfied in the current state, and tries to find an 
action to satisfy them. 

•  For example: “John bear is not hungry” can be satisfied with 
the action “John bear ate X”. 

•  But for John bear to eat something, he must have it. Etc. 

•  Difference with A* planning (explained before) is: 
•  A* searches forwards (from initial state to target state) 
•  Means-ends-analysis searches backwards (from target state to initial 

state) 



Tale-spin: Example 
•  Initial state (user defined): 

•  Once upon a time Sam bear lived in a cave. Sam knew that Sam 
was in his cave. There was a beehive in an apple tree. Betty bee 
knew that the beehive was in the apple tree. Betty was in her 
beehive. Betty knew that Betty was in her beehive. There was 
some honey in Betty's beehive. Betty knew that the honey was in 
Betty's beehive. Betty had the honey. Betty knew that Betty had the 
honey. Sam knew that Betty was in her beehive. Sam knew that 
Betty had the honey. There was a rose flower in a flowerbed. Sam 
knew that the rose flower was in the flowerbed.  

• Problem: 
•  Sam bear is hungry. 



Tale-spin: Example 
Once upon a time Sam bear lived in a cave. Sam knew that Sam was in his 
cave. There was a beehive in an apple tree. Betty bee knew that the 
beehive was in the apple tree. Betty was in her beehive. Betty knew that 
Betty was in her beehive. There was some honey in Betty's beehive. Betty 
knew that the honey was in Betty's beehive. Betty had the honey. Betty 
knew that Betty had the honey. Sam knew that Betty was in her beehive. 
Sam knew that Betty had the honey. There was a rose flower in a 
flowerbed. Sam knew that the rose flower was in the flowerbed.  

Goal: Sam bear not hungry 



Tale-spin: Example 
Once upon a time Sam bear lived in a cave. Sam knew that Sam was in his 
cave. There was a beehive in an apple tree. Betty bee knew that the 
beehive was in the apple tree. Betty was in her beehive. Betty knew that 
Betty was in her beehive. There was some honey in Betty's beehive. Betty 
knew that the honey was in Betty's beehive. Betty had the honey. Betty 
knew that Betty had the honey. Sam knew that Betty was in her beehive. 
Sam knew that Betty had the honey. There was a rose flower in a 
flowerbed. Sam knew that the rose flower was in the flowerbed.  

Goal: Sam bear not hungry 

Tale-spin knows (for each type of goal) the set of 
actions that can satisfy it. In this case:  
•  “go towards something edible” 
•  “have something edible” 
 
One is picked at random 



Tale-spin: Example 
Once upon a time Sam bear lived in a cave. Sam knew that Sam was in his 
cave. There was a beehive in an apple tree. Betty bee knew that the 
beehive was in the apple tree. Betty was in her beehive. Betty knew that 
Betty was in her beehive. There was some honey in Betty's beehive. Betty 
knew that the honey was in Betty's beehive. Betty had the honey. Betty 
knew that Betty had the honey. Sam knew that Betty was in her beehive. 
Sam knew that Betty had the honey. There was a rose flower in a 
flowerbed. Sam knew that the rose flower was in the flowerbed.  

Goal: Sam bear not hungry 

Goal: have something edible 



Tale-spin: Example 
Once upon a time Sam bear lived in a cave. Sam knew that Sam was in his 
cave. There was a beehive in an apple tree. Betty bee knew that the 
beehive was in the apple tree. Betty was in her beehive. Betty knew that 
Betty was in her beehive. There was some honey in Betty's beehive. Betty 
knew that the honey was in Betty's beehive. Betty had the honey. Betty 
knew that Betty had the honey. Sam knew that Betty was in her beehive. 
Sam knew that Betty had the honey. There was a rose flower in a 
flowerbed. Sam knew that the rose flower was in the flowerbed.  

Goal: Sam bear not hungry 

Goal: have honey 

Tale-spin knows (for each type of character) the 
set of thins they eat. In this case, a bear:  
•  Honey 
•  Salmon 
•  etc. 
One is picked at random 



Tale-spin: Example 
Once upon a time Sam bear lived in a cave. Sam knew that Sam was in his 
cave. There was a beehive in an apple tree. Betty bee knew that the 
beehive was in the apple tree. Betty was in her beehive. Betty knew that 
Betty was in her beehive. There was some honey in Betty's beehive. Betty 
knew that the honey was in Betty's beehive. Betty had the honey. Betty 
knew that Betty had the honey. Sam knew that Betty was in her beehive. 
Sam knew that Betty had the honey. There was a rose flower in a 
flowerbed. Sam knew that the rose flower was in the flowerbed.  

Goal: Sam bear not hungry 

Goal: have honey 

Every time a goal is posted, Tale-spin generates 
text, to motivate the actions of the characters. In 
this case: 
 

“Sam bear wanted to get some honey” 



Tale-spin: Example 
Once upon a time Sam bear lived in a cave. Sam knew that Sam was in his 
cave. There was a beehive in an apple tree. Betty bee knew that the 
beehive was in the apple tree. Betty was in her beehive. Betty knew that 
Betty was in her beehive. There was some honey in Betty's beehive. Betty 
knew that the honey was in Betty's beehive. Betty had the honey. Betty 
knew that Betty had the honey. Sam knew that Betty was in her beehive. 
Sam knew that Betty had the honey. There was a rose flower in a 
flowerbed. Sam knew that the rose flower was in the flowerbed.  

Goal: Sam bear not hungry 

Goal: have honey 



Tale-spin: Example 
Once upon a time Sam bear lived in a cave. Sam knew that Sam was in his 
cave. There was a beehive in an apple tree. Betty bee knew that the 
beehive was in the apple tree. Betty was in her beehive. Betty knew that 
Betty was in her beehive. There was some honey in Betty's beehive. Betty 
knew that the honey was in Betty's beehive. Betty had the honey. Betty 
knew that Betty had the honey. Sam knew that Betty was in her beehive. 
Sam knew that Betty had the honey. There was a rose flower in a 
flowerbed. Sam knew that the rose flower was in the flowerbed.  

Goal: Sam bear not hungry 

Goal: have honey 

Tale-spin searches among the possible actions 
that can satisfy “have honey”: 
•  Take(honey) 
•  Persuade-to-give(Betty,honey) 
•  Persuade-to-abandon(Betty,honey) 
•  etc. 

Take(honey) cannot be used, since its 
precondition is that “honey” is not owned by 
someone else. So, Tale-spin selects one of the 
others at random. 



Tale-spin: Example 
Once upon a time Sam bear lived in a cave. Sam knew that Sam was in his 
cave. There was a beehive in an apple tree. Betty bee knew that the 
beehive was in the apple tree. Betty was in her beehive. Betty knew that 
Betty was in her beehive. There was some honey in Betty's beehive. Betty 
knew that the honey was in Betty's beehive. Betty had the honey. Betty 
knew that Betty had the honey. Sam knew that Betty was in her beehive. 
Sam knew that Betty had the honey. There was a rose flower in a 
flowerbed. Sam knew that the rose flower was in the flowerbed.  

Goal: Sam bear not hungry 

Goal: have honey 

Goal: persuade Betty to abandon honey 



Tale-spin 
•  Goals: hungry, have something, persuade someone, go 

somewhere, etc. 

•  For each goal: a collection of strategies and preconditions 

•  Domain knowledge: 
•  Which actions can certain characters execute 
•  Which food do different animals like 
•  Inter-character relations and how to they affect the actions the can 

execute 
•  etc. 

•  Using those 3 things: stories are generated at random, from the 
set of possible ways to solve goals. 



Tale-spin 
• Planning-based story generation 

• Generated stories are about solving problems 

• Each individual character plans on its own (no joint 
behaviors between characters): 
•  Tale-spin is “character centric” 
•  Stories are always “coherent” (actions of characters are motivated) 
 



Other Approaches 
• Simulation-based approaches: 

•  Define an initial state, populated by characters 
•  Simulate what would characters do (personality models) 

• Analogy and case-based approaches: 
•  Have a library of predefined stories 
•  Build new stories by finding analogies of a given initial situations 

with previous defined stories 



Story Generation in Games 
• Plot generation: 

•  Story generation can be used to automatically generate plot (no 
commercial game uses this yet) 

•  Given an initial state (generated, for example, using PCG), and a 
goal (selected, for example, at random from a set of goals) 

•  Generate a story from initial state to goal: that is the path that the 
player will have to follow. 

• Quest generation: 
•  Given a goal for the player (generated, for example, at random) 
•  Generate a story in which the player achieves the goal from the 

current state 
•  The actions in that story are the things the player needs to do to 

accomplish the quest 



Outline 
• Procedural Content Generation 
• Name Generation 
• Map Generation 
• Plot Generation 
• Other Algorithms 



Other Algorithms 
•  There are MANY other approaches, for example: 

•  Graph and Shape grammars: formal grammars to generate 
graphs (similar to context-free grammars for sequences) 



Project 5: Procedural Content Generation 
•  Implement an automatic map generator  
• Game Engine: A4Engine (JavaScript) 



Project 5: Procedural Content Generation 
•  Implement an automatic map generator  
• Game Engine: A4Engine (JavaScript) 

My recommendation (choose one of these): 
-  Statistical approach 
-  Tile-based approach 
-  Spanning-tree dungeon generation 


