
CS 387/680: GAME AI 
 
BOARD GAMES 

6/2/2014 
Instructor: Santiago Ontañón  

 santi@cs.drexel.edu 
TA: Alberto Uriarte  

 office hours: Tuesday 4-6pm, Cyber Learning Center 
Class website:  

 https://www.cs.drexel.edu/~santi/teaching/2014/CS387-680/intro.html 
 



Reminders 
• Check BBVista site for the course regularly 
• Also: https://www.cs.drexel.edu/~santi/teaching/2014/CS387-680/intro.html 

•  Today, project 5 submission deadline 
 
•  Final exam will next week: June 9th 
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Game AI Architecture 

AI 

World 
Interface 

(perception) 

Strategy 

Decision Making 

Movement 



So far, we have seen: 
• Perception 
• Movement (Steering behaviors): 

•  FPS, Car driving 

• Pathfinding 
•  FPS, RTS, RPG, etc. 

• Decision Making 
•  FPS, RPG, RTS, etc. 

•  Tactics and Strategy 
•  FPS, RTS 

• PCG 
•  any 



Board Games 
• Main characteristic: turn-based 

•  The AI has a lot of time to decide the next move 
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Board Games 
•  From an AI point of view: 

•  Turn-based 
•  Discrete actions 
•  Complete information (mostly) 

•  Those features make these games amenable to game 
tree search! 



Outline 
• Board Games 
• Game Tree Search 
• Monte Carlo Search 
• UCT 
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Game Tree 

Current Situation 

Player 1 action 

Player 2 action 

U(s) U(s) U(s) U(s) U(s) U(s) 

•  Game trees capture the effects of successive action 
executions: 

Pick the action that 
leads to the state with 
maximum expected 

utility after taking into 
account what the other 

players might do 



Game Tree 

Current Situation 

Player 1 action 

Player 2 action 

U(s) U(s) U(s) U(s) U(s) U(s) 

•  Game trees capture the effects of successive action 
executions: 

In this example, we 
look ahead only one 
player 1 action and 
one player 2 action. 

But we could grow the 
tree arbitrarily deep 
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Player 1 action 

Player 2 action 

U(s) = -1 U(s) = 0 U(s) = -1 U(s) = 0 U(s) = 0 U(s) = 0 

•  Positive utility is good for player 1, and negative for player 2 
•  Player 1 chooses actions that maximize U, player 2 chooses 

actions that minimize U 

Only looking at the 
utility values, which 

move should player 1 
choose? 
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Minimax Principle 

Current Situation 

Player 1 action 
(max) 

Player 2 action 
(min) 

U(s) = -1 U(s) = 0 U(s) = -1 U(s) = 0 U(s) = 0 U(s) = 0 

•  Positive utility is good for player 1, and negative for player 2 
•  Player 1 chooses actions that maximize U, player 2 chooses 

actions that minimize U 

U(s) = -1 U(s) = -1 U(s) = 0 



Minimax Algorithm 
Minimax(state, player, MAX_DEPTH) 

IF MAX_DEPTH == 0 RETURN (U(state),-) 
BestAction = null 
BestScore = null 
FOR Action in actions(player, state) 

(Score,Action2) = Minimax(result(action, state),  
                         nextplayer(player),  
                         MAX_DEPTH-1) 

IF BestScore == null || 
 (player == 1 && Score>BestScore) || 
 (player == 2 && Score<BestScore) BestScore = Score 
          BestAction = Action 

ENDFOR 
 
RETURN (BestScore, BestAction) 



Minimax Algorithm 
Minimax(state, player, MAX_DEPTH) 

IF MAX_DEPTH == 0 RETURN (U(state),-) 
BestAction = null 
BestScore = null 
FOR Action in actions(player, state) 

(Score,Action2) = Minimax(result(action, state),  
                         nextplayer(player),  
                         MAX_DEPTH-1) 

IF BestScore == null || 
 (player == 1 && Score>BestScore) || 
 (player == 2 && Score<BestScore) BestScore = Score 
          BestAction = Action 

ENDFOR 
 
RETURN (BestScore, BestAction) 



Minimax Algorithm 
•  Needs: 

•  Utility function U 
•  Way to determine which actions can a player execute in a given state 

•  MAX_DEPTH controls how deep is the search tree going to be: 
•  Size of the tree is exponential in MAX_DEPTH 
•  Branching factor is the number of moves that can be executed per 

state 

•  The higher MAX_DEPTH, the better the AI will play 

•  There are ways to increase speed: alpha-beta pruning 



Successes of Minimax 
• Deep Blue defeated Kasparov in Chess (1997) 

• Checkers was completely solved by Jonathan Shaeffert 
(2007): 
•  If no players make mistakes, the game is a draw (like tick-tack-toe) 

• Go: 
•  Using a variant of minimax, based on Monte Carlo search (UCT),  
•  In 2011 The program Zen19S reached 4 dan (professional humans 

are rated between 1 to 9 dan) 



Interesting Uses of Minimax 
•  “bastet” (Bastard Tetris) 



Iterative Deepening 
• As described before, minimax receives a MAX_DEPTH 

and it is impossible to predict how much time will it take to 
execute 

•  In a game, minimax will receive a certain amount of time 
(e.g. 20 seconds) that it can use to decide the next move 

• Solution: iterative deepening 



Iterative Deepening 
•  Idea: 

•  Open the tree at depth 1 
•  If there is still time, open it at depth 2 
•  If there is still time, open it at depth 3 
•  Etc. 

• Given the branching factor d, each subsequent iteration is 
d times larger in average than the previous. 

•  For typical values of d (larger than 10), the extra cost of 
iterative deepening is negligible 
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Alpha-Beta Pruning 
• Not all the nodes in the search tree are relevant for 

deciding the next move 

2 

2 1 1 

5 2 4 1 3 4 2 6 1 

What would happen is 
this value was higher? 

 
What would happen if 
this value was lower? 

 
NOTHING! 



Alpha-Beta Pruning 
• Not all the nodes in the search tree are relevant for 

deciding the next move 

2 

2 1 1 

5 2 4 1 3 4 2 6 1 

These two nodes are 
irrelevant! They do not 
have to be explored! 

 
This is because the 
first node has a “1”, 

which is lower than the 
lowest found in any 
other branch so far 



Minimax Algorithm 
α = - infinity 
β = infinity 
 
alphabeta(state, MAX_DEPTH, α, β, player)          
    if  MAX_DEPTH = 0 or state is a terminal state 
        return U(state) 
    if  player= 1 
        for action in actions(player, state) 
            α := max(α, alphabeta(result(action,state), MAX_DEPTH-1, α, β, 2))      
            if β ≤ α 
                break 
        return α 
    else 
        for action in actions(player, state) 
            β := min(β, alphabeta(result(action,state), MAX_DEPTH-1, α, β, 1))      
            if β ≤ α 
                break 
        return β  
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    if  MAX_DEPTH = 0 or state is a terminal state 
        return U(state) 
    if  player= 1 
        for action in actions(player, state) 
            α := max(α, alphabeta(result(action,state), MAX_DEPTH-1, α, β, 2))      
            if β ≤ α 
                break 
        return α 
    else 
        for action in actions(player, state) 
            β := min(β, alphabeta(result(action,state), MAX_DEPTH-1, α, β, 1))      
            if β ≤ α 
                break 
        return β  



Alpha-Beta Pruning 



Alpha-Beta Pruning 
• Does pruning occur independently of the order in which 

nodes are visited? 

2 

2 1 1 

5 2 4 1 3 4 2 6 1 



Alpha-Beta Pruning 
• Notice that pruning depends on the order in which the 

children are explored 

2 

2 1 1 

5 2 4 1 3 4 2 6 1 

If we expand the “1” 
first, then “2” and “6” 

do not have to be 
explored 



Alpha-Beta Pruning 
• How to decide a good order for children expansion? 
 



Alpha-Beta Pruning 
• How to decide a good order for children expansion? 
 
•  Idea: Iterative deepening 

•  Explore first the children that was selected as the best move in the 
previous iteration of iterative deepening 

•  With this modification, iterative deepening is actually faster in 
practice than just opening the tree at a given depth! 

• Other domain specific heuristics exist for well known 
games such as Chess. 



Outline 
• Board Games 
• Game Tree Search 
• Monte Carlo Search 
• UCT 



Go 
• Board is 19x19 
• Branching factor:  

•  Starts at 361 
•  Decreases (more or less) in 1 after every move 

• Compare Go and Chess: 
•  Chess, branching factor around 35: 

•  Search at depth 6: 1,000000 nodes 
•  Go, branching factor around 300: 

•  Search at depth 6: 729,000000,000000 nodes 

• What can we do? 



Monte Carlo Methods 
• Algorithms that rely on random sampling to find solution 

approximations. 

• Example: Monte Carlo integration 
•  Imagine that I ask you to compute the following value: 

A =

Z 3

1
sin(x)

1

1� x

2
dx



Monte Carlo Methods 
• Method 1: Symbolic integration 

•  You could fetch your calculus book, integrate the function, etc. 
•  But this method you’ll have to do by hand (did you know that 

automatic symbolic integration is still unsolved?) 

• Method 2: Numerical computations 
•  Simpson method, etc. (recall from calculus?) 

• Method 3: Monte Carlo 



Monte Carlo Methods 
• Method 3: Monte Carlo 

•  Repeat N times: 
•  Pick a random x between 1 and 3 
•  Evaluate f(x) 

•  Now do the average and multiply by 2  (3 – 1) 
•  Voilà! 

•  The larger N, the better the approximation 

f(x) = sin(x)
1

1� x

2
dx



Monte Carlo Methods 
•  Idea: 

•  Use random sampling to approximate the solution to complex 
problems 

• How can we apply this idea to adversarial search? 
•  The answer to this question is the responsible for having computer 

programs that can play Go at master level. 
•  See http://en.wikipedia.org/wiki/Computer_Go#Recent_results for 

recent results 



Outline 
• Board Games 
• Game Tree Search 
• Monte Carlo Search 
• UCT 



Monte-Carlo Tree Search: UCT 
• Upper Confidence Tree (UCT) is a state of the art, simple 

variant of Monte-Carlo Tree Search, responsible for the 
recent success of Computer Go programs 

•  Ideas: 
•  Sampling optimally (UCB) 
•  Instead of opening the whole Minimax tree or play N random 

games open only the upper part of the tree, and play random 
games from there 



Monte Carlo Tree Search 
0/0 Tree Search 

Monte-Carlo 
Search 

Current state 
w/t is the account of how many 
games starting from this state 

have be found to be won out of 
the total games explored in the 

current search  

Current State 



Monte Carlo Tree Search 
1/1 Tree Search 

Monte-Carlo 
Search 

win 



Monte Carlo Tree Search 
1/2 Tree Search 

Monte-Carlo 
Search 

0/1 

loss 

At each iteration, one node of 
the tree (upper part) is selected 
and expanded (one node added 
to the tree). From this new node 
a complete game is played out 

at random (Monte-Carlo) 



Monte Carlo Tree Search 
2/3 Tree Search 

Monte-Carlo 
Search 

0/1 

At each iteration, one node of 
the tree (upper part) is selected 
and expanded (one node added 
to the tree). From this new node 
a complete game is played out 

at random (Monte-Carlo) 

1/1 

win 



Monte Carlo Tree Search 
3/4 Tree Search 

Monte-Carlo 
Search 

0/1 2/2 

1/1 

win 

The counts w/t are used to determine which 
nodes to explore next. 

Exploration/Exploitation, e.g: 
1)  Some probability of expanding the best node 
2)  Some probability of expanding one at random 



Monte Carlo Tree Search 
3/4 Tree Search 

Monte-Carlo 
Search 

0/1 2/2 

1/1 

win 

The counts w/t are used to determine which 
nodes to explore next. 

Exploration/Exploitation, e.g: 
1)  Some probability of expanding the best node 
2)  Some probability of expanding one at random 

As we will see, we want to expand the best node 
with higher probability than any of the others 



Monte Carlo Tree Search 
3/5 Tree Search 

Monte-Carlo 
Search 

0/1 2/3 

1/1 0/1 

loss 

The tree ensures all relevant actions 
are explored (greatly alleviates the 

randomness that affects Monte-Carlo 
methods) 



Monte Carlo Tree Search 
3/5 Tree Search 

Monte-Carlo 
Search 

0/1 2/3 

1/1 0/1 

loss 

The random games played from each 
node of the tree serve to estimate the 

Utility function. 
They can be random, or use an 
opponent model (if available) 



Monte Carlo Tree Search 
•  After a fixed number of iterations K (or after the assigned time 

is over), MCTS analyzes the resulting trees, and the selected 
action is that with the highest win ratio (or that with the highest 
visit count). 

•  MCTS algorithms do not explore the whole game tree: 
•  They sample the game tree 
•  They spend more time in those moves that are more promising 
•  Any-time algorithms (they can be stopped at any time) 

•  It can be shown theoretically that when K goes to infinity, the 
values assigned to each action in the MCTS tree converge to 
those computed by minimax. 

•  UCT, MCTS is the standard algorithm for modern Go playing 
programs 



Next Week 
•  Final Exam! 


