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L-Systems and Graph Grammars 
• A grammar is a defined as a collection of production rules 

for generating a language. 

•  For example: 
•  L à B E 
•  B à a 
•  B à b 
•  E à L c 
•  E à b 

Example sentences that can be 
generated starting from L: 
•  ab 
•  Babc 
•  ... 

[to know more, check: pcgbook.com (Chapter 5)] 



L-Systems and Graph Grammars 
• Grammars can be used for: 

•  Recognition: 
•  Given a sentence, determine whether it is part of the language or not 
•  i.e., is there a set of applications of rules that takes us from the root 

symbol to the actual sentence? 

•  Generation: 
•  Given a grammar, generate sentences that are part of the language 
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• Grammars can be used for: 

•  Recognition: 
•  Given a sentence, determine whether it is part of the language or not 
•  i.e., is there a set of applications of rules that takes us from the root 

symbol to the actual sentence? 

•  Generation: 
•  Given a grammar, generate sentences that are part of the language 

This is what is relevant to PCG 



L-Systems and Graph Grammars 
• Many types of grammars. 
• We will focus on two (particularly relevant for PCG): 

•  L-Systems (and in particular “Bracketed L-Systems”): 
•  String grammars where rules are applied in “parallel” 

•  Graph grammars: 
•  Grammars where instead of strings, we generate graphs 



L-Systems 
• An L-System is a type of grammar where all applicable 

rules are applied simultaneously. 
•  For example: 

•  A à AB 
•  B à A 

• Starting from “A”: 
•  What would the first 5 rule applications look in a standard 

grammar? 
•  What would they look like in an L-System? 
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Bracketed L-Systems 
•  L-Systems where we have two special symbols: [ and ] 
• Example: 

•  A à[AB] 
•  B à[A] 

•  From A, we get: 



Bracketed L-Systems 
•  L-Systems where we have two special symbols: [ and ] 
• Example: 

•  A à[AB] 
•  B à[A] 

•  From A, we get: 
•  [AB] 
•  [[AB][A]] 
•  [[[AB][A]][AB]] 
•  … 



Bracketed L-Systems for PCG 
78 Julian Togelius, Noor Shaker and Joris Dormans

geometric interpretations of  L-systems were proposed in order to turn them into a
versatile tool for fractal and plant modeling. An interpretation based on turtle geome-
try, was proposed by Prusinkiewics et al. (1990). The basic idea of turtle interpreta-
tion is given below.

A state of the turtle is defined as a triplet (x, y, α), where the Cartesian coordinates
(x, y) represent the turtle's position, and the angle α, called the heading, is interpreted
as the direction in which the turtle is facing. Given the step size d and the angle in-
crement δ, the turtle can respond to the commands represented by the following
symbols:

F  Move forward a step of length d. The state of the  turtle changes to (x’, y’, α),
where x’ = x + d cos α and   y’ = y + d sin α. . A line segment between points
(x, y) and (x, y’) is drawn.

f   Move forwards a step of length d without drawing a line. The state of the tur-
tle changes as above.

+  Turn left by angle δ. The next state of the turtle is (x, y,α +δ).
-   Turn left by angle δ. The next state of the turtle is (x, y,α -δ).

To represent branching structures, the L-system alphabet is extended with two
new symbols, ‘[‘ and ‘]’, to delimit a branch. They are interpreted by the turtle as
follows:

[ Push the current state of the turtle onto a pushdown stack.
] Pop a state from the stack and make it the current state of the turtle.
Given a string v, the initial state of the turtle (x0, y0, α0), and fixed parameters d and

δ, the turtle interpretation of v is the figure (set of lines) drawn by the turtle in re-
sponse to the string v. This description gives us a rigorous method for mapping
strings to pictures, which may be applied to interpret strings generated by L-systems.

An example of a bracketed L-system and its turtle interpretation, obtained in deri-
vations of length n = 1 - 4, is shown in Fig. 2. These figures were obtained by inter-
preting strings generated by the following L-system:

{w: F, p: F →  F[-F]F[+F][F]}.

  
n = 1 n = 2 n = 3 n = 4

Fig. 2. Generating a plant-like structure.Fig. 5.3: Four rewrites of the bracketed L-system F ! F [�F ]F [+F ][F ].

5.4 Evolving L-systems

Like any parametrisable PCG method, L-system expansions can be used as genotype-
to-phenotype mapping in search-based PCG. An early paper by Ochoa presents a
method for evolving L-systems to attain particular 2D shapes [10]. She restricts her-
self to L-systems with the simple alphabet used above (F +�[]), the axiom F and a
single rule with the LHS F . The genotype is the RHS of the single rule. Ochoa used
a canonical genetic algorithm with crossover and mutation together with a combi-
nation of several evaluation functions. The fitness functions all relate to the shape
of the phenotype, namely the height (“phototropism”), bilateral symmetry, exposed
surface area (“light gathering ability”), structural stability and proportion of branch-
ing points. By varying the contributions of each fitness function, she showed that it
is possible to control the type of the plants generated with some precision. Fig. 5.4
shows some examples of plants evolved with a combination of fitness functions, and
Fig. 5.5 shows some examples of organism-like structures evolved with the same
representation but a fitness function favouring bilateral symmetry.

5.5 Generating missions and spaces with grammars

A game level is not a singular construction, but rather a combination of two inter-
acting structures: a mission and a space [4]. A mission describes the things a player
can or need to do to complete a level, while the space describes the geometric lay-
out of the environment. Both mission and space have their own structural quali-

•  Interpret each symbol in the generated expression as a 
“Drawing command”. 

•  For example: 
•  - : rotate -30 degrees 
•  +: rotate 30 degrees 
•  F: draw a line forward 

[Image from: pcgbook.com (Chapter 5)] 



Bracketed L-Systems for PCG 
• By defining additional symbols and rules, a large variety of 

vegetation can be generated, for example: 



Graph Grammars 
• Graph grammars are formal grammars whose production 

rules are defined over graphs. For example: 

•  Imagine that I have this graph, what will be the result of 
applying the rule above? 

 

0:A 1:B 0:A 2:C 

1:B 

3:B 

A B C 



Graph Grammars 
• Graph grammars are formal grammars whose production 

rules are defined over graphs. For example: 

•  Imagine that I have this graph, what will be the result of 
applying the rule above? 

 

0:A 1:B 0:A 2:C 

1:B 

3:B 

A B C 

It’s unclear what to do with 
the link from B to C, right? 



Applying Graph Grammar Rules 
Rule: P à R     (pattern à replacement) 
1.  Find a subgraph S that matches the pattern 
2.  Remove all edges between the nodes in S 
3.  Add nodes that are in R but not in P 
4.  Remove nodes that are in P but not in R (except if they 

have links to nodes outside of S) 
5.  Add all the edges specified in R 

Note: we need to keep track of which nodes from P 
correspond to nodes in R (markings) 
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Applying Graph Grammar Rules 
Rule: P à R     (pattern à replacement) 
1.  Find a subgraph S that matches the pattern 
2.  Remove all edges between the nodes in S 
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Graph Grammars for PCG 
•  Idea: 

•  Define a collection of rules that defines your domain 
•  Assign a probability of applicability to each rule 
•  Start applying rules with their given probability, until termination. 

• Maps: 
•  Nodes can be rooms, enemies, treasures, doors, etc. 

• Quests: 
•  Nodes can be locations, treasures, goals, NPCs, etc. 

• Any other game component you can describe as a graph! 



Graph Grammars for PCG 
Quests and maps from existing games can be seen as graphs: 

geometrical lay-out of the level: the space. Level space can be 
abstracted into a network of nodes and edges to represent rooms 
and their connections. Second, there is the series of tasks to player 
needs to complete in order to get to the end of the level: the actual 
mission. The mission can be represented by a directed graph 
indicating which tasks are made available by the completion of a 
preceding task. The mission dictates a logical order for the 
completion of the tasks, which is independent of the geometric 
lay-out. As can been seen in figure 1, the mission can be mapped 
to the game space. In this case certain parts of the space and the 
mission are isomorphic. In particular, in the first section of the 
level mission and space correspond rather closely. Isomorphisms 
between mission and space is frequently encountered in many 
games, but the differences between the two structures are often 
just as important.  

Level space accommodates the mission and the mission is mapped 
onto the space, but otherwise the two are independent of each 
other. The same mission can be mapped to many different spaces, 
and one space can support multiple different missions. The 
principles that govern the design of both structures also differ. A 
linear mission, in which all tasks can only be completed in a 
single, fixed order, can be mapped onto a non-linear spatial 
configuration. Likewise, a non-linear mission featuring many 
parallel challenges and alternative options, can be mapped on to a 
strictly linear space, resulting in the player having to travel back 
and forth a lot. 

Some qualities of a level can be attributed to its mission while 
others are a function of its space. For example, in Zelda levels, 
and indeed in many Nintendo games, it is common strategy to 
train the player in the available moves and techniques using a 
structure that is also found in martial arts training [9]. Following 
this structure a player first learns a simple technique in isolation 
(the kihon stage), then she repeats the technique in order to 
perfect it (the kihon-kata stage). In practicing martial arts this 
repetition can be long and tedious; an excellent example of this 
can be found in the film Karate Kid where the hero practices his 
skills to perfection by performing the same task over and over 
again (“wax-in, wax-out”). Next, the player learns how different 
techniques can be combined (the kata stage) before her real skills 
are tested in a boss fight (the kumite stage). This structure can be 
witnessed in the Forest Temple level. In this level Link first learns 
how to use „bomblings‟ to attack creatures and unblock passages 
(kihon), he must repeat this feat a couple of times in order to 
progress (kihon-kata). He also obtains a special boomerang which 
he learns to use in similar series of relative simple tasks (kihon, 
kihon-kata). Towards the end Link must combine bomblings and 
his boomerang in order to get to the last monkey, which he needs 
to reach the last rooms in the temple (kata), where he must to use 
the same techniques to defeat the final level-boss (kumite). 

At the same time, the mission in the Forest Temple also follows a 
similar structure that is often found in Hollywood films and that 
can ultimately be attributed to Joseph Campbell‟s monomyth (see 

 
Figure 1. Mission and space in the Forest Temple level of The Legend of Zelda: The Twilight Princess 

 [Figure from Dormans, 2010]  
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It is possible to devise a grammar 
that can generate quests or maps 

that look like this. 
 

Main problem: 
Fine-tune the grammar (and the 
probability of each rule) to make 

sure results are interesting. 



Graph Grammar Example 

0:S 1:L0 2:C 3:LG 

1:L 2:C 3:L 1:L 

2:C 

3:L 

4:C 

1:L 2:C 3:L 1:L 2:C 4:L 

1:L 2:C 3:L 1:L 4:L 

4:M 

3:L 

5:C 3:L 

5:D 

S: start symbol 
L: location 
L0: start location 
LG: goal location 
C: challenge 
M: monster 
D: door 



Graph Grammar Example 
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L: location 
L0: start location 
C: challenge 
M: monster 
D: door 

Example generated level: 
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Examples in Real Games 
• Graph grammars are not wide-spread in commercial 

games yet 
• A few indie prototypes are starting to make use of them, 

e.g.: Voronoiance 



Generate and Test Map Generation 



Generate and Test Map Generation 
•  Idea: 

•  Define: a method that can generate random maps 
•  Define: a method that can generate similar maps by modifying an 

existing map 
•  Define: a function that given a map, returns a score (how good the 

map is) 

•  This resembles the standard AI setting for search (A*, Hill 
Climbing, etc.): 
•  Given a starting position (random map) 
•  Generate successor nodes (generate similar maps) 

•  Use standard AI search methods to find a map that maximizes 
the score: 
•  Typically: Local Search 



Local Search 
• Given:  

•  A search space 
•  A function h(s) to optimize (maximize/minimize) 

• Start in the initial state(s) (typically selected at random) 
• Evaluate current state(s): h(s) 
• Explore neighbors of the current state(s) trying to increase 

the current value of h(s) 

• Advantages: 
•  Can find reasonably good solutions in little time 



Hill Climbing 
• Keep a single current state 
•  If there is a better neighbor: 

•  Move there 

• Otherwise 
•  End, and return current state 

Current state 
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Hill Climbing 
• Applications: optimization problems, like Travel-Salesman 

Problem 

• Problems: local maxima/minima (there are many variants 
to alleviate this) 

• Common variants of hill climbing search: 
•  Tabu-Search 
•  Simulated Annealing 
•  Genetic Algorithms 
•  Swarm Algorithms 



Generate and Test map Generation 
•  Two approaches to generate and test: 

•  Simple Generate & Test: 

•  Search-based: 

Unreliable 
Constructive 

Method 

Correctness 
Verification 

Search 
Method 

Evaluation 
Function 



Generate and Test map Generation 
•  Two approaches to generate and test: 

•  Simple Generate & Test: 

•  Search-based: 

Unreliable 
Constructive 

Method 

Correctness 
Verification 

Search 
Method 

Evaluation 
Function 

For example: verify 
that a path exists from 

the start to the goal 

Hill Climbing 



Search-based map Generation 
• Search algorithm can be either: 

•  systematic search (A*-like) 
•  Local search (Hill-climbing) 

• Systematic search constructs a design bit by bit, and the 
evaluation function guides the search towards a complete 
design 

•  Local search starts with random (complete) designs, and 
improves them bit by bit, guided by the evaluation function 



Search-based map Generation 
• Search algorithm explores the space of possible designs 

(maps, plots, quests, etc.) 
• Algorithm stops when: 

a)  A candidate that satisfied a minimum criteria of quality is found 
b)  After some fixed amount of search (returning the best individual 

found so far) 

•  The evaluation function can be either: 
a)  Evaluating only complete designs, and measuring how good they 

are (suitable for hill-climbing algorithms, like GAs) 
b)  Evaluating partial designs, and measuring how close are they to 

completion (suitable for heuristic search algorithms, like A*) 



Design Space: Abstraction 
• Example: Starcraft Map Generation 

Design Space 

Search 



Design Space: Abstraction 
• Example: Map Generation 

Design Space 

Search 

Every point in the 
design space is an 

actual map  



Design Space: Abstraction 
• Representation in the design space should be: 

•  Abstract enough to make the space small 
•  Rich enough to ensure that some interesting designs can be 

encoded with it 
•  Continuous: neighbors in the design space should have similar 

evaluation function values (for Hill Climbing algorithms) 

•  For Hill-Climbing algorithms: vector of numbers are good 
•  For A*-like algorithms: trees, graphs, or sequences are 

good 



Types of Evaluation Functions 
•  Heuristic: For A*-like algorithms. They measure how close are 

we from finding a complete design 

•  Fitness: 
•  Direct Measurement: a direct function (hand-authored) that measures 

how good is the design. 
•  Example: spatial concentration of resources in RTS maps. 

•  Simulation: simulate the design to obtain measurements. 
•  Example: use a player model to estimate how long does a level take to be 

finished. 

•  Interactive: in-game, players provide feedback to how good are the 
designs  
•  Example: Galactic Arms Race. 



Example: RTS Map Generation 
• Evaluation function consists of a collection of direct and 

simulation-based measures: 
•  Base Space: give enough space to all player bases 
•  Base Distance: keep player bases far away 
•  Resource-balance:  

•  Penalizes resources too close to one player and far from another 
•  Penalizes if one player has clearly ownership of more resources than 

another 
•  Penalizes maps where there is an unbalance between gas and geysers 

for any player 
•  Map geometry interestingness: 

•  Choke points: favors the appearance of chokepoints 
•  Path overlapping: favors the fact that closest paths from different player 

bases to others overlap 



Example: RTS Map Generation 
[Togelius, Preuss, Yanakakis 2010] 

9

a human player during runtime. The generation process is
based on generate-and-test, but is not completely search-
based, as no optimisation mechanism is employed. Initially,
player data are collected to rank short level segments ac-
cording to their difficulty. The level is then generated as
it is played by composing the segments in front of the
player, based on a rhythm-based generation mechanism. The
generated level part is then evaluated by a number of “critics”
based on the acquired difficulty ratings of the constituent
level segments. Level parts that are rejected by the critics
are simply re-generated until parts of appropriate difficulty
are found. The ensemble of critics can therefore be conceived
as a direct, data-driven binary evaluation function.
4) Terrains and maps: A large number of games are built

around terrains or maps, which can be loosely defined as two-
or two-and-a-half-dimensional planes with various features
situated within them that might or might not be gameplay-
related (e.g. types of surface, or impassable rocks or rivers)
and possibly a heightmap specifying elevations of various
parts of the maps. In particular, many strategy games are
heavily dependent on maps and the character of the map can
strongly influence the gameplay. The category of terrains and
maps partly overlaps with the previous category, as e.g. FPS
levels can also be considered as maps.
Frade et al. [48] evolved terrains for the video game

Chapas. The terrain was represented very indirectly as ex-
pression trees, which were evolved with genetic program-
ming using an approach similar to the CPPN [25] encoding.
The elevation at each point is determined by querying the
evolved expression trees, substituting the current position
coordinates for constants in the tree. The evaluation function
is direct and theory-driven, based on “accessibility”; this
function scores maps depending on the largest connected
area of flat or almost-flat terrain (this value is bounded to
prevent the evolution of completely flat maps). An interesting
result was that whereas the algorithm produced useful maps,
they were sometimes visually unpleasant and required human
inspection before being used.
Togelius et al. [49], [50] designed a method for generating

maps for RTS games. Two semi-direct representations were
investigated, one for a generic heightmap-based strategy
game and one for the seminal RTS StarCraft (Blizzard
1998). In both representations, positions of bases and re-
sources are represented directly as (x, y) coordinates, but
other terrain features are represented more indirectly. For
the heightmap-based representation, positions, standard de-
viations and heights of several two-dimensional Gaussians
are evolved, and the height of the terrain at each point is
calculated based on those. For the StarCraft representation,
mountain formations are drawn using a stochastic (but deter-
ministic) method inspired by “turtle graphics”. A collection
of direct and lightly simulation-based, theory-driven evalua-
tion functions are used to evaluate the maps. These functions
were directly motivated by gameplay considerations and are
to a large extent based on the A* search algorithm; for
example, the resource balance evaluation function penalises

Fig. 3. An evolved map for the StarCraft RTS game.

the difference in the closest distance to resources between
the players. The search mechanism in this method differs
considerably from most other search-based PCG research
because it is based on a multiobjective evolutionary algorithm
(MOEA) [30] (the particular algorithm used is the SMS-
EMOA [51]). Because each of the evaluation functions is
partially conflicting with several of the other evaluation
functions, the MOEA tries to find the optimal tradeoffs
between these objectives, expressed as a Pareto front. A
human designer, or a game-balancing algorithm, can then
choose solutions from among those on the Pareto front. An
example of a map generated using this method can be seen
in Fig. 3.
It should be noted that there is a substantial body of lit-

erature on constructive methods for generating maps, which
is not extensively discussed here as it is not search-based.
Terrain generation systems for games based on fractals (such
as the diamond-square algorithm [52], [53]), on agent-based
simulated erosion [54] or on cellular automata [55] have
been proposed previously; while most such algorithms enjoy
a short and predictable runtime, they cannot generally be
controlled for the level of gameplay properties (e.g. there
is no way to guarantee a balanced map, or maybe not
even to guarantee one wherein all areas are accessible). An
interesting approach is that of Diorama, a map generator
for the open-source strategy game Warzone 2100 that uses
answer set programming. Some commercial games, such
as those in the Civilization series, feature procedural map
generation, but that is usually accomplished through simple
methods, such as seeding islands in the middle of the ocean
and letting them grow in random directions.
Ashlock et al. [56] proposed an indirect search-based

method for landscape generation based on an evolvable L-
system representation and used this approach to evolve fractal
landscapes to fit specific shapes; however, no concern was
given to the suitability of these landscapes for games. Some
recent work has focused on integrating various dissimilar ter-
rain generation algorithms into mixed-initiative models [6].



Project 5: Procedural Content Generation 
•  Implement an automatic map generator  
• Game Engine: A4Engine (JavaScript) 


